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1 Abstract
The SKA specification demands high sensitivity with fast survey speeds on a very well calibrated
instrument to achieve the necessary observational performance. The results from SKADS shows that a
highly capable SKA can be designed and built which meets most if not all of the international science
goals within the expected budget at the scheduled time of construction. Analysis of the requirements for
the science experiments‟ with detailed cost modelling, indicates that an optimum SKA design will use
substantial aperture phased array technology up to 1.4GHz. Consideration of the overall system design
specifies communication data rates, the requirements of the central processing facility and an outline,
realistic power budget. The implementation of aperture arrays is essential to meeting the performance
requirements at low frequencies. Substantial digital signal processing is anticipated to be performed using
multi-core processors rather than dedicated ASICs making the implementation timeline viable. The design
of the SKA relies on the availability of improved processing and communication components meeting the
construction timeline; analysis of industry groups‟ published roadmaps coupled with feedback from
potential suppliers and SKADS research show that devices of the required performance are expected to
be available to meet the schedule.
There is considerable work to be done for all aspects of the SKA, particularly in processor technology with
the associated software development, and the advanced calibration techniques needed. SKADS found no
fundamental blocks to building the SKA to perform the science experiments.

2 Executive Summary
SKADS has been a successful programme which has advanced the knowledge and design of high
frequency aperture arrays, AAs. There is still considerable work to be done in bringing an SKA capable to
production, but the capabilities of AAs for high survey speeds, high dynamic range and extreme flexibility
can be highlighted.
The science case for the SKA reflects the goal of building a discovery instrument. This implies the search
across the universe for new objects, the effects of magnetic fields etc. for categorisation, analysis of
individual objects and a better theoretical understanding of the underlying physics. The deep search
aspect makes AAs the ideal collector since high sensitivity coupled with a very large field of view
requirement can then be achieved.
This paper discusses the work done in SKADS both for individual sub-systems: antenna, processing,
communications etc and the demonstration systems constructed. The work is developed into a proposed
implementation of the SKA drawing on the strengths of AA and dish based collectors. The SKADS-SKA
scenario starts by considering the science requirements, proposing a system design for the SKA,
budgeting cost and power, identifying the components required for implementation and roadmapping the
availability of the appropriate technologies on the timescale of the SKA.
The conclusion is that a very capable SKA that matches most of the science requirements can be built for
around the proposed budget of €1.5B using technology that will become available on the timescale of the
SKA.

2.1

System design process

The starting point for the design of the SKA comes from the desired science experiments. These have
been considered by the international community over some years and are now encapsulated in an
evolving Design Reference Mission, DRM (Lazio 2009). The target requirements are derived from the
science experiments translated into the physical parameters to be measured or scanned e.g. flux,
polarisation, sky area etc. By also considering the operational requirements such as observation time,
power and scheduling, the ability to make these observations is formed into a technical requirements
specification. Some of the specifications may be unattainable, whereupon the science experiment or
operational requirements have to be re-examined to produce a revised technical specification.
Using a realistic technical specification, putative SKA implementations can be proposed. While the target
science is specified by the DRM, flexibility is a vital characteristic of the SKA, provided the costs incurred
are not prohibitive. A proposed design‟s performance is tested against the experimental requirements and
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the cost estimated using the cost tool developed in SKADS: the SKA Design and Costing tool (Ford 2009)
see section 8.1. This process is liable to highlight cost issues and lead to performance limitations that
may restrict some experiments. A combination of re-evaluating the affected experiments, prioritising
experiments or reviewing the operational model is then undertaken and the process repeated. This will
provide an effective means of comparing different implementations of the SKA.

2.2

Science Experiment Requirements

A summary of the principal DRM requirements is discussed in section 5.2 and illustrated in Figure 8. The
experiments are not prioritised, however, that process may need to be undertaken to develop the optimal
SKA if the predicted cost exceeds the budget. There are some immediate observations that may be made
at this stage:
1. The major surveys are almost entirely conducted below 1.4GHz, the rest HI line.
2. Only the AGN experiments require baselines above 500km, specifying 3000km.
2 -1
3. A sensitivity of 10,000 m K for many of the experiments does not appear to be a calculated
requirement.
4. Some of the experiments may be viable with reduced sensitivity.
5. The transient search and exploration of the unknown is assumed to use as much parameter
space as is provided by the key science experiments.

2.3

SKADS-SKA proposed implementation

The overall structure of the SKADS-SKA system is shown in Figure 1 and includes the collector systems
on the left, communications and control network in the centre and correlation and processing on the right.

0.4-1.4 GHz
Wide FoV

Dense AA

Tile &
Station
Processing

Central Processing Facility - CPF

To 250 AA Stations

...

...

..
70-450 MHz
Wide FoV

..

Optical
Data
links

Time
Control

Sparse AA

Mass Storage

...

Correlator – AA & Dish

16 Tb/s

Data

Post Processor

80 Gb/s

DSP

1.2-10 GHz
WB-Single
Pixel feeds

Control Processors
& User interface
10 Gb/s

DSP

...

15m Dishes

Time
Standard

To 1200 Dishes

User interface
via Internet

Figure 1: SKADS-SKA implementation using AAs and single pixel feeds on dishes.
Considering the science experiment requirements as the basis for the SKADS-SKA suggests:
1. Implementing aperture arrays up to 1.4 GHz to cover the majority of high speed survey
requirements. Also, the forming of many beams is ideal for timing of many new pulsars.
2. Dish design is simplified by raising the low frequency operation to ~1.2GHz, covering up to to
10GHz using a single or a few wideband feeds.
3. The experiments which require longer baselines and higher frequencies do not require
2 -1
sensitivities above 5,000 m K .
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4. The merits of very long baselines up to 3000km are being considered. The SKADS-SKA limits the
baselines to 500km, which may compromise the AGN experiments.
Table 1: Proposed SKADS-SKA implementation
Freq. Range

Collector

Sensitivity

70 MHz to
450 MHz

Aperture array
(AA-lo)

4,000 m /K at
100 MHz

400 MHz to
1.4 GHz

Aperture array
(AA-hi)

10,000 m /K at
800 MHz

1.2 GHz to
10 GHz

Dishes with wideband single pixel
feed
(SD-WBSPF)

5,000 m /K at
1.4 GHz

2.4

2

2

2

Number / size

Distribution

250 arrays,
Diameter 180 m

66% within core 5 km
diameter, rest along 5
spiral arms out to
180 km radius

250 arrays,
Diameter 56 m
1,200 dishes
Diameter 15 m

50% within core 5 km
diameter, 25%
between the core and
180 km, 25% between
180 km and 500 km
radius.

AA design considerations

AAs have many advantages over conventional, reflector based systems which can be summarized as the
almost total flexibility in much of their parameter space. A key cost driver for the AAs is the highest
2
frequency supported, due to each element having an effective area which is a function of λ , hence, the
number of elements required for a given sensitivity increases quadratically with frequency. Below is a list
of the principal parameters which are considered in the system design:
Frequency Range. The AAs are good at low frequencies and will operate from the lowest SKA
frequency, specified as 70 MHz, up to the highest frequency for which they are a cost effective solution.
The AAs are a system of more than one array to accommodate the frequency range of the elements and
the effects of increasing sky noise at the lowest frequencies.
Sensitivity. The sensitivity of the system is a function of frequency and is determined from: size and
number of arrays, system temperature, scan angle and the apodisation employed. This is also the reason
for having a sparse array at low frequencies to try and overcome the ever increasing sky noise.
Bandwidth. Bandwidth can be traded together with number of beams (FoV) up to the full frequency
range of a station, within the available data rate. With some of the technologies that may be employed at
the front end e.g. RF beamforming using phase shifting has limited instantaneous bandwidth before beam
distortions get too great. The aim in the final, SKA Phase 2, implementation is that there are no such
restrictions.
Dynamic range. The ability to meet the dynamic range requirements of the SKA is very difficult. AAs are
capable of meeting this specification. This requirement influences the diameter of the stations (to provide
small enough beams), the ability to calibrate and the intra-station data rates to provide sufficiently good
beam purity.
Survey speed. AAs can provide arbitrarily high survey speed capability. The requirement is for an output
data rate that supports the number of beams necessary to meet the specification.
Polarisation purity. This will be calibrated, but will be limited by the underlying stability of the array frontend design and the ability to measure and remove polarisation leakage.
Number of independent sky areas. Due to the hierarchical nature of the beamforming systems, which
mitigate the analogue/digital processing load, there are likely to be some limitations on the absolute
flexibility of the arrays. The tiles will produce a number of “tile beams”, this restricts the number of totally
independent areas of sky that can be observed concurrently.
Output data rate and flexibility. The amount of data produced by the array is a consequence of required
bandwidth, survey speed and sample resolution coupled with cost.
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2.5

AA overall system design

The AA‟s in the SKA are a system designed to provide the necessary technical performance to meet the
science goals between their lowest frequency of operation and their high frequency limit. Over the
frequency range 70MHz - ~1400MHz there are two distinct regimes: sky noise limited and relatively low
sky noise; these benefit from a low frequency sparse array or a high frequency dense array respectively.
The outline of the arrays‟ relative performance is illustrated in Figure 2. Above the highest frequency
practical for the AAs the observations will need to be performed by dish based solutions, with some
overlap for continuity and possibly enhanced sensitivity.
1000

TH_n

12 fibre lanes
@10Gb/s each

12 fibre lanes
@10Gb/s each

TH_1

Fully sampled AA-hi

100

e/o

Max 4 Station
Processors

Station Processor n

Local Processing
e.g. Cal; pulsars

TL_m

Dish
operation

Station control
processors

Figure 2: Overall AA performance showing low
frequency sparse AA, with higher frequency AA-hi

…..
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…..
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Station
Processor
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…..
…..
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Tile
Processor
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- hi
e/o

…..
…….
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o
e/
o
e/
o
e/
o

…..

o/e
o/e
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o/e
o/e

TH_0

Aeff / Tsys (m2 / K)

Sky Brightness Temperature (K)

Ae

Long distance drivers

Sparse AA-lo

To Central control
systems

Figure 3: Outline AA station

Below approximately 450MHz sky noise starts to increase dramatically and T sys becomes dominated by
2
sky noise, hence having Aeff increasing as λ use of a sparse array is required to maintain the required
sensitivity, although there are inherent issues with sidelobes. Above 450 MHz the sky noise is low and
relatively constant and Tsys is largely determined by the array‟s technical performance, making a dense
array the right choice for the highest dynamic range, the noise budget for the high frequency array is
shown in Table 7.

2.6

AA architecture

Each AA-hi station consists of ~75,000 dual polarisation elements. Beamforming will require a
hierarchical processing structure to mitigate the computational requirements. An outline design of the AA
system is shown in Figure 3. The design consists of four main blocks:
1. The front-end collectors. Each element of the AA-hi and AA-lo is positioned as part of the array
design and tightly designed with its associated LNA for the lowest noise front-end design. This is
amplified and passed to the „Tile processor‟ for initial beamforming.
2. Tile processor. The first stage of hierarchical beamforming where ~8x8 dual polarisation elements
for the AA-hi using the most effective mix of RF and digital techniques, to form a number of tile
beams. The bandwidth between the Tile processors and the Station processors will be a key
determinant of the performance of the AAs.
3. Station processors. These bring together the output of all the AA tiles. They form the beams for
transmission to the correlator. The calibration algorithms to form high precision station beams will
be handled primarily by the station processors.
4. The control processors keep the operation of the station coupled to the rest of the SKA. They
also monitor the health of the arrays, detect non-functioning components and adjust the
calibration parameters appropriately.
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2.7

Central Processing

The central processing requirements are very high, for fast survey speeds AAs are the only practical way
of making the processing tractable. The reason is that AAs are effectively very large diameter collectors
with many beams. The processing scales linearly with numbers of beams and quadratically with numbers
of collectors. So, having a small number of large collectors with many beams is advantageous.
The implementation of the central processor needs to support imaging and non-imaging requirements,
illustrated in Figure 4.
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Figure 4: Central processing architectures
The different stages of processing for imaging and non-imaging observations are very similar in
performance requirements thus the same hardware can support all observations. A unified central
processing system provides opportunities for concurrent observations of imaging and non-imaging
science experiments and enables innovative new observing techniques to be used.
2.7.1

Correlator/beamformer – C/B

It is assumed that the correlators are FX type and that the frequency division has already been done by
the station processors or local dish processing.
There are major structural differences between the correlation of the AA signals and the dish signals. For
the AA there are relatively few, ~250, stations each forming very many beams, >1000, with a 16Tb/s link.
Whereas, the dishes are providing one beam from up to 2400 collectors over 80Gb/s links. This implies
that it is cheapest to implement two C/Bs. There are a number of advantages: all the collectors can be
used concurrently; there is no need for large amounts of switching of raw beam data and mass production
can be used efficiently for the AA C/B.
2.7.1.1

AA correlation/beamforming implementation

The AA correlator lends itself to a highly modular implementation. By splitting the communications into
10Gb/s channels, the AA correlator can then be designed as 200 identical shelves of eight subcorrelators. The processing rate required per sub-correlator is ~250TMACs.
An outline physical design is shown in Figure 5. It is constructed as a double-sided shelf in a rack, where
a multiplexed fibre from each of 250 AA stations is connected using sixteen input cards, each with 16
fibre inputs each carrying 8 10Gb/s channels. A 10Gb/s channel from each station is presented to each of
the eight sub-correlators per shelf. The visibilities are routed to the appropriate UV processor. The full AAcorrelator of 200 shelves is a system of ~70 racks.
2.7.1.2

Dish correlator/beamformer implementation

The dish correlator topology has 2400 collectors each with one beam, so the correlations have to be split
over many narrow frequency bands. The corner turning function is with 8 10Gb/s data switches. The
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switch provides a total of 240Gb/s of narrow bandwidth channels to each of the correlator cards.
Assuming the data are presented as 10Gb/s channels then the system can be considered to be eight
identical systems covering the full frequency range. An outline of the dish+AA correlator is shown in
Figure 6. In this layout there are 100 correlator cards per data switch, or 800 correlator cards to cover
4GHz, at 5MHz per card. The performance required for each correlator card is ~230T MACs. This is
conveniently close to the performance requirement of the AA sub-correlator giving the possibility of
combining the designs into one type.
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Figure 5: AA correlator design
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Figure 6: Simplified dish correlator
design

UV Processor and data buffer

Imaging processing requires the visibility data to be buffered at the data rate of the correlator output. This
is then followed by a requirement for a lot of largely independent processing on many parallel blades. The
availability of processing capability using multi-core, GPU like, processors and temporary storage is key
to the performance of the central processing system. The UV processor has to support an observation
time >2.4 hours or 8,600 secs and ~20,000 processing cycles per sample with 5 loops per observation or
100,000 operations per sample
The expectation is for a~50Tflop (single precision) processing capability per device in the 2018
timeframe. With an expected utilisation of 50% then each processor supports a data rate of 10Gb/s
assuming 32-bit single precision data. This requires a buffer of 8,600 x 10Gb/s x 2 for a double buffered
arrangement or ~20TB.
The very long baseline observations with many dishes are the most demanding for processing, requiring
an ExaFlop of raw processing capability and the ability to process ~200Tb/s of data from the correlator.
This is a UV processor with 20,000 processing + buffering blades. The power requirements for each
blade must <500W due to dissipation capability of the processors. Hence, the UV processor power is
<10MW.

2.8

Imaging/Analysis processor

The complex algorithms for imaging and time series analysis have to have access to all the data which
has been bulk processed through individual channels by the UV processors. This has to be handled by a
conventional style supercomputer with many intra-processor communication links. It is assumed that this
processor will need to be of order 10PFlops

2.9

Cost

The total cost of the SKADS-SKA is €1330 NPV. There is a full scaling analysis in Section 6.5.
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2.10 Power requirements
An estimate of the power requirements for the SKADS-SKA can be made and is shown in Table 12. The
AA power is discussed in detailed in Table 13. It is generally agreed that the SKA must be less than
100MW. As can be seen the SKADS-SKA meets this criteria.

2.11 Technology readiness
Section 0 has a thorough review of the availability of the technologies to implement the SKADS-SKA. The
requirement is for components and sub-systems to meet the performance criteria after 2016 when the
Phase 2 is starting to be built and in many of the cases after 2018. The analysis uses the work within
SKADS and the associated community, plus industry generated roadmaps e.g. for the semiconductors
the globally acknowledged “International Technology Roadmap for Semiconductors”. The analysis shows
that it is realistic to project meeting the key technical parameters:
Tsys for AA-hi

<38K

50m optical links, pluggable

>120Gb/s

Scan angle

±45º

50m 120Gb/s link power

2.5W

Analogue system power

100mW per Rx

Flash storage module capacity

20TB

>3GS/s 6-bit ADC power

<100mW

GPU style multi-core processor

50TFlop

DSP processor performance

>20TMACs

50TFlop processor power

<300W

DSP Power for 20TMAC

~25W

Super computer performance

10PFlop

DSP chip comms, I/O count

>128 x 11Gb/s

Super computer power

1MW/PFlop

DSP-digitiser integration

Possible

2.12 Conclusions
The SKADS-SKA is a realistic design for the SKA which is capable of being implemented in the SKA
timeframe and provides an extremely versatile instrument.
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3 Introduction
It was realized very early on that the very wide frequency range for the SKA is realizable only as a
combination of receiving technologies e.g. with sparse arrays, dense arrays and with dishes. While
sparse narrow-band phased arrays are as old as radio astronomy, the new electronically steered,
widefield multi-octave sparse and dense arrays hold immense scientific potential through their flexibility
and widefield multibeaming capability. However, with this frequency and performance these array
concepts being new are relatively immature technically and scientifically essentially unproven. Radio
observatories, in particular in Europe, became increasingly convinced that a structured and broadly
supported Research and Development programme on phased arrays was necessary to advance the
emerging requirement on wide field astronomy as a key characteristic for the SKA. This requirement was
identified by most of the Key Science Projects mentioned in the SKA Science book (Carilli 2004). Earlier
technical R&D activities planned as exploratory steps of the high performance array concept supported
the feasibility of the approach resulting in “early” technical developments for LOFAR at the end of the
nineties.
A proposal emphasizing aperture arrays for the SKA was therefore submitted to the European
Commission‟s FP-6 Research program on behalf of the European SKA Consortium. The focus was on the
dense array concept, noting the need for functional integration, low cost, low power and manufacturability.
In the dense array concept, the distance between neighbouring antenna element is less than half a
wavelength at the maximum frequency, thereby limiting the maximum frequency for practicality and cost
reasons.
The developments and results for low frequency arrays such as LOFAR and MWA act as pathfinders for
the larger and global context of SKA. They provide important information for the Aperture Array approach,
for example, with respect to calibration and processing techniques. Other parallel developments explore
the use of dense focal plane arrays. In Europe activities started through the Radionet EC-FP5 program
“FARADAY” followed by the Radionet “PHAROS” EC-FP6 and subsequently “APERTIF” as an upgrade
program for the WSRT. Similar developments took place in the US, Canada and for the Australian SKA
Pathfinder, ASKAP. These arrays enlarge the field of view of reflector telescopes as well as providing a
“field enhancing” candidate technique for the SKA. See the contributions in the SKADS Conference
Proceedings (Torchinsky 2009) for a recent overview of new phased arrays for radio astronomy in
general.
With this as background, the key objectives of the proposed SKA Design Studies, SKADS, were to:


Demonstrate SKA Scientific viability and readiness of dense aperture arrays for frequencies
below 1.4GHz,



Demonstrate cost-effective engineering solutions and Technological Readiness and



Arrive at a costed SKA design.

Other objectives are to place SKADS into the framework of the SKA planning and engagement models
and to endorse a European SKA activity, involving industries in some key areas to establish a relevant
and distributed R&D environment.
Approved to start in mid-2005 as an EC supported FP6 program, SKADS was planned to last four years.
It involved 26 institutes and industries in 9 European countries with additional participants in the Russian
republic, South Africa, Canada and Australia. SKADS received significant EC funding of 10.44M€
supplemented by contributions from national funding.
SKADS was structured to bring together the various aspects of Research & Development across multiple
institutions necessary for optimum results as a series of studies. SKADS focused on concept specific
elements emphasizing the AA station, the configuration, the network and the associated technical costs.
See the SKADS website for references (www.skads-eu.org).
The huge potential for SKA science return by using phased arrays has fundamental instrumental reasons.
The large field of view availability for large surveys is limited only by the element beam pattern, the
available processing power, communications and associated cost. The extreme flexibility is provided by
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electronic control and the many digital beams. It is possible to trade FOV with frequency bandwidth using
constant data rates and processing capability to tailor the instrument for specific science experiments.
Using reasonable, projected assumptions for technical performance of e.g. achievable array system
temperatures, costs and maximum frequency, estimated around 1.4GHz; many science key experiments
mostly for the HI universe are best implemented using AAs.
This SKADS White Paper is one of many SKADS deliverables. It describes an SKA system scenario
taking into account SKADS results. It serves as the consolidated, final deliverable i.e. the SKADS overall
system design as well as input to the next phase of AA‟s for the SKA from the frequency range, design,
power, (both scientific and technical) performance and cost perspective.
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4 Scientific Requirements
The SKA will play a pivotal role in answering fundamental questions in physics which are currently the
focus of the worldwide physics research community. The key science goals of the SKA fit into this global
effort to focus on several inter-related topics. These include discovering the nature of Dark Energy, the
origin of magnetism in the universe, the limits of the General Theory of Relativity, and the formation of the
first structure, and the first stars in the Universe. The SKA will also answer questions related to the origin
and formation of complex molecules and planetary systems, leading to life on Earth. All these key
science goals are described in detail in the SKA Science Book published in 2004 (Carilli 2004). An
overview is given below.

4.1

The study of baryon acoustic oscillations (BAO)

The 21-cm line of HI can serve as a scale tracer for cosmological studies as well as a probe of galaxy
evolution. A key SKA project is the "Billion Galaxy Survey", which will track the evolution of the HI mass
function (HIMF) over cosmic time and provides a database of galaxies detected in HI emission which will
serve as scale tracers for baryon acoustic oscillations (BAOs) as a probe of dark energy. As an
intrinsically spectroscopic survey and detecting the gas rather than stellar component of galaxies, this
survey should be subject to fewer (or at least different) systematic biases than those of galaxy surveys in
3
3
the optical/near-IR. Such a survey needs to probe a volume of 10 Gpc in order to improve the precision
of the cosmological parameters significantly. To be able to perform the survey in a few years a high
sensitivity coupled with an instantaneous FOV of many tens to hundreds of square degrees is required.

4.2

Galaxy formation and evolution

Below are details of a few specific science cases requiring a large FoV at z=0 HI (1400 MHz). This list is
not complete but clearly high survey speeds are essential.
4.2.1

Imaging the cosmic web in HI

Current theory shows that galaxies acquire their baryons through gaseous accretion, not through
merging. A simple observational fact is that the slope of the HI mass function shows that most HI in
galaxies, is already in large galaxies; so galaxies cannot grow by accumulating gas from smaller galaxies.
A big puzzle is the connection between the evolution of the gas content and star formation. This is
9
puzzling because the gas consumption timescales by star formation is short (currently a few times 10 yr,
at z=1 this is about a factor 3-10 shorter). Yet the gas content of galaxies has hardly changed since z=1.
Therefore, galaxies have to accrete gas continuously. Ultra-deep HI imaging of nearby galaxies starts to
show the brightest parts the interface between galaxies and the IGM (e.g. NGC 891) and the accretion of
gas from the IGM. The SKA will allow us to image the extensive gaseous envelopes of galaxies down to
17
-2
column densities below 10 cm and may reveal how galaxies acquire their gas. This is an essential
aspect of galaxy formation and evolution. A large field of view is required because these HI envelopes
extend over several degrees. This accretion is likely to be a strong function of environment consequently
many objects/environment will have to be imaged requiring a large survey speed.
4.2.2

Searching for the smallest HI objects.

Galaxy formation models predict that there is a lower limit to the size of baryonic condensations from
which stars can form. Understanding this is important not only for the nearby galaxies, but also it is
directly related to what happens when the first galaxies form. The SKA can directly test these models.
The star formation efficiency drops sharply when going to small dark matter (DM) halo masses. The
smallest DM halos may contain baryons but no stars. The baryons could be ionized, but could also be
neutral. Observations of Leo T, one of the smallest galaxies known, shows that 90% of the baryons in Leo
T are in the form of HI and only 10% are locked up in stars. The properties of galaxies smaller than Leo T
will be even more extreme: there could in fact be objects with only gas and no stars. Current telescopes
do not enable observations to go below the mass limit of star formation in galaxies because the cosmic
volume they can survey for these small masses is too small - these objects can currently only be detected
out to about 1 Mpc. Even the SKA can only detect these objects out to ~10 Mpc. The survey volume
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therefore will have to come from observing large areas of the sky because longer integrations will not give
the required volume along the line of sight.

4.3

Searching for ms-pulsars

Sub-microsecond timing of a dense network of fast (ms-) pulsars in order to detect the nanoHz
gravitational wave background is a key science driver for the SKA. The all-sky search for suitable
candidate pulsars for such a timing array is best done at relatively low frequencies (500-1400 MHz)
because of the steep spectra of pulsars (especially ms pulsars) and the inherent survey speed
advantages of low frequencies. Working largely in the time domain the real challenge for the pulsar
application will probably lie in the search algorithms discerning actual pulsars from interference.

4.4

Transient searches

The large FOV of aperture arrays is a key performance indicator in the search for transients (whether
Cosmological, Extragalactic, Galactic or ET's). However, in addition to the FOV, the extremely short
response time is a second key asset of aperture arrays. Indeed the speed of aperture arrays for locking
onto a new celestial radio source may well be crucial; we may have to react within seconds to external
(e.g. robotic optical telescopes or orbiting satellites) or internal SKA triggers. Only aperture arrays provide
that capability. With dish arrays the technique of sub-arraying will be required to cover large parts of the
sky at any moment. This, however, will carry a significant sensitivity penalty. It is important to note that
this application is almost unexplored parameter space. The real significance of transient science will be
known within 2 years when the LOFAR Transient KSP, aided by Transient Buffer Boards, have started
observations of the 'dynamic' Universe.

4.5

Polarisation studies

The use of radio polarization for the study of cosmic magnetic fields has seen an enormous expansion in
the past decade. It is generally believed that the optimum frequency range for this application lies above 1
GHz, however, this may well not be the case. Our Galaxy is a source of 'polarization confusion' when
trying to measure a dense RM grid using extragalactic sources. We therefore need to image this
foreground in great detail to separate intrinsic, extragalactic foreground and Galactic foreground RM
contributions. This is best done at low frequencies where the surface brightness sensitivity is much better
than at 2 GHz, for example. The Galactic foreground is also a very rich source of information in itself. The
recent re-analysis of the NVSS discrete source polarization properties has been an eye-opener (Taylor et
al, 2009). Obtaining an all-sky RM grid, a key component of the SKA Magnetism driver, requires a largesky imaging program. Survey speed is therefore of the utmost importance. Polarimetry and RM synthesis
at low frequencies (at e.g. 500 MHz rather than 1500 MHz) yields much better accuracy in the RM
3
(typically by a factor (1500/500) ). A related issue, which will be addressed within the LOFAR Magnetism
KSP team, is whether beam or depth- depolarization within the emitting sources will limit the number of
polarized sources that can be detected and used. If so, this is going to be more of an issue at low
frequencies. This needs to be investigated. Long(ish) baselines may then be needed of a few hundred
km's (recall LOFAR has BL's up to 1000Kms). Settling this 'depolarization' issue early is therefore
important as part of the SKA design studies.

4.6

AA science opportunity

The purpose of building the SKA is to perform challenging science; aperture arrays provide access to
extended parameter space for radio telescopes which can enable experiments not possible with other
technologies. Table 1 below shows an analysis of the SKA Design Reference Mission, DRM, to highlight
the areas in which AAs will make an important contribution.
The principal areas that AAs have the greatest impact are:


Very high survey speed capability



Low frequency operation with very large collecting area capability
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Multiple beams for expanded FoV, concurrent observations, and minimisation of correlator and
central processing resources



High dynamic range capability due to small beams (large diameter collectors), unblocked
aperture and good physical stability



Flexibility to observe short time period transients over large areas of the sky, coupled with the
possibility of keeping history information to view precursors to a transient.

Table 2: Aperture arrays based SKA science, derived from the SKA Design Reference Mission
Experiment

DRM

KSP

Redshift
z

Frequency
Range
MHz

A/T
2
m /K
4,000 20,000

Survey
Speed
4

-2

m K deg

AA Capability
2

Epoch of
Reionisation

8

1

6-20

70-240

Low frequency capability
Very large collecting
area

Baryonic
Acoustic
Oscillations

12

2

≤2

460-1400

HI deep
field

7

2

3

350-1400

HI
Absorption

11

2

8

150-1400

Exploration
of the
Unknown

14

6

-

all

high

Continuum
Deep field

6

2

~7

300-3000

20,000

Low frequency capability
Ability to trade Aeff/Tsys
with FoV.

Pulsar
Survey

13

4

-

400-1400

>5,000

Large FoV.
High core filling factor.

Pulsar
Timing

13

4

-

400-3000

>10,000

Many beams for bulk
timing
High capacity long term
timing

Cosmic
Magnetism

4

3

-

500-1500

10

>10

Very high survey speed
Can tailor FoV(f)

>10,000

Multiple beams for
multiple experiments
makes long integrations
practical
8

~10

Low frequency capability
High survey speed

high

Tailor FoV vs. B/W
All sky, high time
resolution

Can achieve good
polarisation performance

The science experiments to be performed by the SKA are inherently technically challenging and need
technology targeted at meeting the requirements. The AAVP is designing the AAs to meet the survey
specifications agreed with the science community. An illustration of the range of science experiments that
fall within the AAs frequency range and maximum practical baseline is shown in Figure 8. As can be seen
AAs cover a substantial number of major experiments.
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5 Producing an SKA specification
The science goals summarised in the last section cover various topics, but have in common the desire to
understand fundamental aspects of physics and the nature of the universe. As a result, the required
observations are necessarily global in nature, one must observe as much of the universe as possible.
The result is a requirement to conduct large scale surveys.
Surveys serve two main functions. In one case, the statistics of the survey itself is the primary interest.
This is the case, for example, with the Baryonic Acoustic Oscillations experiment, and the all-sky rotationmeasure survey. In the second case, the survey serves as a tool to discover extreme objects. This is the
case for the pulsar survey looking for exotic binary systems to test theories of gravity, or looking for
isolated pulsars to use in the Pulsar Timing Array, as is the search for new classes of transient sources.
The science projects for the SKA are presented in the DRM where they are analysed in detail, producing
their requirements for survey speed, which is based on completing the survey in a reasonable time.
Surveys with the goal of discovering new objects often require follow-up observations of the newly
discovered objects. Such observations may demand more refined observations e.g. high angular
resolution, pushing out the SKA baseline length requirement; high polarisation purity; exquisite time
resolution etc. as well as significant time on the instrument.
There are many competing technical requirements for the SKA from the different science cases; resolving
the engineering, cost and power pressures requires an analytical approach which is discussed below.

5.1

System design process

The starting point for the design of the SKA comes from the desired science experiments. These have
been discussed and considered over some years and are now encapsulated in an evolving Design
Reference Mission, DRM, produced internationally. The version of the DRM analysed in this paper is 0.4.
An outline approach for determining an optimal design for the SKA is shown in Figure 7.
Key
Science
Experiments

Instrument
Technical
Specification:

Physical
Parameters:
•
•
•
•
•

Flux density
Area of sky
Polarisation
Dynamic range
etc

•
•
•
•
•

Sensitivity
Survey speed
Configuration
Stability
etc

Potential
Designs:
• Collector type
• Frequency
range
• Data rates
• etc

Modelling:
•
•
•
•
•

Variants
Performance
Cost
Power
Risk

SKA
Design

Operational
Constraints:
•
•
•
•

Time allocation
Storage
Power
Operations
budget

Figure 7: Structured approach to developing an SKA design
Doc.nr.:

Project supported by the
European Commission
Contract no. 011938

DS8_T1:

Aperture Arrays for
the SKA

Date:

1.00
26 April 2010

Class.:

Public

Rev.:

21 of 149

The target requirements are derived from the science experiments agreed internationally which are
translated into the physical parameters to measure or scan e.g. flux, polarisation, sky area etc. By
considering the operational requirements for observation time, power and scheduling the ability to make
these observations is formed into a technical requirements specification. At this stage it may be clear that
some of the specifications are unattainable, whereupon the science experiment or operational
requirements need to be re-examined and a revised technical specification produced.
After producing a realistic technical specification, putative SKA implementations can be proposed. It
should be kept in mind at this stage that while the science specified by the DRM is key, flexibility is a vital
characteristic of the SKA, provided the costs incurred are not prohibitive. At this stage, a proposed
design‟s performance can be tested against each of the various experiments and the cost can be
estimated using the cost tool discussed in 8.1 SKACost: the SKA Design and Costing tool. This process
is liable to highlight cost issues and performance limitations that may restrict some experiments. A
combination of re-evaluating the affected experiments, prioritising experiments or reviewing the
operational model will need to be undertaken and the process repeated. There will need to be
considerations for the experiments in losing desired parameter space due to a mixture of lower sensitivity,
restricted frequency range or resolution from shorter baselines etc. This will provide an effective means of
comparing different implementations of the SKA.
Of course, the process also has to consider the detailed performance of a range of parameters, risks,
timeline, power requirements, upgradeability etc associated with the possible solutions evaluated. By
discussion, the most appropriate implementation can be developed.
In this paper a proposed SKADS implementation is presented, the “SKADS-SKA”, this is considered to be
a viable solution to maximise the science output for the cost and risk.

5.2

SKA Specifications from the DRM

The underlying scientific experiments for the SKA are laid out in the DRM. The requirements for each
experiment are considered in terms of fundamental physical parameters: flux, frequency, area of sky to
cover, polarisation etc. By applying reasonable operational constraints, the ideal technical performance of
the SKA can be derived for each experiment. This is an ongoing task as the science and operational
aspects become more clearly understood. A summary of the principal DRM requirements is shown in
Figure 8. The experiments are not currently prioritised, however, that process will need to be undertaken
to develop the optimal SKA.
There are some immediate observations that may be made at this stage:
1. The major surveys are almost entirely conducted below 1.4GHz, the rest HI line.
2. Only AGN experiments require baselines above 500km, specifying 3000km.
2

-1

3. The specification of 10,000 m K for many of the experiments does not appear to be a calculated
requirement.
4. Some of the experiments will yield progressive improvements for the science output with
increasing sensitivity, resolution or survey speed e.g. continuum observations; pulsar timing.
These experiments may be viable with reduced sensitivity.
5. The transient search and exploration of the unknown is assumed to use as much parameter
space as is provided by the key science experiments. The scaling over current instruments is
high, so there is very likely to be significant science that can be performed.
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39,000 5. Wide Field Polarimetry - 2
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Notes:
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The plots are shown against the principal SKA characteristics:
sensitivity, survey speed and baseline. There are many other
parameters to consider e.g. dynamic range, polarisation purity etc
in a detailed evaluation.
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0.14

Specified survey speed

GHz
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11. Galaxy Evolution via HI Absorption
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5. Wide Field Polarimetry
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The blue parameters are taken directly from the DRM and are
therefore considered to be the key parameters for an experiment.
The red lines are derived parameters using the “SKADS-SKA”
performance.

3
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Figure 8: Graphical requirements analysis of the Design Reference Mission, DRM ver0.4.
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The SKA “Common Framework”, illustrated in Figure 9, describes the principal parameters of all the
collector types: AA-lo, AA-hi, dishes fitted with FPAs and dishes fitted with single pixel feeds. These can
be implemented in alternative scenarios and analysed for relative cost, performance and risk. The
parameters being considered are:


Low frequency operation



High frequency operation



Maximum baseline



Sensitivity



Each collector‟s own parameters e.g. diameter, configuration, bandwidth etc.

Figure 9: Illustration of the SKA Common Framework.
This restricted set of parameters is still a very large parameter space to examine, which is part of the
SPDO‟s remit within PrepSKA. This analysis will make use of the Cost tool described in Section 8.1.
Here we consider an implementation consisting of just AAs and dishes fitted with single pixel feeds,
similar to the AA scenario in SKA Memo 100.

5.3

AA and Dish+SPF implementation

The implementation being analysed here is based on the scenario used in SKA Memo 111, “SKADS
Benchmark Scenario Design and Costing – 2” (Bolton 2009), shown in Table 3. There are further
considerations, derived from the further work done in SKADS and the clarifying of the science
requirements in the DRM.
The outline of the system is shown in Table 3, and consists of low and high frequency AAs and an array
of 15m diameter dishes. The dish diameter is not calculated, but taken from Memo 100 (Schilizzi 2007).
In this paper the details of frequency range and sensitivities will be reconsidered from Memo 111, and will
be used as a basis for the following discussion.
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Table 3: SKA scenario from SKA Memo 111, Design and Costing - 2
Freq. Range

Collector

Sensitivity
2

70 MHz to
450 MHz

Aperture array
(AA-lo)

4,000 m /K at
100 MHz

300 MHz to
1.0 GHz

Aperture array
(AA-hi)

10,000 m /K at
800 MHz

700 MHz to
10 GHz

Dishes with
single pixel feed

10,000 m /K at
1 GHz

Number / size

Distribution

250 arrays,
Diameter 180 m

66% within core 5 km
diameter, rest along 5
spiral arms out to
180 km radius

2

250 arrays,
Diameter 56 m

2

2,400 dishes
Diameter 15 m

50% within core 5 km
diameter, 25%
between the core and
180 km, 25% between
180 km and 3,000 km
radius.

The overall structure of the SKA system is shown in Figure 10 and includes the collector systems on the
left, communications and control network in the centre and correlation and processing on the right. These
subsystems are considered in some detail in this paper.

0.4-1.4 GHz
Wide FoV

Dense AA

Tile &
Station
Processing

Central Processing Facility - CPF

To 250 AA Stations

...

...

..
70-450 MHz
Wide FoV

..

Optical
Data
links

Time
Control

Sparse AA

Mass Storage

...

Correlator – AA & Dish

16 Tb/s

Data

Post Processor

80 Gb/s

DSP

1.2-10 GHz
WB-Single
Pixel feeds

Control Processors
& User interface
10 Gb/s

DSP

...

15m Dishes

Time
Standard

To 1200 Dishes

User interface
via Internet

Figure 10: SKADS-SKA implementation using AAs and single pixel feeds on dishes.
In the light of the science experiment requirements shown in Figure 8 the SKA design in Table 3 has
been reconsidered to match to the strengths of the collector technologies. This would suggest a natural
crossover in collector technology at 1.4 GHz with a reduction in sensitivity/survey performance close to
the top frequency of the AA, which will happen naturally if the array becomes sparse at a frequency below
the top frequency:
1. If aperture arrays can be economically implemented up to 1.4 GHz then this technology would be
best placed to cover the majority of high speed survey requirements for the SKA. Also for the bulk
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timing of newly discovered pulsars operating to 1.4GHz makes the AA appropriate for forming
many beams to time pulsars with good precision concurrently.
2. If wideband feeds can be made to operate efficiently, then a relatively straightforward dish design
operating from ~1.2GHz to 10GHz with a single feed could be implemented. The fallback is the
use of multiple narrower band feeds with a changeover mechanism.
3. The experiments which require longer baselines and higher frequencies do not require
2 -1
sensitivities above 5,000 m K , there may be a case for pulsar timing with a higher sensitivity
between 2-3 GHz with baselines as short as possible, this could be accomplished with a relatively
narrow band, efficient feed using as close packing as is practical – reducing communication
costs.
4. There needs to be substantial debate on the merits of very long baselines up to 3000km. In this
implementation we will limit the baselines to 500km, which will compromise the AGN experiments
described in the DRM chapter 2.
Taking the comments above to prepare a revised implementation specification the result is shown in
Table 4; which has:
1. Raised the top frequency of the AAs to 1.4 GHz to match most survey requirements, albeit with
sensitivity reducing from ~1.0 GHz.
2. Raised the bottom frequency of the WBSPF to 1.2 GHz to make implementation more
straightforward and costs lower due to reduced size.
2

3. Reduced the sensitivity of the array between 1.4 GHz and 10GHz to 5000 m /K which matches
the science requirements at reduced costs.
To test how closely this matches the science experiments an overlay of the array performance on the
requirements is shown in Figure 11. As can be seen this represents a reasonably close match to the
DRM requirements.
Table 4: Proposed SKADS-SKA implementation
Freq. Range

Collector

Sensitivity
2

70 MHz to
450 MHz

Aperture array
(AA-lo)

4,000 m /K at
100 MHz

400 MHz to
1.4 GHz

Aperture array
(AA-hi)

10,000 m /K at
800 MHz

1.2 GHz to
10 GHz

Dishes with wideband single pixel
feed
(SD-WBSPF)

5,000 m /K at
1.4 GHz

2

2

Number / size

Distribution

250 arrays,
Diameter 180 m

66% within core 5 km
diameter, rest along 5
spiral arms out to
180 km radius

250 arrays,
Diameter 56 m
1,200 dishes
Diameter 15 m

50% within core 5 km
diameter, 25%
between the core and
180 km, 25% between
180 km and 3,000 km
radius.
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39,000 5. Wide Field Polarimetry - 2
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Specifications of the three arrays are overlaid onto the
requirements. The „outriggers‟ not inside the performance
envelope are:

Baseline
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6. Continuum deep field6

Baseline length, km
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Specified survey speed
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11. Galaxy Evolution via HI Absorption
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3. Protoplanetary disks

2

1.
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2.
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Figure 11: SKADS-SKA performance overlaid onto the DRM requirements
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The SKADS-SKA implementation represents the best performance compromise that brings the SKA
construction within the published budget. There are clearly some science experiments that are affected
by the reduction in high frequency sensitivity and the shorter maximum baselines. Many experiments will
either take longer or have results that are not as precise as may be desired. These factors will all need to
be discussed within the community to establish the priority of the experiments and the financial value that
is put on them. Clearly, each individual experiment could be accommodated by building out the SKA to
cover their requirements at an incremental cost. For example:


Increased sensitivity >1.4GHz. The main impact will be for high precision timing of pulsars for
the detection of gravity waves. Also, continuum measurements have specified more sensitivity at
these frequencies.



Baselines to 3000km. These are expensive in terms of the communication and processing
costs. They can also be added as a long term upgrade. However, the AGN experiments may be
difficult without these baselines. There may be a VLBI solution.



Increased sensitivity <400MHz. This is specified by the EoR experiment. This would require
2
2.5x more collecting area for the sparse AAs covering some 16km total.

5.4

SKA central processing: Imaging

The general SKA layout shown in Figure 10 has three principal areas:


Collector technologies: AAs and dishes forming beams on the sky for observations



Communication links carrying the beam information to the correlator



Central processing facility that forms the beams into images or other useful data sets for scientific
investigation

In this paper the collector technology being considered in detail is AAs, the communication network while
extensive is relatively uncomplicated; however, the implementation of the central processing has a
profound influence on the architecture, cost and capability of the SKA. The ability to efficiently process the
data from the collectors is central to the SKA performance and was the subject of substantial investigation
within SKADS.
The imaging central processing requirements are not homogenous and can be broken into several stages
each of which benefits from using the appropriate technology. The overall structure of the central
processing is shown in Figure 12, the nature of the data and functions are discussed below with the
rationale for the processing.
5.4.1

Incoming Beam information

The incoming data from the AAs and dishes will be formed as beams. This is essential for the dishes,
since that is the function of the reflecting surface; in principle the AAs could produce data in alternative
formats. In this description it is assumed that everything is beam data.
The amount of data is directly related to the sensitivity of the SKA (for a given Tsys); bandwidth; field of
view (FoV) and number of bits per sample. Since the aperture arrays have a very large FoV their total
data rate is large, ~4Pb/s. The dishes while numerous have a smaller FoV and have a total data rate of
~200Tb/s.
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Figure 12: General structure of the processing chain at the central processing facility
5.4.2

Correlator input data rate

All observing modes use full polarization with data sampled at a specified number of bits and at the
Nyquist rate for the required bandwidth.
Assuming the signal is Nyquist sampled, the data rate, 𝐺1 , from each collector depends upon number of
polarisations, 𝑁𝑝 ; bandwidth, ∆𝑓; number of bits per sample, 𝑁𝑏𝑖𝑡 ; and number of beams, 𝑁𝑏 and is given
by:
𝐺1 = 2𝑁𝑝 ∆𝑓𝑁𝑏𝑖𝑡 𝑁𝑏 = 4∆𝑓𝑁𝑏𝑖𝑡 𝑁𝑏
The data rate for a dish with a single pixel feed is 64 Gb/s for the maximum 4 GHz bandwidth and
assuming two polarisations with 4 bits per sample. The total input data rate is:
𝐺𝑖𝑛 = 𝑛𝑜. 𝑜𝑓 𝑑𝑖𝑠𝑒𝑠 𝑥 𝐺1 = 𝑁𝐷 𝐺1 .
For a dish with a single pixel feed 𝑁𝑏 = 1. For aperture arrays, 𝑁𝑏 is the average number of beams over
the bandwidth given by:
𝑁𝑏 =

1 𝑓𝑚𝑎𝑥
𝛥𝑓 𝑓𝑚𝑎𝑥 −𝛥𝑓

𝑛𝑏 𝑓 𝑑𝑓

If necessary, dishes can be grouped into stations and beamformed within the station. The maximum
number of independent beams that can be produced for an AA or station of dishes is equal to the number
of independent collecting elements. For a station of dishes this is the number of dishes in the station at
all frequencies. At and above the frequency for which the AAs are Nyquist sampled this is equal to the
2
number of elements in the AA. At lower frequencies the number decreases as  .
For the AA, the number of elements is so large (>65,000 in an AA-hi station) that the number of beams
formed by the AA beam-forming processor is very much less than the limiting case. The specification
anticipated for the survey speed requires 250 square degrees across the band, which defines the AA
station data rate. Once this data rate is defined, the station processor at the AA has the flexibility to reDoc.nr.:
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use this data bandwidth in any way giving an arbitrary 𝑛𝑏 (𝑓), chosen in this case to maintain a constant
FoV. This specification gives a total data rate of 14Tb/s and an average 𝑁𝑏 ~1200.
The AA-hi and AA-lo stations share bandwidth into the correlator, in practice the core stations have
separate communications channels, these will need to be configured carefully entering the correlator.
Table 5: Summary of data rates into the correlator
N

Nb

G1

Gin

AA stations

250

1200

14 Tb/s

3,500 Tb/s

Dishes + SPF

1920

1

64 Gb/s

122 Tb/s

40

1

64 Gb/s

2.5 Tb/s

12-dish stations

5.4.3

Correlator processing requirements

For a detailed discussion on the correlator processing see SKADS deliverable DS3-T2.1b. If it is assumed
that the correlator is supporting two polarisations with both cross-polarisation products and the auto
correlations then the processing load is given by:
𝑁𝑜𝑝 −𝑐𝑜𝑟 = 4

𝑁 𝑁+1
2

∆𝑓

The operations are complex MACs over a bandwidth B. Considered in terms of the data rate per collector,
arbitrarily trading bandwidth and number of beams, then the load becomes for 2 polarisations:
𝑁𝑜𝑝 −𝑐𝑜𝑟 = 𝑁 𝑁 + 1
5.4.4

𝐺1
2𝑁𝑏𝑖𝑡

Correlator output data rate

The output data rate from the correlator, Gout, determines the amount of data which must be processed
post-correlator and together with the complexity of these calculations determines both the computational
and financial cost of the post-correlator system.
The output rate from the correlator depends on the configuration of the telescope and the astronomical
experiment being performed. The configuration for the SKA is currently being developed PrepSKA. The
expected configuration consists of a core of 5 km diameter, outside of which the distribution of collecting
area is distributed logarithmically with distance from the core. While the precise configuration of
collecting area within the core is still to be determined, it will not affect this data rate significantly. It is
assumed that the aperture arrays are distributed out to a maximum baseline of 180 km, with dishes out to
further, possibly to 3000 km. The distribution of baseline lengths is crucial to Gout.
It is likely that dishes are grouped into stations on the longer baselines so that these dish-stations may be
beam-formed into an effective single antenna of diameter equal to that of the station, with the option of
producing multiple beams per dish-station.
Samples from the correlator are time-accumulated compared to the input data. The integration, or dump
time, for samples from the correlator are set by the requirement that the fringes from sources at the edge
of the field of view are properly sampled. Even in continuum experiments, the output data must have a
frequency resolution very much smaller than the full bandwidth in order to reduce the effects of bandwidth
smearing away from the field centre. The accepted standard requirements on integration time and
frequency resolution for an interferometer with maximum baseline 𝐵 and collector diameter 𝐷 are:
𝛿𝑡
s
𝛿𝑓
𝑓

= 𝑎𝑡

𝐷
𝐵

= 𝑎𝑓

= ~ 1200

𝐷
𝐵

=~

𝐷
𝐵

1 𝐷
10 𝐵

For 𝑁 identical collectors, the correlator output data rate for an experiment in which baselines are output
to a baseline length 𝐵 is then given by:
1

1 𝛥𝑓

2

𝛿𝑡 𝛿𝑓

𝐺𝑜𝑢𝑡 = 𝑔(𝐵) 𝑁 2 𝑁𝑝2 𝑁𝑏

2𝑁𝑤
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Where 𝑔(𝐵) is the fraction of baselines less than 𝐵 and 𝑁𝑤 is the word length from the correlator.
Applying the continuum constraint on the channel width and integration time for a baseline 𝐵 gives:
𝐺𝑜𝑢𝑡 = 𝑔(𝐵)𝑁 2 𝑁𝑤 𝑁𝑝2 𝑁𝑏

𝛥𝑓

1

𝑎𝑡 𝑎𝑓 𝑓

𝐵 2
𝐷

The ratio of correlator input to output data rates, 𝐹 is:
𝐹=

𝐺𝑜𝑢𝑡
𝐺𝑖𝑛

= 𝑁𝑔(𝐵)

𝐵 21
𝐷

𝑁𝑤 𝑁𝑝

𝑓 2𝑎 𝑡 𝑎 𝑓 𝑁𝑏𝑖𝑡

Note the input and output data rates scale linearly with the number of beams, 𝑁𝑏 .
Inserting typical values gives:
𝐹 = 0.09 𝑔(𝐵)

𝑁

𝐵

3000

10km

2

−2

𝐷
15m

−1

𝑓
GHz

With existing interferometers the correlation stage has always brought a substantial reduction in the data
rate from input to output. For the SKA this will not be the case for many experiments and furthermore the
imaging requirement for the channel width will in very many experiments exceed the scientific
requirements for spectral resolution in spectral-line imaging.
To illustrate these results: the dish configurations in SKA Memo 100 with observations at 1 GHz, the
output data rate from the correlator exceeds the input rate for baselines longer than 32 - 40 km. Whereas
𝐹 is always less than unity for the aperture arrays assuming a longest baseline of ~180 km.
Simply put, this is due to the large number of small diameter dishes compared to a relatively small
number of large AAs, both having roughly equivalent collecting area.
The expressions just considered for the output data rate assume the same integration time and channel
width for all samples as is usually implemented. An obvious data reduction technique is to use an
integration time and channel width which is baseline dependent. In this case the output data rate from
the correlator is then given by:
𝐺𝑜𝑢𝑡 = 𝑁 2 𝑁𝑤 𝑁𝑝2 𝑁𝑏

1

𝛥𝑓

𝑎𝑡 𝑎𝑓 𝑓

𝐵 2
𝐷

𝐵
𝑛
0

𝑏

𝑏 2
𝐵

d𝑏

By using baseline dependent integration times and channel widths the data rates from the correlator are
reduced to between 1/3 and approximately 0.06. Taking this into account this increases the baseline at
which the data rate from the correlator equals the data rate into the correlator by about a factor of 4, to
~130km.
A summary of data rates out of the correlator using baseline dependant integrations and channel widths
plus associated FoVs for some selected experimental parameters are shown in Table 6.
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Table 6: Illustration of data rates out of the correlator
Experiment

3000 Dishes + SPF

250 AA stations

Bmax

Δf

fmax
(MHz)

(Tb/s)

Achieved
1
FoV

Data rate

(MHz)

Achieved
1
FoV

Data rate

(km)

5

700

1400

0.78

0.055

108

0.03

5

700

1400

0.78

1.0

108

2.6

30

700

1400

0.78

1.2

108

5.4

180

700

1400

0.78

33.1

108

14.1

180

700

1400

0.78

33.1

0.78

0.15

High resolution with station
beam forming2

1000

2000

8000

0.0015

33.4

High resolution with station
beam forming3

1000

2000

8000

0.0015

429

Highest resolution for deep
imaging2

3000

4000

10000

0.001

391

Description

Survey: High surface

(Tb/s)

brightness continuum

Survey: Nearby HI high
res. 32000 channels

Survey: Medium spectral
resolution; resolved imaging
(8000)

Survey: Medium resolution
continuum

Pointed: Medium resolution
continuum deep observation

Notes:
1.
2.
3.
4.

5.4.4.1

3000 dishes would be for a dish only solution. There will only be 1200-2400 dishes when using AA-hi
Achieved FoV is at fmax and has units of degrees squared. For the AA the data rate assumes constant FoV
across the band.
Assuming that for the dynamic range the FoV of the station only has to be imaged
Assuming that for the dynamic range the FoV of the dish must be imaged

Post correlator data rate scaling

The data rates from the correlator are a key driver for the cost and power requirements of the postcorrelation processing. The strong inverse scaling with collector diameter (at fixed total collecting area or
survey speed) is apparent in these results.
Taking the post correlator data rate equation:
𝐺𝑜𝑢𝑡 = 𝑁 2 𝑁𝑤 𝑁𝑝2 𝑁𝑏

1

𝛥𝑓

𝑎𝑡 𝑎𝑓 𝑓

𝐵 2
𝐷

𝐵
𝑛
0

𝑏

𝑏 2
𝐵

d𝑏

For a fixed configuration:
𝐺𝑜𝑢𝑡 ∝ 𝑁 2 𝑁𝑏

𝐵 2
𝐷

For a fixed sensitivity, Aeff/Tsys, at constant Tsys; the number of collectors and number of beams required
2
for a fixed survey speed, b(Aeff/Tsys) , scales as:
𝑁 ∝ 𝐷 −2

𝑁𝑏 ∝ 𝐷2

&

Hence, for survey experiments, the data rate scaling is:
𝐺𝑜𝑢𝑡 ∝ (𝐷 −2 )2 𝐷2

1 2
𝐷

∝ 𝐷 −4

For pointed observations, using only one beam, then the scaling is even more severe, with 𝐺𝑜𝑢𝑡 ∝ 𝐷 −6 .
These are clearly important considerations and have a major impact on the post processing costs.
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5.4.5

Processing requirements

A detailed discussion of different algorithmic approaches to imaging the data is beyond the scope of this
paper. However there are a number of properties of current algorithms which have important implications
for the data flow. All approaches require both an imaging and deconvolution step. The basic procedure
is an evolution of the Clark algorithm (Clark 1980) and is described in e.g. Cornwell et al. (2008), or
Bhatnagar et al. (2008). The model is illustrated in Figure 13 and operates as follows:
1. An initial sky model is defined either as a blank sky model or taken from a global sky model, Im.
m

m

2. Model visibilities are computed from the sky model as V = A I where A is the observation
matrix and represents the process of going from sky to UV data including instrumental errors.
R

R

R

T

R

3. Residual visibilities are calculated as V = V – V and a residual image as I = A (V – V )
R

4. Minor loop: A deconvolution on I is performed using e.g. CLEAN or multi-resolution clean or
MEM. Leading to an updated sky model
5. Major loop: Assess current accuracy and if necessary Goto 2
6. Update calibration model, and assess accuracy if required Goto 2
7. Output astronomical data
Subtract current sky
model from visibilities
using current calibration
model

UV processors

Grid UV data to form e.g.
W-projection

UV data store

Major cycle

Image gridded data

Astronomical
quality data

Deconvolve imaged data
(minor cycle)

Update
current sky
model

Solve for telescope and
image-plane calibration
model

Update
calibration
model
Imaging processors

Figure 13: Outline processing model
Different algorithms differ in the accuracy with which steps 2 and 3 in particular are performed, the main
issues being how to deal with the non-planarity of the sky and the treatment of direction dependent
calibration effects. In the simplest traditional case A and AT are simply a Fourier-like kernel with
telescope-dependent gains and therefore fast algorithms make use of the FFT which requires the data to
be gridded. This process of gridding/degridding dominates the operation count, certainly for wide-field
imaging. There are some key points:


Many of the operations act on the original UV data, these data must therefore be buffered during
the algorithm if greatest accuracy is to be maintained.



The largest operation cost is local to individual UV data, therefore the basic algorithm can be
distributed over a large number of processors – the UV processors in Figure 12 – and provided
the UV data are properly ordered onto these processors (e.g. so that contiguous regions of uvwDoc.nr.:
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space sit on a given processor) then the processing will scale linearly with the number of UV
processor units.
There has been no attempt in SKADS to calculate directly the operations count needed in the UVprocessor. Instead we use the values given by Cornwell (2006) of approximately Nop ~ 20,000 operations
per UV sample per calibration cycle. This number is in fact not too critical in determining the overall
requirements of the UV processor and in particular the costs, which are likely to be dominated by the
costs of the data buffer. If we assume a maximum length of observation over which data needs to be
buffered, Tobs, then the total amount of data that needs to be buffered is 2 Tobs Gout, the factor of two is
due to buffering an incoming observation while processing the current observation. The total number of
operations that need to be performed on a data sample is therefore Nop Nloop where Nloop is the number of
calibration loops required to reach the required dynamic range. If we further assume that for the highestdynamic range observations it will be necessary to buffer data so that the UV-plane is nearly fully
sampled, then the maximum value of Tobs will be of order 12 hours divided by the number of evenly
spaced arms in the configuration, expected to be 5, giving a Tobs ~ 2.4 hrs ~ 8600s, longer baselines are
unlikely to be symmetrical with fewer baselines and may well require longer observations.
5.4.6

Intermediate and final data products

At present the output data product of an interferometer is usually un-calibrated UV, visibility, data.
Consider the required size of an image for a given experiment. If we have a wide-field (survey-type)
experiment, then the resolution is ~ /B and the field of view ~ /D, hence the size of each dimension in
the image-space domain is ~ a B / D where a is a number of order a few which determines the oversampling. The resulting “image” is then of size:
𝑎2 𝑁𝑐 (𝐵 𝐷 )2 𝑁𝑏
where we have assumed that each beam is non-overlapping on the sky, and 𝑁𝑐 is the required number
rd
of channels in a 3 dimension and will be the product of the number of Stokes parameters, frequency
channels and other parameters (e.g. Faraday depth) required in the final data product. This will result
from each observation of length Tobs. Comparison to the expression for the data rate from the correlator
shows that the ratio of data in the astronomical data product compared to the UV data used in its
production is:
~ 0.06 𝑇𝑜𝑏𝑠 𝑁 2 𝑔 𝐵

𝛥𝑓

1

1 𝑁𝑝2

𝑓 𝑎 𝑡 𝑎 𝑓 𝑎 2 𝑁𝑐

The factor of 0.06 comes from assuming baseline-dependent integration times and channel widths.
Inserting numerical values, approximating the factional bandwidth to be 50%, taking an oversampling of
4, and assuming a typical value of 50% for the faction of baselines used in an experiment we get:
~210

𝑇𝑜𝑏𝑠

𝑁

1min

1000

2

𝑁𝑐
32000

−1

.

It can be seen that going from UV to image-plane data represents in all cases a very significant reduction
in data volume. Final imaging data products from the SKA are very unlikely to be anything other than
astronomical data products. Furthermore, even allowing for faceting-based algorithms in the imaging
process, there is also a very significant reduction in data volume to the intermediate image products used
in the imaging algorithm discussed in section 5.4.5.

5.5

SKA central processing: Non-imaging

The SKA non-imaging science covers pulsar search and timing, plus transient searches. These are time
based experiments and largely require high time resolution beam data. The requirements of the pulsar
science is highly developed and understood. Transient searches and more generally “Exploration of the
Unknown” requirements are much less well defined and will benefit from flexibility in the potential
processing algorithms at the central processing facility.

Doc.nr.:

Project supported by the
European Commission
Contract no. 011938

DS8_T1:

Aperture Arrays for
the SKA

Date:

1.00
26 April 2010

Class.:

Public

Rev.:

34 of 149

5.5.1

Pulsar search
1

An analysis of pulsar search process has been done in SKADS which considers the data rates and
processing speed required to perform on-line searches for pulsars. The outline of the processing structure
for a pulsar search is shown in Figure 14. The following considers the practicality of a useful pulsar
search using the central AAs within a 1km diameter core.
The stages in a typical pulsar search are:
1. Beam(s) from the individual collectors are beamformed into many “SKA-beams” up to the FoV of
the collector.
2. The SKA-beams are split into sufficiently narrow frequency channels, Nch to make dispersion
smearing at the sample rate negligible.
3. Each frequency channel is integrated and sampled at Tsamp. The sample rate needs to be fast
enough to detect the fastest pulse but slow enough to make the pulsar search processing
reasonable. Typically Tsamp is ~100μS.
4. The SKA-beams are de-dispersed at intervals close enough to limit maximum dispersion
smearing to be negligible.
5. All the frequency channels for a particular series are summed for each dispersion measure.
6. Every de-dispersed time series is re-sampled for a range of different accelerations of possible
binary pulsars at different phases of an orbit. The spacing between acceleration searches needs
to be small enough such that there is little sensitivity loss for any linear acceleration.
7. The frequency spectrum for each of the resulting de-dispersed and acceleration corrected time
series from every beam is formed by an FFT. This is to separate out individual pulsar frequencies
and their harmonics.
8. The spectra are analysed to identify the pulsars in the beam through a process of finding all the
peaks in each spectrum and summing appropriately with harmonics. Each possible pulsar needs
to be checked that it:
a. is not already a known pulsar either at the fundamental frequency or a harmonic;
b. is not interference through RFI or other sources;
c. meet criteria that are likely to identify a pulsar.
9. Potential pulsars are evaluated, either automatically or manually or by a combination, and reobserved for confirmation.
10. Confirmed pulsars are put into a timing observation plan.
It can be seen that the pulsar analysis is entirely separate on a beam by beam basis, so is ideal for
independent processing chains.
5.5.1.1

Beamforming

The processing load for beamforming is given by:
𝑁𝑜𝑝 −𝑏𝑓 = 𝐹𝑐 𝑁𝑁𝑝𝑜𝑙 ∆𝑓𝑁𝑏𝑠𝑘𝑎
Where, Fc is the fraction of collectors used at the centre of the SKA; N is the total number of collectors –
AA, dish or a combination; Npol is number of polarisations; bandwidth Δf and number of SKA-beams Nbska.
The number of beams formed determines the instantaneous field of view given the frequency. Due to the
SKA-beam size being a function of the distance across the core size being used only collectors within
~1km are expected to be part of the search due to the number of beams required for a reasonable search
speed. For example, at 1GHz the size of an SKA-beam using a 1km diameter core area is ~ 0.017º hence
2
to cover a 3 deg FoV requires ~10,000 SKA-beams.
1

SKADS deliverable DS2-T1.6
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Assuming a bandwidth of 700MHz and 125 of the 250 AAs within 1km, the number of operations for
2
15
beamforming 3 deg is ~1.75x10 complex MACs. This is slightly less than the correlation load for the
same FoV and the same number of collectors.
The beamformer integrates each frequency channel for Tsamp. The data rate after beamforming and
integration is given by:
𝐺𝑝𝑠𝑟 = 𝑁𝑏𝑠𝑘𝑎

1
𝑇𝑠𝑎𝑚𝑝

𝛥𝑓
𝑁 𝑁
𝛿𝑓 𝑝𝑜𝑙 𝑤

Where Nw is the number of bits per sample.
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Figure 14: Pulsar search central processing structure
The data rate from the AA beamformer using 10,000 beams, 100μS sampling of 8-bits, 2048 channels,
and 2 polarisations is of the order 3 Tb/s. This is a very similar data rate as some of the imaging
experiments using AAs, see Table 6. Each of these SKA-beams has a data rate of 330Mb/s.
It can be seen that the beamforming and integration function is very similar to the correlator function in
the imaging processing: it uses the full data rate of the collectors, the beamforming is simple, integer and
uses complex MACs to perform and the data are integrated into samples, albeit much faster than required
for imaging.
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5.5.1.2

Buffering, de-dispersion, retiming and spectral conversion

The SKA-beams need to be buffered in channelized form for the length of an observation in order to dedisperse at various dispersion measures and to resample for alternative accelerations. A typical search
n
observation time Tobs would be ~30mins long with the number of samples accumulating to a 2 value for
optimising the subsequent FFTs. The buffer size for an observation is given by:
𝑁𝑠𝑎𝑚𝑝𝑙𝑒 =

𝑇𝑜𝑏𝑠 𝛥𝑓
𝑁
𝑇𝑠𝑎𝑚𝑝 𝛿𝑓 𝑝𝑜𝑙

24

A single SKA-beam for 2 samples (28 minutes with 100μS sample time) and 2048 channels is ~70GB
assuming 8-bit samples. This should be halved by summing the polarisations, typical for a pulsar
search. The data will be double buffered such that one buffer is filling while the other is being processed.
The subsequent processing is dominated by the spectral conversion FFTs. For each observation the
number of FFTs required is the product of the number of trial DMs, NDM and trial acceleration searches,
Nacc. Hence, an estimate of the processing operations required is:
𝑁𝑜𝑝 −𝑠𝑠 = 𝑁𝐷𝑀 𝑁𝑎𝑐𝑐 × 5𝑁𝑠𝑎𝑚𝑝 log 2 𝑁𝑠𝑎𝑚𝑝
Using the typical values in deliverable DS2-T1.6 where Nacc is 100 and NDM of 100 for a 1677 second
observation requires ~10Toperations to perform. If this is increased by a factor of two to cover all the
other overheads including de-dispersion and re-sampling, then to continually process incoming beams
through to spectra is 20T operations in ~2000 secs. This is a processing performance of 20Gops. The
total for 10,000 beams is ~200Tops. This is clearly well within the capability of the UV processor used
for imaging.
The creation data rate of spectra for analysis processing with Nsw bits per sample, which will be 32-bit
for single precision floating point, is given by:
𝐺𝑠𝑝𝑒𝑐𝑡𝑟𝑎 =

𝑁𝐷𝑀 𝑁𝑎𝑐𝑐 𝑁𝑠𝑤
𝑇𝑠𝑎𝑚𝑝

So, for the survey discussed, this would be 3.2Gb/s per beam. This is significantly higher than the
incoming data rate from the beams, so is not practical to move off the local processor at this stage.
The division of the pulsar search and identification between the very fast, but relatively hard to
programme UV processor and the more conventional and widely connected analysis processor is a
subject of study in PrepSKA.
5.5.1.3

Pulsar search and analysis

The search for potential pulsars includes processing for:
1. Scanning through the spectra to identify the maximum signals
2. Identifying harmonic relationships and performing harmonic summing
3. List the strongest signals in each spectrum
4. Compare spectra from the same beam for maximum signals as a function of DM and
acceleration
5. Identify signals that are already known pulsars and eliminate them from the search
6. Produce optimised profiles in time, DM, acceleration, and precise beam direction; probably in
the time domain
7. Reject similar signals which are detected in too many beams as probably being interference
8. Identify remaining profiles which meet most of the pulsar signal criteria and send for catalogue
for verification, ether manually or through re-observation
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It is clear that the analysing of spectra for harmonic relationships and the initial search for signals
maxima over frequency, DM and acceleration should be performed on the UV processor. Identifying and
sending profiles and the necessary data to the analysis processor for comparison with adjacent beams
and final verification.
Automatically identifying new pulsars from data is notoriously difficult and liable to miss exotic new
objects; however, with the volume of data to be produced it will be necessary to automate at least to
some level to reduce the volume of candidates. There is considerable work ongoing with, for example,
neural networks which are ideally suited to running on regular super-computer as illustrated here.
The details of the pulsar identification are beyond the scope of this paper and subject to work in the
PrepSKA era.
5.5.2

Pulsar timing

Pulsar timing is less intense on resources than the pulsar search work, but still has critical features for
the central processing. Pulsar timing has several categories:
1. Bulk timing of newly discovered pulsars, to determine the essential parameters
2. Ongoing timing of pulsars selected for more detailed study
3. Very precise timing of a limited number of millisecond pulsars to test theories of gravity, detect
gravitational waves etc.
4. Semi-continuous monitoring of some selected pulsars.
Timing uses far fewer beams than the survey, eventually one per pulsar timing observation, so much
more of the SKA can be used to form SKA-beams onto the object. This will increase the signal to noise
ratio, enable shorter timing observations and improve timing precision. Timing observations use both
polarisations independently, unlike search which can sum the two polarisations for efficiency.
Considering the different requirement in more detail:
5.5.2.1

Bulk timing newly discovered pulsars

For this work there are likely to be many new pulsars which require a fairly intense timing programme to
determine their basic parameters with any precision e.g. period, period derivative and position. The lack
of a precise position, it will initially be as good as the size of the discovery beam, makes the immediate
timing more challenging since using very small beams derived from a large percentage of the SKA
collecting area using longer baselines than 1km may actually miss the pulsar! It will therefore be
necessary clusters of beams around the pulsar to find a more precise position.
The use of the AA-hi array, particularly operating up to 1.4GHz, makes the very good use of the multibeaming capabilities of the AA. The AAs can form many independent beams, which will have some
constraints due to the data rates between the Tile processors and station processors which may
restricted the number of areas of the sky. However, the AA can form up to 14Tb/s of data per station
which equates to 1200 completely independent beams, derived in section 5.4.2.
The beamforming requirements are the same as in pulsar search:
𝑁𝑜𝑝 −𝑏𝑓 = 𝐹𝑐 𝑁𝑁𝑝𝑜𝑙 ∆𝑓𝑁𝑏𝑠𝑘𝑎
In this case the system will use all of the AAs. However, the number of beams to form can be
substantially fewer. The beamforming processing capability is therefore already covered.
The processing requirements for analysing the data are relatively trivial. It involves folding the timeseries
at the known pulsar period and improving the timing model. The main challenge will be to automate the
timing solution to handle the volume of new pulsars.
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5.5.2.2

Ongoing timing of pulsars

After the timing solution for new pulsars is found it is anticipated that a subset will be selected for long
term study. For most pulsars the timing precision required is not difficult to achieve and can be satisfied
with timing using the AAs. This work can be integrated with the timing of new pulsars. The number of
observations required falls after a good timing solution has been found; only one beam will be required
since the position of the pulsar will be known precisely.
There is the opportunity with the very high number of beams and sensitivity from the AAs to continually
monitor all pulsars for the life of the SKA. This approach, provided that suitable analyses can be
performed will yield considerable and unexpected science even from apparently mundane pulsars. The
amount of data to be stored is trivial.
5.5.2.3

Precise timing of millisecond pulsars

To investigate detailed relativistic effects exquisite timing precision needs to be achieved over extended
time. There are only expected to be around 100 pulsars which meet the criteria for this investigation.
2

It has been stated that the observation frequency should be 2-3GHz and at as high a sensitivity as
possible. This implies using all the dishes beamformed into a single beam at <1GHz bandwidth. This
12
leads to beamfoming processing requirement of ~5x10 complex MACs. This is well within the
capabilities of the correlator/beamformer.
There are many details that will need to be considered for the extreme precision required for this
experiment, including:


Polarisation purity. This requires 40dB polarisation separation, but only on one beam in the
centre of the dish FoV.



Ensuring that the phasing of all the dishes is absolutely precise and calibrated

5.5.2.4

Semi-continuous pulsar monitoring

Pulsars change in real time and some exhibit characteristics that would benefit from being observed as
they occur e.g. glitching, nulling, pulse characteristics etc. The multi-beaming of the AAs make it
practical to dedicate a beam on specific pulsars and monitor them while they are observable.
If this is done using the whole of the SKA then it would require significant additional bandwidth to
transport the beams to the central processing facility. This would be high sensitivity, however, many
pulsars are observable with individual AA-hi stations, which are >50m collector systems. If additional
beams, are created by the AA-hi station then since the analysis is very little processing requirement
(well within the capability of a normal PC) they could be processed locally, with just profile and timing
information being returned centrally. Many pulsars could be observed this way by distributing them over
many AA stations.

2

SKA Reference Science Mission
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6 SKADS design methodology
6.1

AA Design Architecture

The underlying aim when designing the AAs is to match as closely as possible the scientific goals of the
SKA with the architecture of the AAs. This necessarily requires a complete SKA overview, with a strong
focus on the frequency range likely to be covered by the AAs. The science requirements/aspirations are
expressed in some detail in Section 4, Science requirements. The costing of the system is described
below, here the design of the AA system is considered.
AAs have many advantages over conventional, reflector based systems which can be summarized as
almost total flexibility in much of their parameter space. This makes decisions more difficult due to the
many options that are available. However, if the starting point is the science requirements then the
decision process becomes clearer.
All of these systems must be built within acceptable cost and a key cost driver for the AAs is the highest
2
frequency that they can support. This is due to each element having a limited A eff which is a function of λ ,
hence, to first order, the number of elements required for a given sensitivity increases quadratically with
frequency. One of the major benefits of AAs is a very high survey speed, one of the conclusions of the
SKA scientific requirements is that the demanding surveys are mostly below the hydrogen line at 21cm;
hence we will limit the potential upper frequency of AAs to 1.4GHz.
Below is a list of the parameters which we actively consider and target in the system design and some
discussion on their implications:
6.1.1.1

Frequency Range

The AAs are good at low frequencies and hence will operate from the lowest SKA frequency, currently
specified at 70 MHz, up to the highest frequency for which they are most cost effective solution. The AAs
are a system of more than one array to accommodate the frequency range of the elements and the
effects of increasing sky noise at the lowest frequencies.
6.1.1.2

Sensitivity

The sensitivity of the system as a function of frequency and is determined from: size and number of
arrays, system temperature, scan angle and apodisation employed. This is one of the main design criteria
and determines the total Aeff for the arrays. This is also the reason for having a sparse array at low
frequencies to try and overcome the ever increasing sky noise. The system temperature budget of ~38K
is split out in Table 7.
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Table 7: AA-hi noise budget
Parameter

Performance

Spill over

~0 K

Feed loss

9K

Low noise amplifier, LNA

15 K

Comments

An aperture array inherently has negligible spill over since the
elements point to the zenith, typically have a ground plane and very
little response approaching 90º scan angle.
The feed of any design will have inherent losses from the element
itself or the connection path to the LNA.
The first amplifier in the chain (typically referred to as the LNA) is
the critical electronic component which contributes noise.
Subsequent amplifiers etc. Have their effects reduced by the gain of
the LNA.

Noise mismatch +
coupling +
2nd gain stage

7K

This is an accrual of the rest of the instrumental noise. It includes
the mismatching of the element to the amplifier (inevitable over a
wide frequency range), the inter-element coupling effects
connecting noise from one element to another and the noise
nd
contribution from the 2 and subsequent gain stages.

Sky

7K

There is inherent astronomical noise, which increases dramatically
with reducing frequency for AAs. It also increases in different
directions on the sky. This is the accepted figure at ~800MHz for
reasonably quiet areas of sky.

Total

6.1.1.3

38 K

Bandwidth

There is a natural maximum to the bandwidth, which is to observe at all the active frequencies of the
station. The bandwidth can be traded together with beams (FoV) to use the available data rate from the
station. With some of the technologies that may be employed at the front end e.g. RF beamforming using
phase shifting has limited instantaneous bandwidth before beam distortions get too great. The aim in the
final, SKA Phase 2, implementations is that there are no such restrictions.
6.1.1.4

Dynamic range

The ability to meet the dynamic range requirements of the SKA is a very difficult criterion. AAs have at
least the ability to meet this requirement at frequencies below 1.4 GHz, the characteristics that make AAs
most suitable are shown in Table 8. This requirement has impact on the diameter of the stations (to
provide small enough beams), and the data rates within the stations to provide sufficiently good beam
purity.
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Table 8: Dynamic range requirements
Requirement

AA Characteristic

Remarks

Operation at low
frequency

AAs operate at low
frequency

This is a difficult frequency range due to the number of
sources and atmospheric effects

Physical stability

Very good

With no moving receptors, carefully designed the AA can
be completely stable.

Unblocked aperture

Inherently unblocked

Blockages in front of the aperture cause scattering and
other hard to predict effects, which will reduce the dynamic
range.

Small beams

The diameter can be very
large ~60m

The small beams restrict the amount of sky to process and
the effects of the atmosphere. Small beams means large
diameter arrays, the AA is very large diameter with many
independent beams.

Narrow band

Uses narrow frequency
channels

Restricting bandwidth makes calibration more precise. The
AA system operates as many independent channels.

Calibration

Can be calibrated by
element, by frequency and
by direction

The AA has exquisite calibration capabilities. This is very
important.

Trade DR for
Sensitivity

Can change the apodisation
when required

The AA can operate as high dynamic range or high
sensitivity by modifying the beamforming weightings.

6.1.1.5

Survey speed

This is a major benefit of AAs, since they can provide arbitrarily high survey speed capability. The basic
requirement is to have an output data rate that can handle the number of beams necessary to meet the
survey speed. After a reasonable amount of sensitivity is built, the required survey speed at a particular
frequency can be provided with a sufficiently large number of beams. Providing more FoV in the form of
beams is relatively cheap to implement compared to raw sensitivity, provided that the system is stable
enough.
6.1.1.6

Polarisation purity

The ability to provide very precise polarisation information is fundamental to a number of the science
experiments. This specification is after calibration, but will be limited by the underlying stability of the
array front-end design and the ability to measure and remove polarisation leakage. This may well be a
determining factor for the element choice.
6.1.1.7

Number of independent sky areas

Due to the hierarchical nature of the beamforming systems, which mitigate the analogue/digital
processing load, there are likely to be some limitations on the absolute flexibility of the arrays. The tiles
will produce a number of “tile beams”, this restricts the number of totally independent areas of sky that
can be observed concurrently. If the tiles are using any level of RF beamforming, then the amount of
hardware available for that function will restrict the number of areas. Within these tile beams station
beams will be formed within limits set by beam purity for dynamic range. Other than transient searches,
which can be tailored for different ranges of parameter search, there is no driving science case for
anything other than contiguous areas of sky to observe. However, this may impose limitations on the
maximum survey speed available at any specific frequency. An all-digital array does not necessarily have
this restriction within the electromagnetic performance of the elements/array design.
6.1.1.8

UV coverage

The configuration studies consider the layout of the stations, which also includes the number of stations
required. This is obviously closely tied to the total collecting area and diameter of the arrays. The tradeoffs are the UV coverage generally improves with more stations, however, the beamsize would increase
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with smaller diameter stations which may bring dynamic range limitations; also more stations increases
the correlator and post processing requirements. While this will be studied, it is likely that around 250
stations is appropriate since that will give good UV coverage and the central processing requirements are
already significantly less than expected for the dish system.
6.1.1.9

Output data rate and flexibility

The amount of data produced by the array is a decision that can be made at design time and is a
consequence of required bandwidth, survey speed and sample resolution. Having defined the most
demanding survey requirement, the flexibility that can be provided by AAs makes other experiments
readily achievable. It is anticipated that the AAs will be very flexible in terms of trading off bandwidth,
beams and resolution; this will need to be designed in at the outset.
6.1.1.10 Number of arrays and diameter
As is discussed in 6.1.1.8 this trade-off has some wide system implications.
6.1.1.11 Scan angle
Observations at increasing scan angles and consequent sensitivity loss, coupled with likely impact on
polarisation performance limits the amount of sky that the AAs can observe North-South, further it limits
the length observation time available. Increased scan angle range is clearly a benefit and substantial
work is ongoing on element/array configuration development that will maximize it. However, it needs to be
incorporated into cost-performance modally tool to see if the possible cost implications are worth it.
6.1.2

AA overall system design

The AA‟s in the SKA are a system designed to provide the necessary technical performance to meet the
science goals between their lowest frequency of operation and their high frequency limit. Over the
frequency range 70MHz - ~1400MHz there are two distinct regimes: sky noise limited and relatively low
sky noise; these benefit from a low frequency sparse array or a high frequency dense array respectively.
The outline of the arrays‟ relative performance is illustrated in Figure 15. Above the highest frequency
practical for the AAs the observations will need to be performed by dish based solutions, with some
overlap for continuity and possibly enhanced sensitivity.

Doc.nr.:

Project supported by the
European Commission
Contract no. 011938

DS8_T1:

Aperture Arrays for
the SKA

Date:

1.00
26 April 2010

Class.:

Public

Rev.:

43 of 149

1000

Fully sampled AA-hi

100

Tsky

Aeff
Becoming sparse

10

Aeff / Tsys (m2 / K)

Sky Brightness Temperature (K)

Sparse AA-lo

Aeff/Tsys
1
100

AA frequency
overlap

f AA

Frequency (MHz)

f max
Dish
operation

Figure 15: AA performance showing low frequency sparse AA, with higher frequency AA-hi
Below approximately 450MHz sky noise starts to increase dramatically and T sys becomes dominated by
sky noise, hence increasing Aeff with reducing frequency is required to maintain the required sensitivity,
Aeff/Tsys. Above 450 MHz the sky noise is relatively constant and the T sys is largely determined by the
technical performance of the array.
A sparse array is the obvious candidate to operate below 450MHz because with the elements widely
2
spaced the array naturally increases Aeff in proportion to λ down to a frequency where the spacing of the
elements is approximately λ/2 and the array becomes dense. A sparse array, however, has a number of
disadvantages over a dense array:


The control and knowledge of the station beams is reduced through undersampling of the
incoming wavefront. The array will produce grating lobes;



The design of an sparse antenna element with sufficient sky coverage and bandwidth is
complicated;



The beam size is reduced for a given sensitivity due to the filling factor being <1.

The result of the above is to potentially reduce the available dynamic range and increase the data rate
required from the array. However, the economics of implementation at low frequency dictate that a sparse
array is the only viable technology. The science experiments at low frequency are still demanding high
dynamic range and results from LOFAR and other sparse arrays will guide the ongoing developments.
At higher frequencies with stable sky noise the dense aperture array, with elements at least fully sampling
the incoming wavefront up to a frequency shown as fAA in Figure 15 is the most likely configuration of an
array. Above fAA the array starts to become sparse, which can be used to stretch the highest operating
frequency with some loss of sensitivity and potentially dynamic range, this is expected to be tailored to
the science requirements. The dense AA benefits are that it has the highest dynamic range capability and
minimum data rate for the beam data due to being a fully filled collecting area. It arguably underutilises
the elements for sensitivity at lower frequencies in its range.
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Finding the precise trade off in frequency and technology for the AA system is a major goal of the AAVP.
6.1.3

AA architecture

SKADS has concluded that the most appropriate type of AA for the higher frequencies is a dense
aperture array. This is a system that is fully sampling most frequencies in the range of the array. The
reason for this is that the sky noise is both stable and reasonable; hence T sys is limited by the front end
noise of the array. With the science based performance constraints of the SKA in this frequency range a
dense AA is the most appropriate solution. The lower frequency solution is a sparse array, ideally using
just one element type for cost and simplicity. The AA-lo will have substantially fewer elements but be far
more spread out. For stations outside of the SKA core the processing will be combined to efficiently utilise
the same processing network. Within the core the high and low frequency arrays are likely to be within
their own areas, so will have their own station processing. The communications over a short range is
substantially cheaper than over longer distances, so this will be an efficient implementation.
Each AA-hi station will consist of ~75,000 dual polarisation elements – 150,000 receiver chains. Each
element will probably be formed from a „quad‟ of four antennas, which can readily be steered to major
sectors of sky with simple true-time delays. This enables the spacing of the antennas to be spatially
Nyquist sampled and the numbers of elements constrain the processing load. To form beams will require
a hierarchical structure in order to mitigate the computational requirements. An outline design of the AA
system is shown in Figure 16; it includes some possible data rates and processing loads which will need
to be reviewed as part of the detailed design.
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Figure 16: Outline AA station
The design consists of five main blocks:
1. The front-end collectors. Each element of the AA-hi and AA-lo is positioned as part of the array
design and tightly designed with its associated LNA for the lowest noise front-end design. This is
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then amplified appropriately and transported as an analogue signal, either through cables or
circuit board tracks to the „Tile processor‟ for initial beamforming.
2. Tile processor. This is the first stage of hierarchical beamforming and all AA-hi tiles (and
separately AA-lo tiles) will observe identical areas of sky for subsequent station beamforming. A
number of elements are combined, likely 8 x 8 dual polarisation elements for the AA-hi using the
most effective mix of RF beamforming and digital beamforming, appropriate at the installation
time, to form a number of Tile beams. The tile beams determine a number of areas of sky that the
AA is observing for subsequent station processing. The bandwidth between the Tile processors
and the Station processors will be a key determinant of the performance of the AAs.
3. Station processors. These bring together the output of all the AA-hi tiles (and the AA-lo tiles).
They form the beams for transmission back to the correlator. The ability to form high precision
station beams from the tile beams is critical to having a high dynamic range instrument. The
station processor can also steer beams for local processing e.g. calibration use or pulsars. The
calibration algorithms will be handled primarily by the station processors.
4. Long distance drivers. These processors plus optical drive sends the data back to the correlator.
There are likely to be alternative boards for stations at longer distances from the correlator having
different laser drivers.
5. The control processors link to the central processing control and keep the operation of the station
linked to the rest of the SKA. They also monitor the health of the arrays, detect non-functioning
components and adjust the calibration parameters appropriately.
A major element of the design is the ability to move a lot of data around the station economically in terms
of cost and power. Emerging high speed standards for local optical communications appear to meet this
requirement.
A more detailed discussion on the design of the individual blocks is in section 8.2.
Incoming signal

Station beams

Elements

Central „perfect‟ beam

Electronic Delay
+ + + + + + + + + + + + + + + + + + + + + + +

Tile beam

Tiles
Station
processor

+

+

+

+

+

Beam

Delay

t

Tile Beam

0

Element #

Figure 17: Station beams in a Tile beam. Stepped beamforming for off-centre beams on the right.
While the station design needs to have a hierarchical structure due to processing overhead, as with most
reduction techniques there will be a level of compromise involved. By processing elements in groups, as
tiles, limited numbers of tile beams are used to create a large numbers of station beams. This structure
leads to errors in the beamforming which increase the further off-centre from a tile beam it is. This is
illustrated in Figure 17. The “perfect” station beam requires linearly increasing delays across the whole
array which is illustrated in Figure 17; in the hierarchical system each Tile has the same local delay slope,
these are then put together by the station processor to form station beams. Of course, the station beam
that has precisely the same delay slope as the tiles can produce a perfect beam; this will be the central
station beam with a tile beam shown in Figure 17 left hand illustration. However, for station beams offcentre from the tile beam a series of steps in the element delays across the array is created shown in the
right hand illustration. The consequence of these regular steps is to produce substantial sidelobes and
reduced beam sensitivity.
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This is where much simulation work will be required to find the performance, processing and
communication trade-off. By processing elements in groups, as tiles, limited numbers of tile beams are
used to create a large number of station beams. This structure leads to errors in the beamforming which
increase the further off-centre from a tile beam it is. This is illustrated in Figure 17. The solution is to form
a larger number of tile beams than a simple model would anticipate, or find an alternative structure.
6.1.4

AA station layout

The outline AA station in Figure 16 does not specify the physical position of the sub-systems. There are
two main options:


Centralised. Provide analogue gain and signal transport to one or a few processing bunkers.
This limits the amount of RFI screening required for the digital systems and keeps the sampling
clocks and their timing precision requirements in a small area. However, it will require a lot of
analogue gain systems and signal transport which may be expensive. This is the approach used
by 2-PAD.



Distributed Tile beamforming. Each beamformer is placed close to the Tile elements, limiting
the interconnect power and costs required; only beamformed data is transported to the station
processors. This layout will require many RFI shielded enclosures with consequent power, clock
and cooling distribution. However, there are significant benefits in limiting the analogue
complexity. This approach was adopted by EMBRACE, using RF (low interference) beamforming
which removes the need for a distributed digitisation clock.

The centralised approach makes upgrading the Tile processors simpler; however, given the availability of
low cost, low power high speed short range optical links the distributed approach appears the more
effective solution. This will need to be shown through further cost and power modelling.

6.2

Central Processing design

Note: The figures here consider the implementation of 2400 dishes. This may be revised for 1200.
The implementation of the central processor follows from the discussion in sections 0 and 5.5 discussing
imaging and non-imaging requirements respectively. The central processing configurations discussed are
reproduced side-by-side in Figure 18.
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Figure 18: Central processing architectures
The similarity of requirements for the different stages of processing for both systems imply that ensuring
that configuration or programming can support imaging and non-imaging observations will be highly cost
effective. Using a unified central processing system avoids extensive data switching for raw collector
data; provides opportunities for commensurate observations of imaging and non-imaging science
experiments; enables innovative new observing techniques to be used; avoids duplicating development
effort and is an easier maintenance environment.
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The descriptions below discuss the requirements in pairs.
6.2.1

Correlator/beamformer – C/B

It is assumed that the correlators are FX type and that the frequency division has been done to the
appropriate level prior to the beam data arriving at the C/B. This can readily be achieved by the AAs in
the station processors. The dishes will need an amount of processing after digitisation, which will include
frequency division.
Correlation and beamforming both perform a very large quantity of simple operations, efficiently
implemented using integer arithmetic and use a great deal of communications I/O. The processing is
dominated by complex MACs.
Whilst being the same process, there are major structural differences between the correlation of the AA
signals and the dish signals. For the AA there are relatively few, ~250, stations each forming very many
beams, >1000, over 1600 10Gb/s data links or equivalent. Whereas, the dishes are providing one beam
from up to 2400 collectors over 8 10Gb/s links. This inherently implies that there are two C/Bs which
confers a number of advantages: all the collectors can be used concurrently; there is no need for large
amounts of switching of raw beam data and mass production can be used efficiently for the AA C/B.
The number of complex operations for a correlator operating on two polarisations, providing crosspolarisation and auto-correlation products is given by:
𝑁𝑜𝑝𝑠 −𝑐𝑜𝑟𝑟 = 4

𝑁 𝑁+1
2

∆𝑓𝑁𝑏

It is convenient to re-state this in terms of incoming digital sample rate, which covers any mixture of
number of beams and bandwidth as with an AA:
𝑁𝑜𝑝 −𝑐𝑜𝑟 = 𝑁 𝑁 + 1

𝐺1
2𝑁𝑏𝑖𝑡

G1 is the total data rate per collector for both polarisations.
6.2.1.1

AA correlation/beamforming implementation

The AA correlator lends itself to a highly modular implementation split by beams or matched incoming
data channels.
It is assumed here that the communications are use 10Gb/s (8Gb/s actual data rate with 8:10 encoding)
channels, the most cost effective data rate currently and fits conveniently with the available data rates for
optical and copper communications. Eight of these 10Gb/s channels are colour multiplexed onto a fibre,
delivering 80Gb/s per fibre. The AA correlator can then be designed as 200 “shelves” each with eight
identical sub-correlators.
Each sub-correlator can be characterized as having:


250 stations, N



4-bits per sample, Nbit



Incoming data rate per collector of 8Gb/s, G1

Hence, the processing rate required per sub-correlator is: 63x10

12

complex MACs or ~250TMACs.

An outline physical design is shown in Figure 19. This is aimed to make construction and interconnect
straightforward. It is constructed as a double-sided shelf in a rack, where a multiplexed fibre from each of
250 AA stations is connected using sixteen input cards, each with 16 inputs. It is assumed here that each
fibre carries 8 off 10Gb/s channels. The demultiplexed optical signals from the demultiplexer are ordered
to march each of the sub-proceeor cards to minimise signal distribution. A 10Gb/s channel from each
station is presented to sub-correlator card via a mid-plane, which routes the incoming signals
appropriately. There are therefore eight sub-correlators per shelf. The visibilities are output via local fibre
from the sub-correlator boards to a data switch for routing to the appropriate UV processor.
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Each sub-correlator needs to be capable of processing 250TMACs. In this layout, this could be provided
by an array of fifteen of the 20TMAC multi-core processing chips, as used in the AA-processing.
The full AA-correlator would use 200 of these shelves; at three to a rack the entire system is 70 racks.
Improvements in processing performance or communications throughout this sub-system could reduce
the power or number of boards involved. There are a total of 1600 sub-correlator boards in the system.

Figure 19: A possible physical implementation of AA sub-correlator
2

15

The beamforming requirement for the AAs covering 3 deg is a total of 1.25x10 complex MACS. This is
a beamforming load of <1T complex MAC per sub-correlator; this is much less than the 63T complex
MACs required for correlation.
6.2.1.2

Dish correlator/beamformer implementation

The dish correlator is a different topology with 2400 collectors or 2650 collectors in the cross-over
frequencies of the dishes and AAs. There is one beam, so there are not full frequency sub-correlators.
Instead the correlations have to be done over many narrower bands.
The total data rate for the dish system is far lower than the AAs so it is practical to consider using eight
very large, but relatively standard, 10Gb/s data switches in order to perform the corner turning function.
Each of the beam inputs for 10Gb/s from 2400 dishes is connected to each switch. On one switch, data
from 250 AAs is also presented; this is to include AAs for the overlap frequencies for high sensitivity
observations. The switch provides 240Gb/s of narrow bandwidth channels to each of the correlator cards.
These could be similar to or maybe even the same design as the sub-correlator boards for the AA.
Assuming the data are presented on 10Gb/s channels then system can be considered to be eight
identical systems covering the full frequency range. An outline of the dish+AA correlator is shown in
Figure 20. In this layout there are 100 correlator cards per data switch, or 800 correlator cards to cover
4GHz, or 5MHz per card.
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Figure 20: Outline design of dish correlator
The performance required for each correlator card (N=2400; Δf=5MHz; Nb=1) is ~57T complex MACs.
This is conveniently close to the performance of the AA sub-correlator of 63T complex MACs, giving the
possibility of combining the designs into one type. The correlator card input data rate of 240Gb/s is readily
manageable. The output data rate, as shown in Table 6, is potentially higher. Allowing for an aggregate
rate of 400Tb/s from the correlator implies 500Tb/s actual data with 8:10 encoding. Installing 4-8 120Gb/s
channels per correlator card appears feasible and appropriate (This is a data magnification of up to five
times).
The beamforming requirement for the dish system is primarily for timing. Each beam using the full 2400
dishes requires ~5T complex MACs per GHz of bandwidth. Using 4GHz and 10 beams implies 200T
complex MACS across 800 correlator/beamformer cards. This is readily achievable.
6.2.1.3

Consolidated requirements

The total processor cards needed for the correlators are:


Aperture Array. 200 sub-correlator shelves at eight processing boards per shelf. A total of 1600
correlator cards.



Dish and dish+AA. Each 10Gb/s of input data requires 100 processing cards, there is a total of
80Gb/s incoming data from each dish. A total of 800 correlator cards.

The power for the correlator is dominated by the processing chips and their associated communications.
In section 7.1.4, the expectation of the processor of 20TMACs with 128 digital inputs and outputs is
discussed in section 7.1.4.
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Table 9: Power requirement per correlator board
#

Function

Power
ea. (W)

Total
(W)

15
1000

Processing devices

25

375

Processing only. Implemented with the
same device as AA DSP

10Gb/s I/O channel

0.1

100

256 overall I/O channels and on board
chip interconnect

Electrical power used

475

Electrical power supplied @ 85%
efficiency
Cooling power at 25%

560

Board Total

700

Remarks

140
Total power used per correlator board

The total correlator power required is shown in Table 10, separating out the AA and dish correlators.
Table 10: Accumulated correlator power
Type
AA

#
1600
400,000

Dish

800
19,200

Power
ea. (W)

Total
(kW)

Remarks

Processing boards

700

1,120

Board power and interconnect

Fibre optical receivers

0.1

40

Processing boards

700

560

Fibre optical receivers

0.1

2

8, 10Gb/s channels for each 2400
dishes

1,722

Total correlator power

6.2.2

1600, 10Gb/s channels for each 250
AA stations

Switch for visibility routing and dish corner turning

The use of commercial data switch technology is a vital element in this design. The total data rates for the
“visibility” switch and number of ports needed could be required is very large. However, major commercial
data centres have similar requirements; hence switches are available with very high performance. In
many respects the architecture used here makes the system more straightforward to build: it can be
defined at design time what the range of switching that may be required is, and the system can then be
broken down into a tiered arrangement.
The switch is show very simplistically in Figure 18 and in principle can connect any correlator output to
any processing blade. This is undoubtedly unnecessary, although the details of the precise flexibility are
the subject of substantial development. For example, the correlators could be treated completely
independently, so that the AA correlator operates only with a defined set of uv processor blades, similarly
for the dish correlator. Indeed, the dish correlator splits naturally into a number of frequency bands, which
could be independent. These arrangements would be unnecessarily restrictive and careful design should
enable data to be piped flexibly between the different sub-systems.
For this paper it is worth considering the performances available from current equipment. A major
determinant is the “bisection bandwidth”, which is the total data rate that can be moved from one half of
the switch to the other. If the bisection bandwidth exceeds the total input data rate then it is likely to be
3
completely non-blocking and hence completely flexible. Switches exceeding 50Tb/s are available now,
3

The Mellanox IS5600. http://www.mellanox.com
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using Infiniband protocols. This compares very favourably with the maximum data rates from the dish
correlator of a few hundred Tb/s across the whole band with 2400 dishes and long baselines. The data
rate from the ports can be split down to 10Gb/s to match the processing speed of the uv processors.
The requirements of the corner turning switches for the input to the dish correlator are less demanding.
Firstly they split naturally into eight independent channels requiring a total input data rate of 24Tb/s and
only require 100 output ports. The overall design of this system is likely to use correlator cards as data
concentrators prior to linking to the switch to minimise the number of ports required. Switches for this
architecture can be readily implemented today.
The power requirements are relatively modest with only 8kW being required to fully switch ~50Tb/s. This
is currently available; the performance will improve over time with increasing data switching requirements
in the commercial sector.
6.2.3

UV Processor and data buffer

Both imaging and non-imaging processing requires observation data to be buffered either at the data rate
of visibilities from the correlator or at the data rate for a spectrally separated timeseries from a
beamformer. This is then followed by a requirement for a lot of processing, but largely independent in the
case of imaging or completely independent for the non-imaging experiments. The availability of this
processing capability and temporary storage is key to the performance of the central processing system.
6.2.3.1

Imaging processing

As has been discussed in section 5.4.5, the requirements of the UV processor can be identified as:


Observation time >2.4 hours or 8,600 secs



Processing cycles per sample of 20,000 with 5 loops per observation leads to 100,000 operations
per sample.

The expectation is ~50Tflop (single precision) processing capability per device in the 2018 timeframe, see
section 7.2.3. With an expected utilisation of 50% then each processor supports a data rate of 10Gb/s
assuming 32-bit single precision data. This further results in a buffer size of 8,600 x 10Gb/s x 2 for a
double buffered approach; this is ~20TB. The data rate onto the buffer is ~1.25GB/s which will be read 5
times through the observation giving a data read rate of 6.25GB/s.
The data output rate requirement is greatly reduced from the input making meeting this requirement
straightforward.
The total processing requirement can be scaled by adding more independent blades to meet the more
demanding experiments, UV processing therefore can be planned as an upgrade path, which is expected
to get cheaper and lower power over time and the most challenging experiments could be deferred until
after the less processing intensive observations are performed.
For the purposes of this outline design consider a UV processor with 20,000 processing and buffering
blades. This corresponds to 1ExaFlop of raw processing and the ability to process ~200Tb/s of data from
the correlator. Table 6 shows that this covers all but the highest resolution experiments, even these
observations can be performed by reducing the available bandwidth.
The power requirements for each blade cannot realistically exceed 500W due to dissipation capability of
the processors, see section 7.2.3. The consequence is that the UV processor can meet a 10MW budget.
6.2.3.2

Non-imaging processing

The pulsar search processing requirements are the most demanding predictable loads for the UV
processor cluster. It is shown in section 5.5.1.2 that the load to search each beam is ~20GFlops. The
storage of a 30 min observation is ~70GB as 8-bit samples or 280GB in single precision floating point.
This is doubled for buffering and with further overhead an allowance of a 1TB is likely to be adequate.
With one beam being processed on one UV processor blade the available resources needed for imaging
far exceed the requirements of pulsar search.
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With further research it would be appropriate to potentially re-size the pulsar search experiment to use
more of the SKA resources for higher sensitivity and more beams.
6.2.4

Imaging/Analysis processor

The complex algorithms for imaging and time series analysis have to have access to all the data which
has been processed through individual channels by the UV processors. This has to be handled by a
conventional style supercomputer with many intra-communication links.
The performance required of this super-computer is hard to estimate at this time since the algorithms
have yet to be optimised. There is clearly a need for considerable flexibility and there is certainly the
opportunity for substantial ongoing optimisation and exploration of alternative scenarios.
The bulk of the processing is handled by the UV processors which are much cheaper and lower power for
each available FLOP than this processor.
For this analysis it is assumed that this processor will need to be of order 10PFlops, 1% of the raw
processing ability of the UV processor providing an ExaFlop.

6.3

Overall costs

As a general indication of costs incurred for (establishing) a facility like the SKA, costs can be categorized
as:





R & D Costs
Production and Construction Costs
Operations (including support) Costs
Retirement and disposal Costs (of the facility)

The sum total of all costs incurred, are the Life Cycle Costs of the SKA.
At this point SKADS is concerned with the costs associated with establishing the facility i.e. essentially
concerning Production and Construction Costs only.
In the Production and Construction Costs, the costs associated with preparing for manufacturing etc. are
absorbed. Here, we assume that these include all NRE (“Non Recurrent Engineering”) and Tooling Costs
i.e. not those incurred as R&D Costs.
6.3.1

Optimizing for Costs

The design cost of the SKA is essentially characterized by the R&D costs to arrive at a functional,
affordable design for the SKA, plus all other design efforts related to manufacturing (“design for
manufacturing”) and maintenance performance (“design for maintenance”).
Total ownership costs or Life Cycle Costs, can be optimized as a result of considering operating cost,
maintenance cost and design cost and optimizing the total. Generally, the higher the total design cost, the
lower the maintenance and possibly operating cost.
6.3.2

Cost Optimization and upgrading strategy

For the SKA, it is essential to incorporate a design strategy that in addition to the costing elements above,
also takes into account an upgrading and construction, “roll-out”, strategy.
For the Aperture Arrays, it could for example pertain to a tile-level maintenance and upgrading strategy
(i.e. exchanging tiles) and an upgradable station processing concept to take advantage of
performance/technology progress and low power processing.
At SKA level, this probably mostly refers to the receiver concept independent, central data reduction,
correlation and image processing hard & software plus supporting elements.
Given the progress in high performance computing and signal processing performance in general, this
should necessarily apply to the building/rollout phase of the SKA.
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6.4
6.4.1

Non-Recurring Expenses, NRE, & Tooling Costs
Costs categories

Strictly speaking NRE/Tooling costs relate to creation costs incurred in the design and production phase
not immediately attributable to the functional item (component, (sub)assembly, (sub) system etc.) itself.
For example, NRE costs associated with the making of an MMIC such as mask costs in the R&D phase,
could be part of developing the AA for the SKA. These and all other costs incurred prior to Production or
Construction, will not be considered here as NRE and/or Tooling Costs (“NTC”)
On the other hand all other NRE and Tooling Costs in the Production and Construction Phase are
relevant to be considered. As said before, a design could be done such that NTC plus Product Costs are
optimized.
Production is optimized through a dedicated Production Engineering cycle that includes the development
of assembly, integration and verification, AIV, test tools and related equipment as well as costs related to
for example an on-site production and test facility. Here an obvious site-dependency appears (e.g. related
to local conditions, labour costs, supply routes etc.).
6.4.2

NTC and Contracting

NTC will be apparent to the program in various ways of contracting strategies; the program may decide to
contract out on the basis of an identified need, a solution, a process, a (COTS) product or any
combination of these.
For these strategies, NTC becomes explicit through engagement with the contracted party (“vendor”)
which in itself is a function of the program phase i.e. of the transition from development to production and
construction.
While in SKADS industrial contacts were made as collaborator in (early) R&D, COTS contractor or
otherwise, SKADS ends prior to these phases and only to a very limited extent attention was given to
NTC.

6.5

Cost scaling with major design parameters

The design and costing tool developed during the SKADS project has been used to investigate the effect
that changing the design parameters has on the overall cost predictions for the SKA.
The default telescope design, similar to option 3C from SKA Memo 100, shown in Table 11 (the only
difference to SKADS-SKA is that there are 2400 dishes) is used as a reference point in each
investigation, so that parameters to either side of the default ones are tested. Graphs of the total SKA
cost and the cost of varying design blocks within the telescope are shown. The default design points are
emphasised on the curves to highlight them.
Table 11: 'Default' telescope design
Freq. Range

Collector

Sensitivity
2

70 MHz to
450 MHz

Aperture array
(AA-lo)

4,000 m /K at
100 MHz

400 MHz to
1.4 GHz

Aperture array
(AA-hi)

10,000 m /K at
800 MHz

1.2 GHz to
10 GHz

Dishes with
single pixel feed

10,000 m /K at
1.4 GHz

Number / size

Distribution

250 arrays,
Diameter 180 m

66% within core 5 km
diameter, rest along 5
spiral arms out to
180 km radius

2

250 arrays,
Diameter 56 m

2

2,400 dishes
Diameter 15 m

50% within core 5 km
diameter, 25%
between the core and
180 km, 25% between
180 km and 3,000 km
radius.
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Figure 21: Cost breakdown for the default telescope design in €M, totalling €1,630M.
The default telescope design assumes that there are 600 dishes placed between 180km and 3000km
from the core. These are assumed to be grouped into 40 stations of 15 dishes. Data from each dish is
beamformed and only a single station beam is sent to the correlator. This has the effect of reducing the
data rate sent to the correlator compared to a situation where each dish is individually correlated, and it
also greatly reduces the number of long baselines.
6.5.1

Dish Diameter

This is an important parameter in the SKA design. The cost curves in Figure 22 show SKAs with constant
sensitivity (i.e. fixed total collecting area) here and consider the effects of changing the dish diameter but
keeping the survey speed constant in section 6.5.9.
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Figure 22: Cost scaling with dish diameter for fixed collecting area.
The dish costs are reduced at smaller dish sizes whilst the data processing costs, most significantly the
post-processing costs increase strongly as dish size is reduced, since the data rate into the postprocessor increases quadratically with the number of dishes. The post-processing costs include the costs
for processing the aperture array data, hence they increase with the smaller dish diameters which require
more dishes.
There is a minimum in total cost at a diameter of around 12-15m. The minimum is very shallow
dependent on the processing and dish cost models. Since the dip is so shallow it is likely that
mitigation could play a crucial role in determining what the “optimal” dish diameter is in practice.
predicted cost difference between 12m dishes and 15m dishes is only €5million, well within
uncertainty of making such predictions.

and
risk
The
the

The dish diameter scaling is revisited in more detail later in this chapter: for example see Figure 36 and
onward.
6.5.2

Varying the number of AA stations, keeping AA collecting area fixed

Here the number of AA stations is changed, but the total area remains constant. The default design has
250 stations, if there are more stations then each is smaller. The data rate brought back from each station
is constant so that as the number of stations increases and each station is smaller the field of view being
processed will increase proportionally to the number of stations. Moving from 250 stations to 500 stations
therefore doubles the data rate into the correlator, quadruples the post processing requirements and
doubles the survey speed figure of merit. Halving the number of stations from 250 to 125 would halve the
survey speed and save around €130 million.
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Figure 23: Scaling number of AA stations (AA-hi & AA-lo), fixed AA collecting area.
6.5.3

AA-hi Antenna Spacing

The total cost of the SKA depends strongly on the AA-hi antenna spacing, for fixed collecting area and AA
-2
data rate. This is because the total number of receiver chains scales as (Antenna Spacing) .

Figure 24: Cost scaling with AA-hi antenna spacing.
6.5.4
6.5.4.1

Collecting area scaling
Dishes

Figure 25: Cost scaling with the number of 15m dishes.
The cost increases linearly with an overall slope of the total cost at around €250,000 per dish or €1400
per square metre.
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6.5.4.2

AA-hi collecting area

Figure 26: Cost scaling with AA-hi area only.
The number of stations is fixed at 250 and the size of each station changes as the area changes. The
2
point at 616,000m is the default design, with 56m diameter AA-hi stations. The overall slope of the total
cost is around €700 per square metre.
6.5.4.3

AA-lo area

The AA-lo area is very large due to the need to overcome sky noise. The nominal design size is 6.4 sq
2
km (6,400,000 m ).

Figure 27: Cost Scaling with AA-lo collecting area, ranging from 2 to 10 square kilometres.
The 250 stations are each 180m in diameter. The overall slope of the total cost is around €30 per square
metre.
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6.5.4.4

Combined area: Scaling dish and AA areas proportionally

Figure 28: Cost scaling with whole SKA area scale factor.
In Figure 28 the total area of the SKA is scaled. The number of AA stations is fixed at 250 and the dish
diameter is fixed at 15m. The collecting area of each technology is varied by the scale factor, relative to
the default telescope design. The overall slope of the total is around €127 million for each 10% change in
sensitivity relative to the default design.
6.5.5

AA Station Data rate

The AA station data rate is a major determinant of the performance of the AAs in terms of survey speed
and flexibility. The station data rate was varied, keeping the number and size of the stations fixed, to see
the scaling.

Figure 29: Cost scaling with the AA station data rate.
The default design uses 14 Tb/s. For a fixed sensitivity, increasing the data rate linearly increases the
survey speed FoM. The total cost slope amounts to around €23 million per Tbit/s data rate.
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6.5.6

Varying the distribution of collectors

The distribution of the collectors within the overall maximum baseline varies the density of the UV
coverage, but will also shorten or lengthen the average communication links.
Bmid is the distance from the centre which encompasses a fixed percentage of a collector type, 95% for
AAs and 80% for the dishes. The scaling are shown for AA-hi+AA-lo and dishes in Figure 30 and
respectively. Only the data links outside the core and the post-processing costs are affected. For the AAs
the default Bmid is 30km and the dish default is .

Figure 30: Cost scaling with AA Bmid, radial distance encompassing 95% of the AA stations.

Figure 31: Cost scaling with dish Bmid, radial distance encompassing 80% of the dishes.
The dishes are grouped into stations beyond Bmid. The cost variation is dominated by the postprocessing, which increases from ~€16 million to ~€134 million as BMid increases from 50km to 1000km.
Over the same range the cost of the data links increases from €15M to €43M.
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6.5.7

The need for station beamforming on long baselines

For comparison it is instructive to look at the costs that result if no station beamforming is assumed for
dishes on baselines greater than 180km. These are shown below. The output data rate from the dish
correlator increases greatly, from around 23Tb/s with station beamforming to 6000Tb/s without
beamforming. The total cost of a non-beamformed SKA is €3.54B, more than double the cost of the
default telescope. Hence the SKA cost would be dominated by post-processing.

Figure 32: Cost breakdown of a non-beamformed SKA in €M. The total is €3.54B
6.5.8

Reduced dish collecting area: the SKADS-SKA

The SKADS-SKA proposes that the majority of the science proposed for the SKA can be performed using
2
reduced sensitivity for the dishes, installing 1200 15m dishes, for a dish sensitivity of 5000m /K at 1.4
GHz. The cost breakdown for this system is shown in Figure 33. There is a 21% saving (300M EUR)
compared to the default design.

Figure 33: Cost breakdown SKADS-SKA, with 1200 dishes, totalling €1330M
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6.5.9

SKA Designs with constant Survey Speed Figure of Merit

The SKA will be used for a large amount of survey work, so, it is necessary to understand the trade-offs
that can be made in the overall design which maintain a fixed survey speed. The survey speed figure of
merit is given by:
𝑆𝑆𝐹𝑂𝑀 = 𝐹𝑖𝑒𝑙𝑑 𝑜𝑓 𝑉𝑖𝑒𝑤 × 𝐴𝑒𝑓𝑓 𝑇𝑠𝑦𝑠

2
2

For dishes with single pixel feeds the field of view scales as (1/Dish Diameter) . Therefore, the
SSFoM(Dishes) is:
𝑆𝑆𝐹𝑂𝑀𝐷𝑖𝑠𝑒𝑠 ≈ 𝐴𝑒𝑓𝑓

𝑇𝑠𝑦𝑠 × 𝐷𝑖𝑠 𝑑𝑖𝑎𝑚𝑒𝑡𝑒𝑟

2

.

For aperture array stations the field of view is inversely proportional to the station diameter squared and
proportional to the number of beams that can be taken to the correlator, hence the field of view scales as:
𝐹𝑜𝑉𝐴𝐴 ≈ 1 𝑆𝑡𝑎𝑡𝑖𝑜𝑛 𝑑𝑖𝑎𝑚𝑒𝑡𝑒𝑟

2

× 𝑆𝑡𝑎𝑡𝑖𝑜𝑛 𝑑𝑎𝑡𝑎 𝑟𝑎𝑡𝑒 ≈ 𝑁 𝑆𝑡𝑎𝑡𝑖𝑜𝑛𝑠 𝑇𝑜𝑡𝑎𝑙 𝑎𝑟𝑒𝑎 × 𝑆𝑡𝑎𝑡𝑖𝑜𝑛 𝑑𝑎𝑡𝑎 𝑟𝑎𝑡𝑒

The AA SSFoM is therefore given by:
𝑆𝑆𝐹𝑂𝑀𝐴𝐴 ≈ 𝑁𝑠𝑡𝑎𝑡𝑖𝑜𝑛𝑠 𝐴𝑒𝑓𝑓 × 𝑆𝑡𝑎𝑡𝑖𝑜𝑛 𝑑𝑎𝑡𝑎 𝑟𝑎𝑡𝑒 × 𝐴𝑒𝑓𝑓 𝑇𝑠𝑦𝑠

2

≈ 𝑁𝑠𝑡𝑎𝑡𝑖𝑜𝑛𝑠 × 𝐴𝑒𝑓𝑓 × 𝑆𝑡𝑎𝑡𝑖𝑜𝑛 𝑑𝑎𝑡𝑎 𝑟𝑎𝑡𝑒

For fixed collecting area we can trade N Stations and the station data rate to maintain constant SSFoM, a
constant total data rate. The results are shown in Figure 34. The total SKA cost varies from €1578M with
100 AA stations to €1762M with 750 AA stations, but the variation is small in the 100-300 station range. In
practice the trade-off is between having each station large enough that the beam is smaller than the
ionosperic isoplanatic patch, and having enough stations to produce adequate uv-coverage will determine
the number of stations used.

Figure 34: Varying the number of AA Stations with fixed SSfoM and sensitivity.
The default telescope has 15m dishes. If, for example, 12m dishes are used, the increased field of view
means that the collecting area can be reduced by a factor of 12/15 (=0.8) and the Dish SSFoM will
remain the same. In this case, 3000 12m dishes are required. Applying this model generates a telescope
which is 20% less sensitive than the default telescope but which has identical survey speed and which is
11% cheaper, broken down in Figure 21.

Doc.nr.:

Project supported by the
European Commission
Contract no. 011938

DS8_T1:

Aperture Arrays for
the SKA

Date:

1.00
26 April 2010

Class.:

Public

Rev.:

62 of 149

Figure 35: An SKA design with 3000 12m dishes to give the default SSFoM.
Using the same logic to design telescopes with 18, 10 and 6 metre dishes, in all cases the default amount
of AA area and data rates etc have been used, produces the results shown in Figure 36. The need to
build more physical area with larger dish diameter is compounded by the increasing cost per unit area as
dish diameter increases. At the small diameter extreme, the processing and correlation costs increase but
these are not dominant: the 6m telescope is only slightly more expensive than the 10m telescope.

Figure 36: Cost variation for fixed Dish SSFoM telescopes using different dish diameters.
These results suggest that building a reduced sensitivity SKA with smaller dishes to maintain survey
speed may be a viable de-scope for a 10% anticipated cost saving. Certainly, if cost must be cut to meet
budget and sensitivity must suffer, reducing the dish size can mitigate the sensitivity loss. That said, the
results shown in Figure 36 also suggest that a 12m-dish full sensitivity SKA is not anticipated to be much
different in cost to the 15m default version. The 12m version would have survey speed significantly
greater (1.56 x larger) than the default telescope and so this option merits consideration.
Considering the risks of such an option; the position and depth of the minimum in Figure 22 are greatly
dependent on the processing and correlation costs. A simple test is to look at the results if the correlator
and post-processing increased to four times the cost used by default: these results are shown in Figure
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37. Increasing processing costs lead to a cost curve which favours having fewer larger dishes. The 15m
dish design saves €45M compared to the 12m design. Conversely, if we double the cost of the dishes the
curve changes again, as shown in Figure 38. In this case a 12m diameter design leads to cost savings of
around €40M compared to the 15m design. In both cases the savings are marginal compared to the
overall uncertainties in the cost models. Future costing work should help to determine what the optimal
dish size is: infrastructure costs associated with dish foundations will be crucial, as will updated dish cost
estimates (which should be available in due course from ASKAP and MeerKAT for 12m dishes and from
the TDP for 15m dishes), the cost of the feeds, and processing cost estimates.

Figure 37: Effect of 4x correlator & post-processing costs
on the Cost-Dish dia. curve.

6.6

Figure 38: Effect 2x dish costs on the Cost-Dish dia. curve

Power usage

The power usage for the whole of the SKA is liable to be a limiting factor in the scale of implementation. It
is generally accepted that the SKA cannot use more than 100MW due to the operational cost. This is a
figure is still being researched internationally. Even this figure may be ambitious. The consequence is, as
is well known, that all the SKA systems must concentrate on power consumption. This cannot be to the
exclusion of all other parameters: the SKA must meet as closely as possible the technical performance to
meet the science requirements; the design should not be so specific that it will take too long to build or be
too restrictive in development.
The cost modeling tool accumulates the power used in each of the design blocks and will give an
estimate of the total power required by different implementations of the SKA. At the present time the
information is not loaded in the tool, this is part of the short term aims of AAVP and PrepSKA.
6.6.1

Estimated power usage for SKA

The power consumption of the complete SKA is very uncertain at this stage. What is known is that the
power consumption needs to be within the anticipated operational budget. There is considerable ongoing
work internationally on how the SKA will be powered, but that is outside of the scope of this paper.
It is useful to consider a power budget for the various systems in the SKA, illustrated in Figure 10, and
discuss the feasibility of meeting that budget for Phase 2 of the SKA. An estimate of the total power
budget available can be derived from the anticipated operational budget. If we assume that power will
cost of order €1 per watt per year and the annual operational budget is about 10-15% of the capital cost
of the SKA then a maximum power budget is approximately 100MW. Table 12 below lays out an outline
power budget, with some remarks. This table is assuming that the SKA will consist of:


250 AA-lo and AA-hi stations



1200 dishes fitted with FPAs and WBFs
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The dishes will only operate one feed at a time and the FPAs are the highest power consumer



There will be correlator with separate UV, imaging and science processors in the central
processing system

Table 12: Estimated SKA sub-systems power budget, Phase 2
Sub-system

Power

Comments

Each

Total

(kW)

(MW)

AA-hi

250 stations

125

31

See breakdown below, includes cooling

AA-lo

250 stations

40

10

See breakdown below, includes cooling.

Dishes

1200 off

This is the set up for FPAs:

Antenna
Focus box+cooling
Electronics +b/f

7

9

From ASKAP estimate

1.2

3

From ASKAP estimate

3

4

Reduced from ASKAP est. of 5.3kw

Wide area
optical comms

AAs and dishes

2

Calculated from the cost tool

Central
processing

Correlator

3

Estimated power for correlations <2MW. Allows
for overhead and switches.

1

UV processor : 20,000
blades
Imaging processor

Miscellaneous

10

1 Exaflop processing, see section 6.2.3.

10

10-20 PFlop processor, scaled from Roadrunner
today at 2.5MW for 1.2PFlop

Science processor+storage

3

Estimate

Monitoring, lodging etc

5

Estimate

TOTAL
1

0.5

90

assumes 50TFlop blade at 500 watt

The above should be regarded as budget; hence the design engineers should be working towards
meeting these figures, or having a reduced system and the consequent performance impact. The
breakdown by sub-system can be seen in Figure 39.
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AA-hi
5%

AA-lo
32%

27%

Dishes
Wide area
optical comms

10%

2%

24%

Central
processing

Figure 39 SKA Power budget
To estimate the AA station power by considering the amortised power required to process the signal from
one receiver chain a scaleable power model can be made. The elements of a representative all-digital AA
station are shown in Figure 40. The power requirements for each step of the chain are listed in Table 13.
The justification for these power figures is then discussed.
Front-end

Tile Processing

Station Processing

ADC – Processor
comms

To Correlator

Analog
conditioning

Secondary Station Processing

Gain
Block

Tile Processing

LNA

Primary Station Processing

ADC

Antenna

Control
Processor
Signal
Transport

Clock
Distribution

Tile – station processor
optical comms

optical
interconnect

Wide area
optical comms

Figure 40: Signal Path through AA station
The AA-hi is assumed to have an 8x8 dual polarisation tile and is made up of 1200 tiles (76,800 elements
or 153,600 receiver chains). The power targets for each of these subsystems are shown in Table 13. The
critical power targets are for SKA Phase 2; these will require high levels of integration, the estimate for
Phase 1 is less critical since this will be a smaller system.
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Table 13: AA receiver chain power budget (8x8 dual polarisation tiles)
Subsystem

Phase1

Phase2

(mW)

(mW)

Remarks

Front-end:
1

LNA

30

30

Projection from SKADS work

2

Antenna gain block

40

40

Cambridge consultants est.

Tile processor:
3

Analogue sig conditioning

40

40

Cambridge consultants est.

4

ADC

50

40

2.5 GS/s, 10Gb/s each channel

5

Clock distribution

50

10

estimate (less with more ADC per chip)

6

Coms: ADC to processor

100

7

Tile Processor

320

200

Phase 1: 40 W for 128 receiver inputs
Phase 2: 25 W for 128 receiver inputs

8

Tile Control ccts etc.

140

70

Phase 1: 20 W for 128 receiver inputs
Phase 2: 10 W for 128 receiver inputs

9

Copper comms: Processor to optical driver

10

10

1.2 W for 128 receiver inputs

Optical Coms: Tile to Station proc.

35

20

Phase 1: 4.4 W for 128 receiver inputs
Phase 2: 2.5 W for 128 receiver inputs

10

Phase 2: integrated ADC and processor

Station Processor:
11

Primary Station processor

22

22

Phase 1: 1000 W for 4608 receiver inputs
Phase 2: 1000 W for 4608 receiver inputs

12

Copper comms:
Processor to optical driver

10

10

1.2 W for 128 receiver inputs

13

Optical Coms:
Primary to Secondary Station proc.

35

20

Phase 1: 4.4 W for 128 receiver inputs
Phase 2: 2.5 W for 128 receiver inputs

14

Secondary Station processor

22

22

Phase 1: 1000 W for 4608 receiver inputs
Phase 2: 1000 W for 4608 receiver inputs

15

Copper comms: Processor to optical driver

10

10

16 Tb/s station output with
153,000 receivers @ 10mW/Gb/s

Long Distance comms:
16

Wide area comms

Accounted for separately

Electrical power used

914

544

Electrical power supplied @ 85% efficiency

1075

640

Power incl cooling at 25% cooling power

1344

800

207

123

Total station power

kW

Discussion on the power requirements, numbers refer to the lines in Table 13:
1. LNA power is a trade-off of power and low-noise. Results from SKADS and related programmes
show that this figure is achievable.
2. The analogue gain chain requires sufficient gain. Analysis from Cambridge consultants show that
these figures are reasonable for a carefully optimized and integrated solution in low cost CMOS.
3. As 2.
4. The ADC power for 6-bit 3GS/s has been shown to be <50mW in IBM and E2V reports.
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5. By heavily integrating the ADCs with the signal processing devices the clock distribution power
per ADC is substantially reduced being largely on-chip.
6. The power required for transporting the data between the ADC and processor is significant.
Current requirements are 100mW per 10Gb/s. When all on chip for Phase 2 interconnect power
is negligible.
7. The DSP chip (see discussion in section 7.1.4) handles 128 inputs. The power requirements
reduce over time with 40 watts for Phase 1 build and 25 watts for Phase 2.
8. The tile has overhead for simple control processor, network etc. This is estimated at 20 watts for
Phase 1 and 10 watts for Phase 2.
9. The link from the processor to the optical drivers is 10mW per Gb/s. We are moving 120Gb/s
from Tile to Station processor
10. Internal optical communications is currently available at <40mW per Gb/s (e.g. Avago ABFR810BXXZ & ABFR-820BXXZ). This is likely to improve by Phase 1 and Phase 2 SKA. The
performance of the AAs depends on this channel width. In this implementation we are using
120Gb/s per tile of 128 receiver chains for 5 tile beams of dual polarisation and 700MHz
bandwidth.
11. Each System processor board has 12 of the standard DSP chip on it (40W in Phase 1 and 25 W
in Phase 2)
12. As 9.
13. As 10
14. There are the same number of secondary station processors as primary processors
15. As 9
16. The wide area optical comms power is accounted for separately.
This shows that an AA is achievable in SKA Phase 2.
It is interesting to see the use of power shown in Figure 41.

Subsystem function

System type
Analog

15%

13%

Front end

15%
27%

Processing

13%

Tile processor

Comms
72%

Station
Processor

Control and
clock dist

45%

Figure 41: Analysis of AA station power usage

6.7

Operational aspects

The SKA will be the largest, most complex and likely most expensive ground-based astronomical facility
with an operational lifetime of many decades. Defining the operational requirements and eventually an
operations plan is critical to the overall design and realisation of the instrument. In this section we
discuss the operational requirements and with some commentary on possible implementation plans.
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6.7.1

Organisation

The SKA will operate at a Southern Hemisphere site, in either Australia or South Africa, as a international
science facility. There is clearly significant overlap between the organisational structure required for the
telescope and the governance model. The organisational model must fulfil a number of critical roles:


Provide observatory support services for the engineering maintenance support of the deployed
system and infrastructure.
Additionally, at least during the phased development period of the
telescope, “on-site” manufacturing or assembly facilities will be required. Provision of these
requirements will therefore necessitate a physical Technical Support Facility (TSF) physically
located within reasonable travelling distance of the bulk of the deployed array elements i.e. the
array cores. The requirements for the support of distributed array elements need to be defined.
Given the relatively inhospitable conditions where the telescope will be located, it may be that a
multi-centre TSF facility.



The functions of an SKA Observatory Headquarters (OH) including:



o

Project/observatory direction and management provided by a senior team including
director and deputy directors, overview of the delivery of science to end users,
technology and engineering overview.

o

Administrative support, financial, procurement and personnel management – the precise
nature of these services depends on the governance model adopted for the telescope.

o

Support and development of observatory owned data processing pipeline – this will be a
crucial role for the SKA and is discussed further below.

o

Science and operations support – this is discussed further below, but given the
complexity of the instrument and the likely large-team based survey mode of science
exploitation, this function will be critical and close interaction with the user communities
will be essential.

Science support and continued involvement of technology developers from all the contributing
geographical areas will require distributed support at a network of regional or national support
centres. The support centres are likely to be a mix centres which are managed fully as part of
the SKA observatory structure and distribute the headquarters function regionally, and those
which are funded separately from the SKA observatory but are affiliated to the overall
programme.

Traditionally in radio astronomy the headquarters have been located either at, or in close proximity to, the
observatory. However this has not been the recent model at optical, IR and sub-mm wavelengths where
the location of the observatory on inhospitable mountain sites has necessitated locating headquarters
operations distant from the observatory. Once the immediate physical link between observatory site and
headquarters is broken the precise location of the latter can be made to accommodate other
considerations. ESO is a clear and successful example where location of the headquarters in a different
continent has been a very significant success. The location of the SKA observatory headquarters needs
to balance a number of factors:
1. The SKA headquarters together with its regional centres should promote and facilitate the highest
quality science possible from the SKA
2. Co-location, or close proximity, of the headquarters and technical support facility promote
interactions between all elements of the observatory staff.
3. The highest quality of staff is required for the science, operations and engineering management
and observatory development. Location of the headquarters should facilitate recruitment and
retention.
4. Investment in the telescope by partner countries/regions can in part be rewarded by the choice of
location of the headquarters. If the regional support centres are integral to the observatory and
represent a distributed part of the headquarters function, then some return is provided by the
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choice of location of these support centres. Investment by the host is directly rewarded via the
location of the telescope hardware.
Points 1, 3 and 4 argue in favour of an SKA headquarters location not linked necessarily to the host site,
while 2 suggests co-location.
Interactions between observatory science staff and other
astronomers/engineers can be maximised by locating the headquarters close to an existing university or
observatory with a strong science and/or engineering team – this may also facilitate staff retention.
6.7.2

Science Operations

The SKA will provide a unique set of challenges when we consider the science operations of the
instrument; however it is precisely these factors which make the SKA such an exciting science project.
This is evidenced by: the complexity of the SKA, the mix of collector technologies with different strengths
and calibration challenges; the vast range of observing modes and new observing opportunities; the
challenges of delivering well calibrated science-ready data products; the range of science to be tackled
and the different types of user communities.
Much of the key science that the SKA will produce will result from survey science. In many cases the
proposed surveys will deliver one or a few key results (c.f. CMB observations with WMAP). In this
respect their will be a complex tension between operating the SKA as an open access facility and
secondly delivering the key science in a timely fashion – it is this headline key science on which the
science case for the telescope has been based. Especially with a phased development of the instrument
delivery of this key science will be crucial in securing a level of continued funding required for
commensurate operations and completion of the construction.
It is comparatively easy to specify the requirements for the science operations:


Provide a mechanism for science evaluation and time allocation which supports the wide user
base and maximises science returns



Provide support for calibration, development of the data reduction pipeline etc. to enable the full
potential of the telescope to be realised and allows all professional astronomers equal access to
the facility.



Provide efficient flexible scheduling to maximise the science return and minimise operational
overheads.

However, achieving these ideal requirements will be challenging. For example is determining the policy
for the allocation of observing time and the support of science teams a number of factors will need to be
balanced:


Balancing the long-term commitment and investment in the SKA of those astronomers who have
contributed to the development of the instrument with the need to build and engage a wide user
community.
o

Ensuring an good career structure for scientists who contribute the immense challenges
of optimising the science output from the instrument will key to attracting new talented
people into “technical radio astronomy” – a real danger is that the main return is available
to those who wait on the sidelines to use the fully polished final data products.



Balance the amount of observing time available for the large key-science programmes with
smaller-scale projects and projects in which the SKA data supports observations in other wave
bands and from other observatories.



Balance the amount of observatory support required to deliver the key science compared to the
general operations of the facility in the early days.

Away from the key-science areas the SKA must support proposals for a wide range of projects from small
pointed observations to large-scale surveys. The observatory policy must appreciate the reality of being
not only the premier radio facility, but possibly almost the only radio facility. Supporting a broad science
base will be essential and this will require supporting a very broad range of proposals with differing
degrees of immediate scientific impact.
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The tools provided to enable users to apply for time need to be carefully designed. It is at the proposal
stage that the first test of the SKA being a generally accessible astronomy facility will be first apparent.
The tools need to facilitate astronomers of all levels of radio-astronomy experience to argue the best
possible case for their proposed observations. At the same time, the tool(s) should support and expose
the wide flexibility and exciting experimental options that the SKA will provide. This will be most apparent
with the wide-field-of-view enhancement technologies and in particular the new observing modes and
experimental options that aperture arrays provide. However good the tool, good science will be done by
an understanding of the experimental procedures and challenges that any radio observation must
overcome (e.g. the effects of the ionosphere at low frequencies and its dependence on observing
conditions). Training and good on-line science and technical documentation are essential.
6.7.3

Data processing support and data archive

The processing challenges and possible implementation of the SKA pipeline have been discussed in
Sections 5.4 and 5.5. A key function of the observatory will be to provide and support this complex
software to enable to the observatory to be accessible to all the professional astronomy community.
A full analysis of the data products to be delivered is part of PrepSKA. However it is clear from the
discussions above that not only will UV data not be the main data product, but that in general archiving of
the UV data is not practical or sensible – analysis of the SKA data path shows that the main reduction in
data rate occurs on gridding of the UV data and not on exit from the correlator as is now usually the case.
Not being able to archive the raw data will necessitate a different approach to scheduling some
proposals. The following (non exhaustive list) would be considered reasons to schedule observations
even on previously observed fields and sources.


To modify the processing pipeline to improve on a previous observation.



To re-observe a field in order to integrate to a deeper noise level than a previous observation,
because the global sky model (essential for calibration) had improved due to continuing
observation.



To experiment with new algorithms in the pipeline



For student training experiments.

Table 14 gives some illustrative numbers for the size of data products that the science operations plan
must deliver – here D is the collector diameter, Nb the number of beams, Nch the number of channels and
Nv the number of data points in the product.
Table 14: Data product size for selected experiments
Tobs(s)

Experiment
High resolution spectral line

3600

B/km
200

D/m
15

Nb
1

Nch
32000

Nv

Size / TB

5 10

13

200
330

3600

30

56

1000

32000

8 10

13

Snapshot continuum – some spectral
information

60

180

56

1200

32

7 10

12

30

High resolution long baseline

3600

3000

60

1

4

7 10

14

360

Survey
spectral
resolution

line

medium

After imaging the astronomical data products are available either for archive and/or science processing
to extract the specific information required to deliver the science programme. The rate at which data will
be written to the raw science archive is ~5 – 10 PB/day of image data. These data products will be
accessed directly by end-user astronomers for further processing – it is not clear at this stage what
volume of data will need to be stored long term.
One can place a reasonable upper bound on the size of extracted database information. Source count
6
10
models suggest a limiting source count of 10 sources per square degree or ~10 sources in the
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4

accessible SKA sky. Allowing (generously) for each source to be characterised by 10 numbers, this
14
gives a total storage of ~10 values or about 1 PB for the catalogued data.
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7 Technology readiness
The practicality of the SKA and AAs in particular depends upon improved technological capability of many
of the components and sub-systems. In this section the requirements for the AAs to meet anticipated SKA
performance requirements is discussed. The roadmaps for delivering the performance in the SKA Phase
2 timescale after 2016 are considered using findings from SKADS and published industry information.
In section 6.1 the design of an SKA capable AA was proposed. The design uses devices and techniques
which are not yet available, but anticipated to be developed either as part of products for general use or in
a few cases specifically for this application. A decision to include higher frequency AAs or indeed the
overall scale and performance of the SKA depends critically on the confidence that these technologies
will be available in the 2016 plus timeframe. The generic approach to this process is to roadmap the
advancement of the technologies in a Technology Readiness Level, TRL, analysis.
To focus on the considerations for the SKA, section 7.1 reviews the specification of the major parts of the
AA design and assesses the likely availability of the components, techniques and sub-systems. This
section covers the device performance; cost is considered in section 8.
Since the SKA in general is heavily dependent on semiconductor technology for processing,
communications, digital conversion and amplification many of the projections used for these devices are
based on the semiconductor industry‟s own consolidated roadmap and tested with specific industry
discussions and research within SKADS. The semiconductor roadmap report is the “International
Technology Roadmap for Semiconductors”, ITRS, which is publically available at www.itrs.net . This is
the authoritative roadmap for the industry, contributed to by all of the major semiconductor companies
globally, including IBM and Intel, who agree with the conclusions. The reports come out every two years,
with updates on alternate years. The 2009 report has recently been released. Here the 2009 report is
used with some input from the 2007 edition.

7.1

AA SKA technical specifications

The following discussion is the anticipated performance of the components for 2016 onwards. Of course,
if there are improvements in performance over these specifications then the array will either be cheaper
or have improved performance. It is likely that there will be some trade-offs with some components
exceeding specification and some underperforming, the result is anticipated to meet the science goals.
Many of the components have more complex characteristics than the principal specifications discussed
here, however for clarity only these principal requirements are discussed.
The following discussion only considers a fully digital AA with no RF beamforming since it is unlikely that
the SKA performance can be reached using any other approach; this expectation is considered in more
detail in section 10.1 Beamforming processing. The signal path described is shown in Figure 40: Signal
Path through AA station.
7.1.1

AA-hi Front-end: antenna and LNA

The AA-hi has the more demanding requirements of the AA system and will be the only system analysed
here. Due to the relatively low sky noise in the range 500-1500MHz the performance of the front end
largely determines the sensitivity of the array. Table 15 shows the main characteristics considered for this
sub-system.
4

Semiconductor industry roadmapping uses a figure of merit for low noise amplifiers defined as:
𝐹𝑜𝑀𝐿𝑁𝐴 =

𝐺∙𝐼𝐼𝑃3∙𝑓
𝑁𝐹−1 ∙𝑃

or 𝑃 =

𝐺∙𝐼𝐼𝑃3∙𝑓
𝑁𝐹 −1 ∙𝐹𝑜𝑀 𝐿𝑁𝐴

Using gain, G; linearity is described by the output referenced third order intercept point IIP3; noise figure,
NF; operating frequency, f ; and power, P.
As can be seen, power typically increases with increasing linearity, increasing frequency and decreasing
noise. This is due to more signal headroom on the transistors requiring more power.
4

ITRS report: System Drivers
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The FoMLNA is projected to increase from 20GHz in 2007 (65nm technology) to 50-80GHz in 2016 (22nm
technology), thus reducing power requirements by a factor of 3 - 4.
Table 15: Principal front-end technical parameter requirements
Parameter

Requirement

Current
performance

≤38K

58K

Risk of noncompliance

Remarks and consequences of non-compliance

Fairly low

Requires Trec≤30K. Current lowest Tsys shown is
for APERTIF. Anticipates an LNA noise
temperature <15K.
Higher Tsys linearly increases the cost of the AAs.

1.

System
Temp. Tsys

2.

Power

30mW

100-150mW

Significant

Current power is to operate in a relatively high
RFI environment.
Each additional 10mW for the front-end adds
~300kW to the SKA power budget.

3.

Polarisation

-40dB

minimal

Significant

Affected by choice of antenna element and
stability.
Reduced performance mainly affects pulsar timing
precision, other experiments require -25dB max.

4.

Scan angle

±45º

±45º

Low

A higher scan range at reduced performance is
conceivable for more flexibility.
Reduced range limits sky coverage and flexibility.

Considerations on each of the requirements:
1. System temperature. This is dependent on the detailed front-end physical design. The noise
budget for AA-hi at 800MHz is laid out in Table 7. For comparison, the current performance, for
Apertif, at 1.4GHz is made up of contributions as follows:
Vivaldi feed losses+connection
Single ended receiver temp
Active Impedance/Rn effects
Sky noise

6K
40K
9K
3K

The limiting sky noise is quite low, so there is scope for reducing the system temperature. The
amplifier used currently is a commercial device from Avago, there are already lower noise
devices available. Details of the construction can be used to reduce the feed losses and design
can reduce the active impedance effects. There is a trade off for differential input – which is
important for many element designs – and a single ended design of potentially lower noise and
maybe higher power and cost for the differential system. The APERTIF LNA is a single ended
design.
5

There are already simulations/demonstrations of LNAs achieving <25K noise temperature , this is
expected to be improved during the PrepSKA period. The lowest noise LNA bench tested is an
6
GaAs single ended device with <10K noise over 1-2GHz. Here the LNA noise budget is 15K,
which seems entirely achievable. There is significant mechanical design work needed to reduce
feed losses by 1-2K and LNA design to reduce active impedance effects by 3K. Silicon based
7
LNAs hold substantial promise with noise figures reducing progressively with smaller geometries
with transistor noise figures of <0.2dB.
As a result, the target 38K performance is anticipated to be met by 2012.

5

SKADS deliverable DS4-T1.12
ASTRON “Daily image” 5 March 2010, initial announcement
7
ITRS report: Radio frequency and analog/mixed-signal technologies for wireless communications
6
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2. Power. The power requirements of the LNA are related to the technology, design rules and most
importantly to the dynamic ranges required. All the LNAs built for operation in Europe have to
handle substantial RFI without distortion; this means that the power required is significantly
higher than on a low RFI site such as proposed for the SKA. As with noise, silicon is expected to
7
halve its power requirements over the period .
3. Polarisation. This requirement is for system stability and the ability to calibrate the signals to
achieve useful polarisation separation for the experiments, rather than for absolute polarisation
purity in the elements themselves. Vivaldi elements are relatively poor at meeting this
requirement since the polarisation properties change quickly with scan angle and frequency in
some pointing directions, although for restricted scan angles this may be satisfactory; the
8
Octagon Ring Antenna, ORA, developed within SKADS shows more stability in this regard and
may be appropriate if its other characteristics are satisfactory.
4. Scan angle. The ability to scan the array at various angles is important. A larger scan angle
range implies that more sky can be covered, there is more flexibility in the use of the array and
that longer continuous integrations can be performed. There are details in the array design which
mean that there can be issues with resonances or grating lobes at specific scan angles.
However, ±45º has already been demonstrated, it may be possible to extend this to ±60º at
reduced performance. There are also trade-offs in the frequency-scan angle characteristics that
can reduce the number of elements required for a specific performance. The choice of element
type is important here with higher sensitivities at large scan available from ORAs than Vivaldis.
7.1.2

Analogue chain

The front-end will define the noise characteristics and provide an initial amount of gain, but there remains
a considerable amount of gain required before digitisation, most of which will be provided by the analogue
chain. There must be virtually no addition to the system temperature from these analogue systems. The
analogue signal conditioning provides bandpass filters both to eliminate out of band RFI and anti-aliasing
prior to digitisation. The bandpass itself should be flat enough to not detract from adequate digitisation;
the bandpass can then be flattened more precisely in the digital domain. Predictability through short term
stability for calibration is essential.
Further, the design must have minimum power consumption.

8

SKADS deliverable DS4-T4.1
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Table 16: Principal analogue chain technical parameter requirements
Parameter

Requirement

Current
performance

Risk of noncompliance

Remarks and consequences of non-compliance

Low

The noise requirements are not as difficult as for
the front-end. However, the gain requirements,
cost, integration and power still makes this
challenging.
Higher Tsys linearly increases the cost of the AAs.

Significant

There is one of these chains for each receiver so
power is as critical as the front-end. Here a total
80mW is budgeted, at the front-end and on the
processing board.
Each additional 10mW adds ~300kW to the SKA
power budget.

1.

Noise

negligible

30% of Tsys

2.

Power

40+40mW

>1W

3.

Stability

≥minutes

N/A

Low

This measures the short term changes that will
affect calibration. The longer parameters remain
within acceptable errors the less calibration is
required.
Low stability implies a lot of calibration time, in the
limit precise calibration will be impossible.

4.

Analogue
signal
transport

2m/30m

20m

Low

This is the distance that signals are transported
prior to digitisation. This is a power and cost
system decision. The signals can be transported
over these distances.

There are two main system design topologies, centralised and distributed, discussed in section 6.1.4. The
choice affects the analogue systems as noted below.
Considerations on each of the requirements:
1. Noise. It is essential that the gain chain does not significantly add to T sys. This can be achieved
with careful design. There may be power implications for providing the initial stages of the gain
chain with sufficiently low noise amplifiers and enough headroom on the latter stages. This
performance does not require new technology to be developed.
2. Power. This is probably the greatest challenge. The distributed model for tile processors will
deliver lower power for the analogue chain because:
a. There may be no requirement for additional gain near the element; short lengths of low
loss coax can carry the signal directly from the LNA.
b. With restricted length analogue links there is no need for power drivers to overcome
signal attenuation.
In effect one part of the analogue system is not required. However, the filters and amplifiers will
need careful design to meet the requirements. It is likely that these can be in multiple channel
packages. This design can be either implemented or simulated during PrepSKA early
assessments show that the power requirements can be achieved.
3. Stability. The short term stability, in amplitude and phase across the frequency band, of the
analogue chain is essential to providing calibration precision. This is not a technological problem,
but may have cost and power implications. It is also dependent upon the thermal environment of
the analogue systems, which is part of the AA mechanical design. This does not need the
development of new technologies to be achievable.
4. Signal transport. This is mostly associated with the AA topology. There is little issue in a
distributed processing system since the signal lengths are short. The centralised approach
requires longer signal transport lengths. These could be either copper or fibre. Analogue optical
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systems are unlikely to meet the cost and power requirements for the very high number of links.
A copper system can distribute power as well as signals, but there is a strong trade-off in cost
and power requirements. Again the technological challenge would be in the power requirements.
This parameter does not need new technologies to be developed.
7.1.3

Digitisation

The point of digitisation is an important one in the AA system design. For the all-digital AA implementation
for the SKA, there are as many analogue to digital converters, ADCs, as receiver chains; so, cost and
power consumption is critical. The further system decision is whether to direct convert at baseband or to
use conventional heterodyning techniques to limit the conversion rate to only the bandwidth requirements
of the AA. For overall system simplicity, cost, power consumption and flexibility it has become clear that
direct conversion is the correct approach in the SKA timeframe.
In the analysis in Table 17 it is assumed that the ancillary ADC parameters such as linearity, clock jitter,
crosstalk etc match the requirements of the principal parameters.
Table 17: Principal digitisation technical parameter requirements
Parameter

1.

Sample
rate

2.

Resolution

3.

Power

4.

Interface
power

Requirement

Current
performance

Risk of noncompliance

Remarks and consequences of non-compliance

>3GS/s

1GS/s

Low

The conversion rate is determined from the
highest operating frequency of the AA plus some
margin for filters. ADCs of this conversion rate are
available.
Reduced performance would limit the top
frequency of the AA or implies using heterodyne
receivers.

6-bits

8-bits

Low

This is a system driven parameter. The very low
RFI at an SKA site only requires low resolution.
This is important for minimum power and high
integration.

40mW

>1W

Fairly low

There is one of these chains for each receiver so
power is as critical as the front-end.
Each additional 10mW adds ~300kW to the SKA
power budget.

Minimal

>1W

Medium

The link to the processing element is critical for
power and cost. The requirement is to integrate
the ADC and processor. If this is not done then
the interface will add ~100mW to the receiver
chain power budget, or ~3MW to the SKA.
9

There has been significant work on the analysis of the ADCs including ITRS , a specific design study by
10
11
IBM , and a study by E2V .
9

Semiconductor industry roadmapping uses an ADC figure of merit defined as:
𝐹𝑜𝑀𝐴𝐷𝐶 =

2 𝐸𝑁𝑂𝐵 ×min

𝑓 𝑠𝑎𝑚𝑝𝑙𝑒 , 2×𝐸𝑅𝐵𝑊
𝑃

or

𝑃=

2 𝐸𝑁𝑂𝐵 ×min

𝑓 𝑠𝑎𝑚𝑝𝑙𝑒 , 2×𝐸𝑅𝐵𝑊
𝐹𝑜𝑀 𝐴𝐷𝐶

,

using effective number of bits, ENOB; conversion rate either directly, fsample , or from effective resolution
bandwidth, ERBW; and power, P. As can be seen power typically increases with the conversion level rate
i.e. linearly with sample rate and number of levels in the digitisation.

9

ITRS report: System Drivers
High-Speed Flash ADC in IBM Semiconductor Technology. A feasibility study for SKADS
11
E2V: Feasibility of a 4 Bits ADC 2.5 Gsps low power for SKA project
10
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The FoMADC is projected to increase from 1.5 GHz/mW in 2007 (65nm technology) to 2.5-5 GHz in 2016
(22nm technology), reducing ADC power by a factor of 2 - 3.
Considerations on each of the requirements:
1. Sample rate. At the beginning of SKADS this was seen as a major challenge, even resulting in
work in III/V materials. Silicon technology has advanced substantially due to the market
requirements for high speed communications, high resolution video etc. The consequence is that
very low power and fast ADC technologies are available: the 3 – 3.5 GS/s requirement is
relatively modest even today.
2. Resolution. The AAs only require very low resolution for the actual signal reception, about 3-bits
for very high performance. However, this is increased by two principal factors: RFI and analogue
bandpass flatness. For RFI it is necessary to accurately digitise most of the RFI to maintain
linearity and not have to discard excessive numbers of data blocks. More resolution can also be a
benefit to the analogue chain. Reduced analogue passband flatness adds to the dynamic range
requirements of the ADC, the analogue costs on a less precise system can be traded for a higher
resolution ADC. The consequence is that a 6-bit ADC is likely to be the best compromise on cost
and performance. This specification is achievable now; the challenge is to optimise the
architecture for power, size and cost.
3. Power. Low power for a 6-bit ADC of 3GS/s is reasonably achievable now to meet the
requirements of embedded devices. Using 45nm SOI CMOS technology IBM projects a power
consumption of ~100mW (50-60mW for 4-bits). Lower power could be anticipated for SiGe
technology as shown by E2V with consumption of ~30mW for a 4-bit device, this would scale to
close to 100mW for a 6-bit implementation.
These figures can be checked against the generic roadmap from ITRS using the power
calculation above. The 45nm FoMADC is 2-2.5 GHz/mW, giving a roadmap power of 77-96mW.
This is a remarkably close agreement to the simulation reports.
Projecting the power consumption for a 6-bit, 3 GS/s ADC implemented in 22nm technology in
2016 (which will be mature by that date) with an FoMADC of 3-5 GHz/mW has an estimated power
requirement of 38-64mW, note that the higher FoMADC figure is for “low-resolution/speed limited”
ADCs, such required on the AAs.
The ADC power specification is reasonably achievable for 2016, particularly since there is the
opportunity to share common components e.g. voltage reference, clock generators between
multiple ADCs.
4. Interface Power. A potential high power requirement is in transferring data from the ADC to the
processing system. This is the highest cumulative data rate in the AA, since it is raw digitised
data from every element. Data transfer power coming off chip onto circuit board is currently of the
order 10mW/Gb/s, which may reduce slightly over time, but this is limited by the requirement to
use high power drivers to pass the signal across a significant distance with the losses incurred.
For the raw data from the ADC this translates into a power requirement of about 180mW, which
may get mitigated to ~100mW by 2016. This power is much higher than the ADC itself, which
implies that there needs to be processing closely associated with the ADC. Simple signal
processing local to the ADC could perform the spectral separation and eliminate out-of-band
signals, plus possibly flattening of the passband and excising high level RFI, hence the interface
can use 4-bit samples. However, that will only reduce the data rate by <50% leaving substantial
interface power requirements.
The best solution is to integrate multiple ADCs onto the processing device, thus having a chip
which receives analogue signals in and provides processed digital beams to the next stage. This
approach minimises the power requirements. At SKA Phase 2 there is sufficient volume to justify
the high NRE required to implement such a device. Alternatives would use separate chips but on
a multi chip carrier minimising the interconnect power.
A concern with the integrated device is that the digital noise from the processors would interfere
10
with the operation of the ADC. This was studied in some detail in the IBM study together with
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design techniques to mitigate the effects. The conclusion is that the ADC can be successfully
integrated onto the processor. Of course, both devices need to use the same or compatible
fabrication technology, making CMOS the preferred ADC technology.
7.1.4

Signal processing devices

The AA has a lot of signal processing in the system and this is the perceived headline concern for the
cost and power of an all-digital AA. There is discussion on the trade-offs for different processing
technologies in section 10.1 Beamforming processing, here the required performance is considered. The
assumption here is to use multi-core processors throughout the AA station, since these are considered to
have higher power requirements, but will be more flexible in implementation. This is therefore a
conservative approach which could use targeted ASICs for the very early stages of processing with a
lower power requirement, but a more extended development cycle.
9

There is an industry trend towards systems on a chip, SOC, devices which integrates semiconductor
building blocks into the desired system. These are large chips, albeit built around defined blocks, for the
SKA application a large ASIC is required, which while not strictly an SOC is expected to match the trends
of the SOC devices. These include control processors, processing engines, accelerators, memory and
interconnect. This industry approach is to keep the costs and time of development down while providing
the flexibility to build very high performance systems. An SOC is required for the signal processors on the
SKA assuming that the number and capability of the on-chip processing engines can meet the
requirements.
9

Within the ITRS system report the sector that most closely resembles the requirements for the signal
processing on the AAs is the Networking and communications market. It uses SOCs that require multicore processors, high-speed interconnect and accelerator engines. This market is characterised with a
constant power envelope of ~30watts, due to packing densities.
The requirements for the processing device in Table 18 assume that it is implemented as a single chip.
For the purposes of this discussion there are assumed to be two versions of this device; firstly, the frontend Tile processor with analogue inputs to digitisers and secondly, digital inputs and outputs for
subsequent processing requirements. Although these devices could use alternative processing
architectures, if instead the cores are identical then reusability of code, support and upgradability are all
more straightforward.
Because the SKA community does not have the capability of building an entirely new processor, the
customised processor element would need to be based on a commercially developed design. There is the
opportunity to provide a (very) few new targeted instructions which would raise the efficiency for this
application substantially. Particular targets are the butterfly instruction for FFTs; a hardware
implementation of an extremely common instruction in this system; and maybe a complex MAC, CMAC.
These would increase the processing throughput and reduced power consumption substantially.
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Table 18: Principal digitisation technical parameter requirements
Parameter

Requirement

Current
performance

>20TMACs

~2TMACs

2a. Inputs:
Digital

128 @
11Gb/s

2b. Inputs:
analogue
(to digitiser)

3.

Outputs

4.

Power

1.

Processing
capacity

Risk of noncompliance

Remarks and consequences of non-compliance

Medium

The processing capability of the chip is closely
allied to the total number of channels it can
support and the I/O capabilities.
Reduced processing throughput would result in
more chips being required and possibly an
additional level of beamforming.

144@
10Gb/s

Low

The number of inputs determines the data rate
on-off the processor and hence the number of
devices required. The inputs are grouped into
channels.
Reduced number of inputs will increase the
number of processor chips.

128 @
1.5GHz

N/A

Low

Each differential input supports the top frequency
of AA-hi and digitises the signal on-chip using a 6bit ADC.
Not integrating ADCs will put receiver power up
by ~100mW per input, or SKA power by ~3MW.
A reduced number of inputs will increase the
number of processor chips required.

128 @
11Gb/s

144@
10Gb/s

Low

The number of outputs mirrors the digital inputs.
This is mostly required for the system processor
application.

25W

40W

Medium

The power requirement does not include the I/O
or ADC power, which is accounted for separately.
The chip is handling 128 receiver chains, and
contributes 200mW for the Tile processing.
Higher power per receiver will add to the AA total
power.

Considerations on each of the requirements:
1. Processing capacity. This is assuming multi-core processors being efficiently used. The load for
each receiver chain in first stage of beamforming at the Tile processor is approximately
70GMACs, dominated by the polyphase filter. This gives a total load of ~10TMACs for 128
receiver chains. The specification of 20TMACs allows for some inefficiencies and headroom. The
system can readily be implemented in integer arithmetic for greater efficiency than using floating
point, ideally of selectable word lengths, e.g. 8x8-bit or 4x16-bit or 2x32-bit words in a 64-bit host
processing element. A greater efficiency of processing can be achieved using heavily single
instruction multiple data, SIMD, architecture since there are many channels on the processor
performing exactly the same operations on different input data. In essence there is a matching of
a matrix of processors with a matrix of receiver chains. The SIMD architecture also saves the
complexity of having multiple program stores and their interaction, further it ensures
synchronisation across the device.
Presently the fastest processing device is ~2TMACs (8x824bit accumulator) built in 90nm
silicon using 512 64-bit processors clocked at 500MHz implemented in a square interconnect
grid. This architecture readily scales to 22nm technology at a higher clock rate, conservatively
1GHz (for low power/op). Using density of devices and clock scaling this will deliver 64TMACs in
2016; allowing for substantial inefficiencies 20TMACs is readily achievable. Further performance
can be gained from using targeted instructions discussed above.
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To compare this growth with the ongoing performance increases from the ITRS analysis in the
network and communications market sector, their chip model is:


Die area remains constant



Number of processing cores increases at 1.4x per year



Core frequency increases at 1.05x per year



Underlying fabrics: logic, embedded memory etc increases consistently with the increase
in number of cores.

Applying these figures using 2007 as the baseline for 90nm technology (in practice this was
already a mature technology) and scaling for 9 years to 2016 results in a performance increase
of 20x for number of cores and 1.5x for core frequency. This would take the performance from
2TMACs to 60TMACs. This is close agreement with the pre-contingency calculation based on
the technology analysis above.
The potential for providing the processing performance required is good, the principal risk is in the
availability of an existing processor design for the SKA to develop for the specific application.
2. Inputs: Digital. These are high speed differential data inputs, not included are other inputs types
e.g. control, memory etc. They will be grouped to provide a number of logical channels. The
differential lines can be linked directly to short range optical links or used for communications
across circuit boards and up to a few metres directly in copper. The technologies for achieving
9
11Gb/s are already available and being shipped, see ITRS report . There are developments
anticipated to take this rate up to ~20Gb/s, which have not been projected in this design scenario.
If the communication links used are faster than 11Gb/s then communication cost and power may
be reduced.
12

The number of inputs implemented on a single chip is at least 144 currently . There are some
implementation challenges with large numbers of I/O lines with the power and surge power that
could influence chip operation. The use of 128 is reasonably modest and can be expected to be
implementable.
3. Outputs. The discussion on outputs is identical to the digital inputs above.
4. Power. The integer processor delivering 2TMACs discussed above has a power consumption of
~40watts. This device has been explicitly designed for low power e.g. shutting down sub-system
and on-chip communications when not in use, using register arrays rather than on-chip memory
for significantly lower consumption, despite the larger chip area etc. An important part of the
system design is the use of water cooling which keeps the chip significantly cooler than by air
cooling. By keeping the junction temperature below ~60ºC the leakage currents are dramatically
reduced.
As discussed above, the power envelope for the networking and communications sector has to
remain essentially constant. This means that the performance increases scaled from the
technology have constant power dissipation. Since the processing required has been scaled back
from the maximum available, a realistic estimate of 25 watts is made for the processor in 2016.
7.1.5

Intra-Station Optical communications

Communications is central to the performance of the AA. Commercial requirements for very fast, low
power interconnect is also very strong for data centres, switch networks, HPC etc, so there is a strong
pull for ongoing development.
The communications from the Tile processors to the station processors and within the station processors
is very substantial. It would be possible to use copper communications at 6-11Gb/s per differential pair to
implement the system, however, the architecture is quite restricted with ranges of only a few metres.
Historically, optical links have been relatively expensive and high power. Optical devices have been under
considerable development over the period of SKADS. The advent of vertical-cavity surface-emitting
12

IBM ASIC, private communications
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lasers, VCSELs, has made the local interconnect much more practical. The principal system
characteristics of VCSELs in this application are:


Low cost, due to manufacturing process



Multiple devices on a single wafer



Low power for the light output



Restricted light power output, limiting range

These features make practical pluggable interconnect systems very attractive with many devices
13
emerging . These have the performance required for the AAs.
Roadmapping of this technology has been undertaken by their trade associations: the Fibre Channel
14
Industry Association, FCIA , whose members include CISCO, AVAGO, HP, and IBM; and the
15
InfiniBand® Trade Association, IBTA , also with a very strong membership including IBM, Intel and Sun.
16
The FCIA roadmap shows fibre data rates doubling every 3-4 years with the expectation of four times
17
the data rate before 2016. This is supported by the IBTA roadmap .
However, with limited future product information including power requirements, only minor performance
increases have been anticipated in this analysis. In reality the performance below is likely to be improved
by a substantial factor in the period to building SKA Phase 2.
Table 19: Principal local optical links technical parameter requirements
Parameter

Requirement

Current
performance

Risk of noncompliance

Remarks and consequences of non-compliance

1.

Data rate

>10Gb/s

10Gb/s

None

This performance is available per lane now.
Improved performance could make the AA higher
performance or lower power.

2.

Range

>150m

50m

Low

The range currently covers AA-hi dimensions,
needs to cover AA-lo.
If no improvement AA-lo may need repeaters for
long links.

3.

Bundling

12 lanes

12 lanes

None

Blocks of 12 lanes are a convenient unit, more
may be useful for higher data rates

4.

Packaging

Pluggable
link

Pluggable
link

None

Removable links available for
construction/maintenance

5.

Power
(12 lanes)

2.5W

4.4W

Low

Reduced power or higher data for the same
power is important for station power requirements.

Considerations on each of the requirements:
1. Data rate. This data rate matches the electrical output data rate from the processing devices. As
the chip I/O copper data rates increase it is likely that the data rate for the optical links will also
increase. This is not essential for the AAs, but will improve performance.
2. Range. The distance these devices operate is rather restricted. They are aimed at the data
centre market. It would be anticipated that this will improve with further developments or at a
lower data rate. This is important for AA-lo communications; 50m is adequate for AA-hi with a
distributed processing architecture.
3. Bundling. The grouping into twelve is probably ideal for the AA station and is already available.
13

For example the AVAGO AFBR-810BXYZ 12-channel 10Gb/s transmitter
http://www.fibrechannel.org/
15
http://members.infinibandta.org/
16
FCIA Official Roadmap v11
17
InfiniBand Link Speed Roadmap
14
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4. Packaging. Taking the bundling above and making the links pluggable is required for assembly
and maintenance of the AA. This is also true for data centres; hence the SKA is using products
developed for another market.
This is already available in an industry standard package.
5. Power. Clearly the lower the power the better. The power is anticipated to drop slightly over the
period, or the data rate increased for the same power requirement. This is a very likely outcome.

7.2

SKA Central Processing requirements

The outline central processing system shown in Figure 12 shows the central processing split into major
stages:
1.
2.
3.
4.
5.
6.

Correlator
Data switch
UV processor
Imaging processor
Data storage
Science processing

The technological readiness of these blocks will be discussed as complete sub-systems
In this analysis there is no discussion on splitting these blocks across multiple sites, e.g. at the SKA site
itself and a centre of population, any such split would need to consider trade-offs of maintenance, power
cost, data rate on the interface, upgradeability etc.
An implementation for the central processing system is described in section 6.2; the availability of the
technology for these subsets is reviewed below.
7.2.1

Correlator

The correlator is characterised by having a great deal of I/O, due to dealing with unprocessed beam data
rates, and relatively little processing. It can operate either as floating point system but more efficiently as
an integer based processing system.
Outline designs for the AA and dish correlators are considered in section 6.2.1. The requirements for the
processing devices are similar to the AA signal processors described in section 7.1.4.
7.2.2

Data Switch

7.2.3

UV Processor cluster

The SKA being a very large telescope array requires considerable processing resources to take best
advantage of the instrument, as discussed in sections 5.5 & 6.2. The UV processor cluster provides the
bulk of the computational work at the central processing facility, in a “fairly” embarrassingly parallel
structure with the imaging/analysis processor performing overall computations.
The independent nature of the channels through the UV processor for both imaging and non-imaging
observations makes a very large capability affordable and inside the SKA power budget.
Each channel for this analysis is considered to be a high performance multi-core processor and large
observation buffer store. The I/O data rates are relatively modest due to the large number of channels.
The performance of the processor is based on the evolution of graphics processing units, GPUs, into
general purpose floating point processors with hundreds or even thousands of parallel threads. These
processors were originally designed to perform the heavy computational load required for graphics
display of computer games, animation etc. This is a large market which has enabled a great deal of
development effort to be invested. They have already been used for some non-graphics applications but
with a great deal of software effort; these opportunities for scientific computing are now a recognised,
high-value market for the manufacturers, so this technology is being migrated into more general purpose
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18

applications with dedicated programming environments such as CUDA , which also support conventional
programming languages such as C.
The performance of these multi-core processors can be two orders of magnitude higher than more
conventional processors and are structured to support FFTs and similar algorithms. These devices are
projected to substantially increase in performance over the period.
Maybe more critical is the provision of the observation buffer store. The high capacity is mostly required
for the longer baseline experiments as shown in Table 6: Illustration of data rates out of the correlator. A
further issue is to consider is the read and write data rates demanded of the buffer memory.
Table 20: Principal UV processor blade technical parameter requirements
Parameter

Requirement

Current
performance

50TFlops

1.

Processing

2.

Buffer store:
Capacity

20TB

Buffer store:
Data rate

Write: >1GB/s

3.

Risk of noncompliance

Remarks and consequences of non-compliance

~2TFlops

Medium

The processing capability can be provided by one
or more processors, cost and power are critical.
Reduced processing ability limits the experiments
or bandwidth available.

Individual drives:

Medium

The required buffer store is a total for a number of
drives on the blade.
The options are rotating HDDs or Flash SDDs.
Limiting memory restricts experiment, bandwidth
or observation length

Medium

This is the sustained data transfer rate required.

19

2TB HDD
20
1TB SSD

Read: >5GB/s

HDD:
Write: ~70MB/s
Read: ~70MB/s

A lower data rate means that the blade would not
be able to keep up with the incoming data. This
may be mitigated with multiple drives per blade.
The HDD data rate is typical for a 7200 rpm drive.
May impact long baseline observations.

SSD20:
Write: 600MB/s
Read: 870MB/s

4.

I/O
Data rate

10Gb/s

>10Gb/s

None

The blade input and output data rates have
already been achieved.

5.

Packaging

Blades

Blades

None

There are many processors, ideally mount
multiple processors per blade for space reduction.

6.

Power

500W

~300W

Low

The power covers the complete processor+buffer.
Too much power per blade will restrict the
processing available.

Considerations on each of the requirements:
1. Processing. The requirement is mostly for single precision performance, which has been the aim
21
of GPUs. An example of the current performance of multi-core processors is Fermi from Nvidia
with nearly 2TFlops SP performance. As with the signal processing integer processor in section
4
7.1.4 performance is expected to increase at the rate of 1.4x per year for the number of cores
and 1.05x per year for clock speed. In the 6 years to 2016 this will yield a performance of
~30TFlops. However, this device will not be needed until the SKA is well under construction in
2018 or later; projecting performance for a further two years has the multi-core performance at
64TFlops per chip.

18

Developed by NVidia, see e.g. http://www.nvidia.co.uk/object/cuda_home_uk.html
e.g. Seagate Barracuda® www.seagate.com/www/en-gb/products/desktops/barracuda_hard_drives/barracuda_xt/
20
e.g. OCZ Z-Drive p84 www.ocztechnology.com/products/solid_state_drives/ocz_z_drive_p84_pci_express_ssd
21
See http://www.nvidia.co.uk/object/fermi_architecture_uk.html
19
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The projection of 50TFlops has been confirmed in confidential projections with major
semiconductor companies.
The effect of having reduced performance is primarily to limit the available maximum baseline at
full bandwidth; hence the scaling back with limited performance is reasonably benign.
2. Buffer store, capacity. This parameter can always be met on a per blade basis by providing
sufficient drives; however the system will become expensive and large. There is a good reason
for having two separate devices associated with each processor; this would naturally structure
the double buffering requirement separating the read and write channels to enable better data
streaming.
There are two technologies to consider: rotating hard drives, HDD, and solid state disks, SSD,
which use flash memory. Essentially, HDDs are larger, cheaper but relatively slow whereas SSDs
are substantially faster and follow the growth path of semiconductors, but currently expensive.
The other benefit of SSDs is that they are more reliable with lower power consumption.
22

HDDs are already projecting 5TB by 2011 , considering that the requirement will be for two 10TB
drives, it is unlikely that the capacity requirement will not be met by 2016, however, the speed
may be an issue.
SSDs are increasing capacity very quickly, with a consequent reduction in price and hence
demand. It is probable that SSDs will be the technology used for the SKA in 2016/8. Using the
23
chip capacity projections for Flash memory will provide an 8x capacity increase for 2016 and
16x by 2018, leading to 8 and 16TB respectively; there are interesting construction techniques
being developed which may increase this figure at reduced cost. The storage requirement can be
met by 2018.
3. Buffer store, data rate. A major issue is the required data transfer rate of 1GB/s write and 5GB/s
read. The increased read speed is due to reading the data for each calibration loop. This is a
continuous, sustained parameter over hours of observation. It is clear that double buffering would
benefit from using separate devices which alternate writing and reading – this inherently provides
two data paths which increases data transfer capacity. The available data bandwidth could be
increased by proving multiple parallel devices in a RAID-like solution; but this is large and
expensive. Using HDDs appears to be impractical due to the number of drives per blade to keep
up with the data rate. There is no real prospect of significantly increasing the sustained data rate
for HDDs since they are limited by the disk rotation speed and number of platters – this is unlikely
to increase by the 16-80x required. With the very large number of drives that would be required
this would become an ongoing maintenance issue.
The SSDs are already close to the required write rate and the read rate is less than a factor of 10
below. There are major commercial pressures to increase the data rates for higher transaction
rates on enterprise level servers. Projecting increased speeds is difficult since much of the
constraint is architecture based for backward compatibility with HDDs. It is anticipated that the
data rate requirement will be met in the timeframe with the increased adoption expected for SSDs
or alternative, more parallel architecture.
4. Packaging. With of order 20,000 processing blades required high packing density is essential.
This will also be limited or enabled by the power dissipation of each blade. The basic size of each
processor and associated store is relatively small, so the packing may be 1, 2 or even 4 blades
per 1U rack slot. Assuming 42U high racks this results in 125-500 single sided racks being
required, with separate power supplies.
5. Power. The power is dominated by the processing element, which is inherently limited to <300W
for cooling and physical constraints. The rest of the components will not add substantially to the
power required. There is some extension to the power to support the large continuous buffer
requirement and to cover power supply inefficiencies and cooling. This constraint should be met.
22
23

Hitachi
ITRS: Table ORTC-2A
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7.2.4

Imaging/analysis, IA, Processor

The complex analysis and detailed processing required for imaging and non-imaging is performed in this
processor. For imaging, the algorithms require access to information from the whole of the SKA and
therefore the processor requires very good communications across the whole system. The full nonimaging requirements are not fully defined, particularly for transient detection and analysis but would
probably benefit from full data access. Pulsar searches may not require complete data access, but will
need to compare beams within a locality on the sky for better automatic detection.
The processing requirement is less well defined than the UV processor, but is not expected to be of the
same scale. The UV processor is specifically to provide the bulk of the computation. The IA processor
does have to use and maintain a very detailed sky map in order to subtract known objects; this data
needs to be accessible across the whole system.
The datasets that are produced by the SKA for subsequent science analysis are placed in the data
archive, which is available to scientists from approved organisations. The volume of data and precisely
what is stored is still being debated, but it is clear that this repository will be very large, maybe an
ExaByte, but is beyond the scope of this discussion.
The estimated performance required for this processor is approximately 10PFlop. While significant in
today‟s terms, is very feasible in the 2018+ timeframe. It will not be necessary to install until towards the
end of the SKA construction.
Since there are many options with this processor and the communication requirements will be mitigated
by the UV processors the analysis is just on the principal attributes. It is very likely that this processor will
be a design developed for a different application and hence will be put out to tender as an overall system.
Table 21: Principal Imaging/Analysis processor technical parameter requirements
Parameter

1.

Processing

6.

Power
per PFlop

Requirement

Current
performance

10PFlops

1.2PFlops

1.0MW

2.25MW

Risk of noncompliance

Remarks and consequences of non-compliance

low

The processing requirement is an estimate. Less
capability would affect the overall SKA
performance.

Low

The power budget is needed to keep the SKA
operational costs affordable. More power would
increase costs or, cause the amount of
processing to be reduced.

Considerations on each of the requirements:
1. Processing. The fastest computer in the world presently is a Cray Jaguar XT5 at Oak Ridge and
24
runs at 1.75PFlops . The previous system Roadrunner at Los Alamos at 1.04PFlops is
considerably more power efficient through the use of multi-core processors. There are
25
programmes to make an ExaFlop supercomputer by 2018 from Intel, IBM and probably others.
26
The shorter term projections are for a 20PFlop machine, “Sequoia” to be operational by 2012 ,
delivery has already started.
The important considerations here are the cost and power requirements of the computer. There
will need to be substantial discussions on detailed architecture and communication distribution,
however, these should be soluble given the pace of supercomputer development.
2. Power. The range of power per PFlop is considerable. The current figure shown in Table 21 is
one of the more efficient current large processors, Roadrunner, which uses 2.35MW for
1.05PFlops. There is a major drive to reducing power in large computing centres; hence the
reduction of only a factor of two is relatively modest.
24

http://www.top500.org
e.g. http://www-03.ibm.com/press/us/en/pressrelease/27803.wss
26
http://www-03.ibm.com/press/us/en/pressrelease/27803.wss
25
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7.3

SKA target technologies

From the discussions in Sections 7.1 and 7.2 it is clear that the SKA using high frequency aperture arrays
is feasible assuming that technology progresses as predicted. There are target technology
implementations which the SKA development work needs to focus upon and ensures becomes available
in the relevant timeframe. A consolidated list of the principal performance requirements from the
technologies is shown in Table 22. This is only a hardware list, the software challenge is also substantial,
but beyond the scope of this paper. Other technologies will need tracking and may need further concerted
effort e.g. mass storage, power supplies, cooling systems etc.
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Table 22: SKA Target technology performance
Technology

Requirement

Comments

Tsys for AA-hi

≤38 K

Sensitivity is critical, this requirement affects the total front-end
design including element and interconnect, and crucially the LNA
performance.

Low noise amplifier, LNA

≤15 K, 30mW,
differential

The LNA is a critical component, it must be as low noise as
possible, low power due to the number of them and differential to
eliminate lossy baluns and give more flexibility in element
selection.

Array scan angle

±45º,
predictable
polarisation

This is the combined design of antenna elements and array
design. It also has to be low cost and able to be integrated with
the LNA effectively in a volume manufacturing process.

Analogue system power

100mW per Rx

The analogue chain post-LNA must provide sufficient gain and
filtering with a wide band pass for each element polarisation. This
implies custom design and high integration, maybe with multiple
channels on each device.

>3GS/s 6-bit ADC power

<100mW

Each digitisation channel, maybe for every receiver chain implies
low power. More resolution for the power reduces the
requirements on the analogue system.

DSP processor chip
performance

>20TMACs

Signal processing needs to be as programmable as possible to
make developing the SKA realistic in a reasonable time. The
performance, power and number of I/Os are linked parameters.
This performance will support 128 analogue inputs to digital
beams including a spectral filter. This is probably a reasonable
limit for the pin count on a cost effective device. Easier
programmability is an advantage.

DSP Power for 20TMAC

~25W

Assuming 128 inputs per DSP this is the power required to meet
the power budget in an essentially all-digital array.

DSP chip comms, I/O count

>128 x 11Gb/s

The number of inputs is limited by packaging constraints.

DSP-digitiser integration

Possible

The connection between ADC and processing needs to be onchip, to avoid substantial communication power requirements.

50m optical links, pluggable

>120Gb/s

The data flow inside the AAs and central processing are
considerable and are part of determining the performance of the
SKA. These are short range and need to be as fast and cheap as
possible.

50m 120Gb/s link power

2.5W

The power requirements of all parts are important.

Flash storage module capacity

20TB

The target application for this module is to buffer the output of the
correlator. Flash storage is likely to be used elsewhere, indeed
everywhere except possible for bulk storage.

Many-core streaming
processor

50TFlop
<200W

There is considerable work in HPC arena to get the power
requirements down for the Exaflop initiatives. This performance
and power makes the post processing system viable.

7.4

Technology Readiness Levels

A measure of progress towards a new technology being mature enough to implement is by assessment of
its “Technology Readiness Level” (TRL).
TRLs are a systematic metric/measurement system to record the status of the technology. At the end of
SKADS, a TRL assessment is an important deliverable for each of the developments to both the EC and
the International SKA project.
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The TRL measurement approach we have decided to adopt is the NASA structure with slightly modified
terms to relate more closely to the SKA. The original was written by John C. Mankins at NASA and is at:
http://www.hq.nasa.gov/office/codeq/trl/trl.pdf . The definitions are detailed in Table 23.

SKA in operation
SKA Phase 1
Target for AAVP

PrepSKA & SKADS
SKADS
Mostly pre-SKADS work

An overview diagram of the TRLs
is shown in Figure 42, with a
broad relationship to the SKA
phases of work. This shows what
needs to be achieved at the
various points in the programme.

Full System Test
& Operations

System/Subsystem
Development

Technology
Demonstration

Technology
Development

Research to Prove
Feasibility

Basic Technology
Research

Figure 42: TRL relationship to SKA activities
be found at:

The various phases have a
spread to cover the nature of
different technologies, e.g. the
components need to be more
advanced than systems due to
the scale of the implementation.
This illustrates where we need to
be for aperture arrays by the end
of PrepSKA, ideally everything
would be at TRL7, however
practicalities
will
limit
that
achievement. All the components
and sub-system however will
need to be close to this level.
Phase 1 SKA implementation is,
of course, the major scale
implementation as TRL 8 and is
required prior to building SKA
Phase 2.
A useful discussion on TRLs can

http://en.wikipedia.org/wiki/Technology_Readiness_Level
The SKADS view of TRLs for the technologies under development are listed in Appendix 13.3.
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Table 23: Technology Readiness Level descriptions
TRL Summary
1 Basic principles
observed and
reported
2 Technology concept
and/or application
formulated
3

4

5

6

7

8

9

Description
This is the lowest "level" of technology maturation. At this level, scientific
research begins to be translated into applied research and development.

Once basic physical principles are observed, then at the next level of
maturation, practical applications of those characteristics can be 'invented'
or identified. At this level, the application is still speculative: there is not
experimental proof or detailed analysis to support the conjecture.
Analytical and
At this step in the maturation process, active research and development
experimental critical
(R&D) is initiated. This must include both analytical studies to set the
function and/or
technology into an appropriate context and laboratory-based studies to
characteristic proof of physically validate that the analytical predictions are correct. These studies
concept
and experiments should constitute "proof-of-concept" validation of the
applications/concepts formulated at TRL 2.
Component and/or
Following successful "proof-of-concept" work, basic technological elements
breadboard validation must be integrated to establish that the "pieces" will work together to
in laboratory
achieve concept-enabling levels of performance for a component and/or
environment
breadboard. This validation must be devised to support the concept that
was formulated earlier, and should also be consistent with the
requirements of potential system applications. The validation is relatively
"low-fidelity" compared to the eventual system: it could be composed of ad
hoc discrete components in a laboratory.
Component and/or
At this level, the fidelity of the component and/or breadboard being tested
breadboard validation has to increase significantly. The basic technological elements must be
in relevant
integrated with reasonably realistic supporting elements so that the total
environment
applications (component-level, sub-system level, or system-level) can be
tested in a 'simulated' or somewhat realistic environment.
System/subsystem
A major step in the level of fidelity of the technology demonstration follows
model or prototype
the completion of TRL 5. At TRL 6, a representative model or prototype
demonstration in a
system or system - which would go well beyond ad hoc, 'patch-cord' or
relevant environment discrete component level breadboarding - would be tested in a relevant
environment.
System prototype
TRL 7 is a significant step beyond TRL 6, requiring an actual system
demonstration in a
prototype demonstration in a site environment. The prototype should be at
real environment
a representative scale of the planned operational system and the
demonstration must take place at a site with similar characteristics to the
target site.
Actual system
In almost all cases, this level is the end of true 'system development' for
completed and
most technology elements. This might include integration of new
'qualified' through test technology into an existing system.
and demonstration
Actual system proven In almost all cases, the end of last 'bug fixing' aspects of true 'system
through successful
development'. This might include integration of new technology into an
actual operations
existing system. This TRL does not include planned product improvement
of ongoing or reusable systems.
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8 Design and costing methodology & tools
8.1

SKACost: the SKA Design and Costing tool

The SKA Costing and Design Tool provides a framework in which hierarchical descriptions of telescope
designs can be studied and costed as a function of input parameters and telescope performance. The
tool allows engineers and astronomers to rapidly explore the possible parameter space of SKA designs,
probe the cost vs. performance tradeoffs which affect them, and ultimately produce optimised designs for
the SKA.
This tool has been written in the Python programming
language but, because of its graphical user interface, it can
be used by people with little or no knowledge of Python
itself. The software can also be run from a command-line
interface, from within Python or from other processes via a
socket-based interface.

Figure 43: Delineation of the interfaces,
the costing engine and the telescope
design data.

The key strength of this design and costing tool is its
extensibility – new design blocks representing different
architectures or alternative designs (such as different
antenna designs) can be easily generated and then
swapped into a telescope design, allowing system design
level comparisons to be made. We have populated the tool
with the telescope design most relevant to the SKADS
project but this design can be evolved readily during future
stages of SKA development whilst still using the existing
supporting framework of the tool itself and the telescope
parameterisation methods that we have established during
SKADS.

Figure 44: Sample screenshot of SKACost
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Users can also generate graphs of cost variation with chosen parameters which can be viewed directly in
the tool or output into file formats readable by other standard software packages such as Microsoft Excel
©. This can be very useful for identifying optimal values for given parameters, or just for gaining an
understanding of the scaling relations that exist: there are many examples in the SKA design where small
changes close to technological break points can make large differences to the cost of a given design.
Figure 45, below, shows an example of one such scaling graph: here we have estimated how the cost of
a 16 Tbit/s optical fibre data link varies with the length of the link. The steps in the line are introduced by
requirements to use more expensive lasers and to amplify the signal more times as the link is made
longer. These steps are significant and sharp: identifying these trends is very useful for directing design
effort to the areas where significant cost savings are possible. There is an overall discussion on cost
scaling in section Error! Reference source not found./

Figure 45: A data link "parameter survey" with a fixed data rate costed for varying lengths.
The tool and the methods used to calculate costs and uncertainties for a given telescope model have
been described in detail in SKADS Memo T23, we refer the reader there for more information.

8.2

SKA: Hierarchical design units.

The SKA will be a very complex machine and as such it is difficult to visualise the whole of the system
design at a high level of detail. To break the system into manageable pieces we adopt a hierarchical
approach, where parts of the system are described in terms of their sub-systems. These sub-systems are
in turn described by their sub-systems, and so on, down to the level where the sub-systems (which we
call “design blocks”) are no longer divisible and take the form of actual components such as lengths of
copper cable and individual processing chips, lasers etc.
We have used this hierarchical approach to develop a software costing tool which can be used to
generate cost estimates for parameterised telescope designs and to study how these costs depend upon
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given input design parameters. Costs are associated with components only and the design blocks inherit
the accumulated cost of their sub-system blocks (or “children” in the hierarchy).
Here we describe the major elements that make up the SKA hierarchy, showing diagrams produced by
the costing tool. The overall system costs and cost scaling relationships for various parameters, which
emphasise the flexibility of this costing approach, are shown in section 6.2.

Figure 46: Top level design blocks in the SKADS AA and Dish system design.
The first level design blocks are the AA-hi and AA-lo stations (which are divided into core and outer
stations), the dishes (also in the core and outer regions), overall infrastructure (which includes roads,
buildings and trenching) and the correlator. We do not have post-correlation processing included in the
costing tool at present.
8.2.1

AA-hi Collectors (400MHz-1.4GHz range)

The outer AA-hi Stations and the data links to take the station processing output back to the correlator sit
within the “SKADS AA-hi Outer” design block, shown in Figure 47. We discuss the data link model in
section 8.2.4.
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Figure 47: Hierarchy diagram for the AA-hi Outer design block.
The AA-hi Station design block incorporates the following sub-blocks, which are all described in detail in
SKA Memo 111.






Mechanical Infrastructure (AA-hi Station Infrastructure)
Analogue Data Transport (AA-hi Analogue Cabling)
Antenna array (AA-hi Element)
2nd Stage Processing (AA Station Processing)
First stage processing: Digital Beam-forming (AA-hi First Proc Board)

These blocks are generic, but for the costing work we choose a specific design for the AA-hi station. A
single AA-hi station is modelled to be a circular pad, approximately 28m in radius, in which 300 or so
“tiles” of Vivaldi Antennas are supported on a steel and wooden structure, with analogue cables taking the
signals from each antenna back to one of four RFI-shielded bunkers that are underneath the array.
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Figure 48: Schematic cut-away diagram of an AA-hi station.
For the AA-hi elements we take the design from the EMBRACE demonstrator and scale this up in spacing
from 12cm to 21cm. In this design the elements are made of strong, self-supporting aluminium, removing
the need for a separate support structure (previously the elements were designed as flexible aluminium
wrapped around foam blocks for support). Each dual-polarisation element forms to sides of a square and
clips to the adjacent elements, forming a rigid tile.
Left: Feed board with
location stubs and
grips that allow for
movement.
Below: Four
EMBRACE tiles

Above: close-up of the interlocking
EMBRACE elements

Figure 49: The EMBRACE antennas and tiles.
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Figure 48 is a schematic cut-away diagram showing the antenna support structure and processing
bunkers for an AA-hi station. Square tiles of Vivaldi antennas are placed on this grid forming a fully-filled
surface 56m in diameter. A membrane is stretched over the top for environmental protection. The
analogue signals from each antenna are passed down CAT-7 twisted pair copper cable to the processing
bunkers located underneath the antenna array.
Within the processing bunker, digital beamforming is carried out (to combine the signals from within each
tile) after which the data is passed via optical links to the station processing area where the narrower
station-level beams are formed. After station beamforming the data are then sent back to the correlator
via long range optical links.

Figure 50: The AA-lo station model, as it appears in the hierarchy of the SKA Costing tool.
8.2.2

AA-lo Collectors (Sub-450MHz)

The hierarchical design block structure for the AA-lo collectors is similar to that for the AA-hi. As for the
AA-hi stations, the AA-lo collectors are grouped into the core stations and outer stations. Figure 50 shows
the AA-lo station hierarchy in some detail, revealing the sub-blocks and components that are used.
Because the AA-lo stations are likely to be around 180m in diameter, the first stage processing of the
AA-lo takes place in many small shielded processing boxes – typically with about 40 of these boxes per
station. This has the advantage of reducing the analogue cable lengths, but it does then require an extra
level of data transport (via digital fibre) to the shared AA-hi and AA-lo station processing area. The main
link back from the station processor to the central computing facility can then take the AA-hi data, the
AA-lo data or a combination of both. Inside the core the AA-lo stations have digital links directly from each
processing box to the central computing facility, where station level beamforming can be conducted prior
to correlation.
The AA-lo Station is sub-divided similarly to the AA-hi station. A typical AA-lo station would be 180m in
diameter and contain close to 10,000 dual polarisation antenna elements. The design of these antenna
elements has been a subject of study within SKADS, see Figure 51, on the left; an example of one of the
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27

low frequency antennas designed in SKADS sitting on a solid metal ground plane – a mesh would be
used in practice. It is a single polarisation version; on the right a dual-polarisation version of this antenna
is shown.

Figure 51: Example of one of the low frequency antennas designed in SKADS.
Since these antennas are large they are not anticipated to sit on top of a framework, but some simple
infrastructure components have been included in the model (in the form of wooden stakes to support the
antennas).
8.2.3

Dishes

As with the Aperture Array collectors, the dishes are divided between a Core Dish design block and an
outer Dish design block. The dishes themselves are assumed to be 15m in diameter, and we model the
costs of these as based on a scaling relation presented by Dave DeBoer (2006, see, for example, SKA
Memo 92). This is a very simplistic model based on existing data from large telescope projects such as
the Allen Telescope Array (6m dishes) and which scales reasonably well to dishes of ~12m size.
The scaling relation used for the dish costs is:
The antenna cost model used is (DeBoer, 2006):



w 2 / 3  f max  d  n 
C  K  
    
W  Fmax  D  N 
where w is the maximum wind speed of operation;
fmax is the maximum frequency of operation;
d is the antenna diameter;
n is the number of antennas manufactured; and

K is the cost of an antenna with parameters (W, Fmax, D, N).
The exponents are constrained by
0.33<α<1;
β≈2.7; and
−0.2<γ<−0.1 (DeBoer, 2007).
This value of K includes foundations, installation, commissioning, subcontractor profit, feed rotator.
It excludes the feeds. Based on this scaling relation, and using a value of K taken from the KAT team (i.e.
a cost estimate of $428,000 USD (2006) for a 15m dish with (W =10 m.s-1, Fmax = 8 GHz, D=15 m, N=20).

27
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8.2.4

Long-haul Data Links

The model includes a component based optical data transport system, based on 10Gb/s channels. This
technology has well-established costs for the driving lasers and receivers. In order to keep the fibre costs
down for the Aperture Array stations it is efficient to use eight „colours‟ on each fibre using an optical
multiplexer for links up to 50 km (coarse wavelength division multiplexing, CWDM). Beyond that distance,
it is more cost effective to multiplex 16 channels onto a fibre (dense wavelength division multiplexing,
DWDM,) due to the length of the fibre and the requirement to optically amplify the links. It is likely that
faster intrinsic links (e.g. 40Gb/s channels) will be cost effective by 2011, significant some cost advantage
may be gained with the faster devices for full SKA implementation beyond 2016.
It is assumed that 50% of the dishes will be placed within a 5km diameter core and that the remainder of
the collecting area is distributed along spiral arms, equally spaced in a logarithmic sense out to
3000km.In the core the length of each link is assumed to be 5km. Outside the core the links are a
minimum of 5km long, or 1.2times the direct line distance to the core, if that is greater than 5km.
In such an arrangement 20% of the dishes are placed beyond 180km, and these outer dishes are
grouped together in stations of 20 dishes to reduce infrastructure, network and processing costs. For
th
these dish stations, it is assumed that the data rate brought back is only 1/10 of the full possible data
rate. The full astronomical data rate from each dish is assumed to be 64 Gb/s. Therefore 128 Gb/s from
each station of dishes is assumed.
For the aperture arrays, the optical links are assumed to be shared between AA-hi and AA-lo stations.
The data rate required to be transmitted over each aperture array link is assumed to be 16 Tb/s. This is
equivalent to a field of view for the AA-hi stations of 250 square degrees constant across the whole 700
MHz bandwidth, though the actual data could have field of view varying with frequency if desired.
Outside the cores, the AA stations will be placed on spiral arms, at logarithmically-spaced intervals (i.e.
with a constant ratio in the relative distance from the centre of the core). The distribution of aperture
arrays goes out to a maximum distance of 180km from the core centre and that 95% of the collectors are
placed within some break-point distance, so there are two logarithmic distributions describing the station
placement from 2.5km to 180km, as described in Memo 111. Within the costing tool the maximum
distance, break point distance and the fraction on the longest distances are all variables that can be
controlled by the user.
In the AA-hi core, the same technology is used as for the dishes, but the data links are all assumed to be
5km long: data are taken from the station processors to the central processing facility from each of the
core AA-hi stations.
In the AA-lo core a slightly different approach is taken: it is assumed that the AA-lo stations will contain
multiple processing areas (or processing boxes). Within these processing boxes the data are digitised
and, following a first level of beam-forming, are put onto optical links. Outside the core these (short) links
take the data from the AA-lo boxes and into the shared AA-hi and AA-lo station processing area. Within
the core it is assumed that these links go directly back to the central processing area where the data can
undergo further beamforming prior to correlation. This is important as it will enable flexibility in the
effective size of the station used in the AA-lo core, allowing some short baseline data to be obtained.
8.2.5 Correlator
The correlator design is discussed extensively in section 6.2.1.16.2.1, the design blocks reflect this
implementation.
8.2.6

Post-Correlator Data Processing

Details of the UV processor and the required data buffering is in section 6.2.3. The final analysis and
imaging processor is discussed in section 6.2.4.
8.2.7 Known limitation and exclusions
There are currently some items which have not explicitly been put into the cost model. These include:
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Protection against lightning, rodents etc., perimeter fencing;



Software development costs for the real-time digital system, control system, the correlator or
post-processing system;



The fibre for the LO is included plus the control distribution as part of the long-haul links but have
not included either the masers to provide the LO signal or the distribution networks within
aperture array or dish stations.

Other limitations of the cost model are:


No allowance for Non Recurring Expenditure.



Only included a placeholder estimate for the Infrastructure building cost – this would be the
building to house the correlator and post-processor, it is estimated at 350,000 EUR.



There is an estimate for the road building costs at 56 million EUR, which is for 500km of road.
Again, this is a placeholder only.



The data link trenching costs are very uncertain – there is a large degree of uncertainty in the
cost per km and also in the length of trench that will be required. In this costing, a cost of 14
million EUR for 2,000km of trenching is included.



Costs associated with bringing power to the sites is not included: these costs are likely to vary
greatly depending on the location of the stations relative to each other and on local terrain.



The true cost of building any infrastructure will depend greatly on the distance that each station or
dish is from an existing road.
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9 Demonstrators & Results
9.1

EMBRACE

For classic radio astronomy telescopes metallic parabolic surfaces are used to collect the power of an
incident electromagnetic field in a horn antenna. The incident electromagnetic field induces currents on
the surface of the parabola and the induced currents create, on their turn, a scattered field which has a
focus point at the horn. Since the phase relation of the induced currents on the surface is determined by
the parabolic shape, pointing of the beam has to be done in a mechanical fashion. Large parabolic
reflectors require mechanical mount structures with motors to steer the whole structure. Also, the
accuracy of the parabola requires a complex backing structure behind the parabolic surface withstanding
gravity and wind load. As a whole the result is that for frequencies below 2 GHz a phased array approach
becomes a competitive alternative for the classic parabolic radio telescope. A radio telescope using
phased array technology is denoted as an aperture array.
With an aperture array, the incident field induces currents on the antenna elements of the phased array.
By altering the phases of the induced currents and adding the resulting signals, the operation of a
parabolic antenna is synthesized. Because at element level the currents can be altered, the resulting
beam can be pointed into any direction on the sky. This way the mechanical pointing of a parabolic
antenna is replaced by silicon devices in the aperture array case.
An important feature of an aperture array is that the resulting signals on the elements can be copied
relative easily to create another set of signals. The phases of these signals can be altered in a different
fashion and after adding the resulting signals, another beam can be pointed on the sky. In fact this
process can be repeated as many times as required. For each additional beam only another electronic
signal path for each element needs to be added. The metallic antenna elements and the rest of the
mechanics are shared for each beam.
It is not only possible to alter the phases of the signals, also the amplitudes can be controlled at element
level. Any amplitude taper can be selected over the array enabling tight control of the side lobe levels of
the resulting array pattern. High aperture efficiency can be treaded for low side lobe levels in an electronic
fashion.
Design study 5 deals with a demonstrator called Electronic Multi Beam Radio Astronomy ConcEpt
(EMBRACE). EMBRACE comprises an innovative step to provide low cost phased array technology for
an aperture array option for SKA. It incorporates features like multiple independent beams, high aperture
efficiency versus low side lobes, and a large field of view per beam, which are unique features of an
aperture array.
The primary design objectives for EMBRACE were:


Demonstrate that Aperture Array technology is a viable option for SKA;



Demonstrate that the costs per square metre reaches an acceptable level with volume
production;



Demonstrate R&D readiness.

9.1.1
9.1.1.1

System description
Top level overview

EMBRACE as a whole consists of two stations, one in Nancay in France and one in Westerbork in the
Netherlands. Each station is a phased array antenna system which covers a frequency range from 500 –
1500 MHz. It provides two independent analogue beams of approximately 16 degrees beam width at
1 GHz. Both beams are capable to scan electronically more than 45 degrees from zenith using a
combination of phase shifters and time delay lines. A system level overview of one EMBRACE station is
shown in Figure 52. An EMBRACE station is divided roughly into two parts: a front-end and a back-end.
The front-end consists of the antenna array including the radome and the supporting mechanics for the
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array. The array is organized in tiles as primary building blocks. In the top of Figure 52 the layout of a tile
with the essential RF beam former building block is shown. A tile contains 2x72 antenna elements and is
slightly bigger than 1 square metre. In the picture it is shown that the antenna elements are oriented
under 45 degrees with the edges of a tile and how the 144 elements are organized in a dual polarization
configuration. The antenna design of EMBRACE incorporates two polarizations, however only the signals
from one polarization are electronically processed. The 72 antenna signals are beam formed into two,
fully independent beams at RF level. The resulting two beam signals are transported over coaxial cables
to the back-end.
The back-end contains all the remaining electronics required for processing the signals from the tiles
including the control subsystem. First, the beam signals are down converted and digitized. In the digital
domain, the signal is represented as a series of narrow band signals where after digital beams are
formed. The back-end part will be hosted in a small shielded shelter near the array. A block diagram of
the back-end is shown at the right hand side in Figure 52.

Figure 52: System level overview of the EMBRACE station architecture.
A picture of an EMBRACE station is shown in Figure 53. On the foreground the air conditioned shelter
with substantial shielding (Faraday cage) is shown. A global radome was chosen to cover and protect the
antenna array of the front end part, which is the larger curved structure behind the shelter.
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Figure 53: Westerbork EMBRACE station, a large curved radome and shielded processing shelter.
A picture of the array inside the radome is given in Figure 54. The aluminium Vivaldi antenna elements
are configured in a contiguous fashion. There are no discontinuities between the tiles. The antenna
elements are placed on top of a ground plane formed by connected FR4 printed circuit boards. All
electronics including power supply modules, beam former circuits and LNA‟s are placed on the backside
of the printed circuit boards. The antenna array contains more than 20000 antenna elements in total.

Figure 54: EMBRACE inside the radome showing contiguous connection of the tile elements.
9.1.1.2

Design requirements

The EMBRACE design requirements are given as a specification in Table 24.
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Table 24: EMBRACE Demonstrator main requirements
Requirement

Value

Number of stations
Total physical collecting area, Aphy
Aperture efficiency
Frequency range
System temperature
Instantaneous array bandwidth

2
300 m+2

Remarks
In France and the Netherlands
Both stations

≥0.8
500-1500MHz
≤100K

At 1GHz

100MHz

RF Beams

Number of analogue FoVs

2

RF Beams

Polarisations

1

Single linear

Half power beam width

>15º

RF Beam at 1GHz

Scan range, θ

≥45º

From zenith

Side lobe levels
Signal dynamic range

≤ -13.2dB
≥60dB

With respect to main beam. No grating lobes
At output of A/D converter

Digital output bandwidth

≥40MHz

Per FoV

Number of digital beams

≥8

Per FoV

9.1.1.3

Architecture rationale

In a balanced SKA design, front-end bandwidth (and subsequently FoV) needs to match the central
processing capability for a cost-effective solution. EMBRACE demonstrates how FoV can be tailored to
bandwidth requirements through RF beam forming near the elements to reduce costs. The required FoV
is achieved by organizing the elements in units denoted as tiles. The first beamforming takes place on the
elements of a tile. Therefore the FoV is defined by the tile dimension. Early in the design stage, the
system was divided in two main parts: the front-end and the back-end. The front-end is defined as the
total set of tiles including the signal distribution between the tiles and the back-end.
The use of functional integration trough integrated circuits is essential for cost reduction in the planned
system. Given the spatial distribution partitioning however, the LNA‟s are positioned near each antenna
element. The output signals are distributed to a central location while DC power needs to be distributed
from a more central location. The signal distribution is narrowed near the elements directly after the
LNA‟s. The first signal combination is performed by a large scale integrated beam former chip combining
signals from four elements and providing two “independent” RF beam outputs. Further narrowing down is
achieved by combining all the remaining signals on a tile into two RF tile beams. In EMBRACE the
number of required cables is reduced by multiplexing DC power, control signals and the analogue RF
beamsignals toward the back-end.
The back-end can be a centralized system handling frequency conversion, A/D conversion, and digital
beamforming. This avoids additional clock and LO signals to be distributed toward the tiles. The signal
transport between front-end and back-end is implemented with a single coax link per RF beam per tile.
This design simplifies the tile design and decouples the two system parts thus reducing possible EMC
related problems.
9.1.1.4

Antenna design

The antennas are designed in a dual polarized fashion although only a single polarization is used. This
configuration includes all electromagnetic effects of a dual polarized antenna. From a technical
perspective the dual polarized situation is simply a matter of doubling the required circuitry.
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Detailed descriptions of EMBRACE can e.g. be found in the SKADS Conference Proceedings describing
the e.m. and circuit modelling, the LNA design and the noise temperature effects.
9.1.1.5

Tile architecture

The number of elements beam formed at RF level determines the available FoV of a tile. In the final
design each tile hosts 144 Vivaldi elements (tapered slot antennas). With an antenna pitch of 12.5 cm the
2
2
size of a tile becomes 72/64x1 m =1.125 m and this defines the beam width of a tile. At a frequency of
1 GHz, the smallest beam width occurs over the diagonal of a tile of size D 
estimated in degrees with :

BW 

2  1.125m 2 and can be

  180
 11.5
D

A tile consists of six identical hex boards and one centre board. A hex board has 24 Vivaldi elements of
which only 12 are amplified, phase shifted using beam former chips and summed to two independent
outputs. The centre board sums six hex boards and distributes DC power and control to the hex boards.
The beam former chips are controlled serially in a time slot when there is no ongoing observation, to
minimize self induced RFI. The Vivaldi antennas are designed in a dual polarized fashion, however only a
single polarization is used. This configuration includes all electromagnetic effects of a dual polarized
antenna. From a technical point of view the step to build a front end, capable to process two polarizations,
is just a matter of doubling the front end electronics with respect to one polarization. All further processing
on the resulting beam signals is done at the back-end using two analogue coaxial links from each tile.
The analogue links from the tiles to the back-end processing simplifies the tile design and totally
decouples the antenna from the receiver. This reduces EMC related problems in general, since the local
oscillator and clock signals now have to be distributed in the backend cabinet only.
9.1.2

Back end processing

In the back-end itself, all sensitive analog electronics are located in separate shielded 19" cabinets. The
tiles receive DC power and control through the same analog coaxial cables. This is where the Control and
Down Conversion unit (CDC-unit) plays a central role. It is capable to combine 4 tile beams and converts
this down to IF. At the same time DC power and control data is modulated on to the analog link towards
the tile using a circulator circuit. A modified LOFAR station back-end [3] with minor adaptations is used for
the digitization and digital processing. The LOFAR Station Control software is modified to control the tile
phase shifter and delay line settings.
9.1.3

EMBRACE results

Some testing has been successfully performed; further measurements will be made prir to inclusion in the
final version of this paper.
Initial results are reported in (Torchinsky 2009) “EMBRACE: First Experimental Results with the Initial
10% of a 10,000 Element Phased Array Radio Telescope”.

9.2

2-PAD

The 2-PAD (2 Polarisation All Digital) demonstrator constructed at Jodrell Bank Observatory, shown in
Figure 55, is the result of three years of collaboration between three UK institutions: The University of
Manchester; The University of Oxford and the University of Cambridge. The purpose of building this
instrument is to study and demonstrate the feasibility of an all digital antenna array, in contrast to
alternative schemes which use analogue beamforming techniques. An all-digital system is the most
flexible approach that can be taken since each element is digitised and the signal passed into a digital
processor, the issue is that with present technology the cost is too high to implement. However, 2-PAD
tests approaches that can be roadmapped to the SKA build.
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Since it is essentially a technical research instrument it is relatively small, currently with 4x4 active
elements. The strategy adopted in the design of 2-PAD is to produce a highly flexible and modular
system. To this end the whole telescope has many systems and subsystems which connect and
complement each other to produce a working digital beamformer. While the emphasis in this project has
been on the digital electronics, considerable research work has gone into the analogue front end.

Figure 55: 2-PAD installed at Jodrell Bank Observatory
The outline specification of 2-PAD is shown in Table 25. These can be adjusted for different
implementations.
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Table 25: 2-PAD specifications
Requirement

Value

Total array size

16x16 elements

Frequency range

300-1000MHz

Active array size

8x8 elements

Polarisations

2

Scan range, θ

≥45º

Instantaneous array bandwidth

>200MHz
≥4

Number of digital beams
Beamformer organisation

4 quadrants 4x4

Calibration capability

Element level
≥200MHz

Digital output bandwidth
Communications

Summed bandwidth
over beams

Remarks
Total electromagnetic environment

Two linear
From zenith
Digital beams, wide bandwidth due to many
channels
Completely independent
Currently one quadrant 4x4 implemented
Each element can be controlled for gain, phase
and polarisation
Per beam
The ability to reuse communication output
bandwidth flexibly.

The general structure of 2-PAD is shown in Figure 56. It is structured to be able to test alternative blocks
to be able to compare different technologies. This means the system is not aimed at low cost, but in the
ability to interchange different parts of the system.

LNA

Various
BECA
ORA
FlowPAD

Various
To suit Antenna
Options

Analogue
Signal
Transport

Digitiser
Subsystem

Gain Chain
CAT7 Cable

Sig Cond Card
Midplane
DAQ Card
Clock Distribution

Digital
Signal
Transport

CX4 10Gb/s
4x3.125Gb/s
8b10 Encoding
Streaming Channel
No Transport
Overhead

Digital
Beamforming
Processor

Berkeley
FPGA Board
Based
System
Or
IBM 20 Node
C64 “Cyclops”
Based System

DELL Quad Core
ZEON Server
2TB Storage
RHEL

Figure 56: 2-PAD general block diagram
9.2.1

Antenna elements

Three alternative designs illustrated have been produced which show alternative structures:


Bunny-Ear Combline Antenna, BECA (illustrated in Figure 55). This is an improved Vivaldi style
antenna with better polarisation characteristics. It is an incremental improvement and is the first
to be tested in the system.



Vivaldi (FLOTT, Figure 57). A conventional electromagnetic design, this is using printing
technology to reduce the manufacturing costs. The stability and interconnection will be tested in
this implementation.



Octagon Ring Antenna, ORA (Figure 58). This is a different style antenna in that it is a layered
planar device. This is original research from SKADS and has great potential for reducing the
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manufacturing costs. There are also potentially improved polarisation performance, which will be
proven on 2-PAD.

Figure 57: Vivaldi style FLOTT antenna
Figure 58: ORA antenna

The analogue chain tested the use of low cost analogue interconnect, CAT-7, cables. The analogue
designs became a little complicated as a consequence, see Figure 59, and while it works as expected the
next systems will probably use alternative approaches or more likely distribute the tile beamforming
function.

Figure 59: 2-PAD analogue system
Two alternative processing systems have been constructed: a system based on digitisation and FPGA
based spectral filter followed by a software processor based beamforming system; and a system based
on the CASPER FPGA system including digitisation. The trade-offs of the approaches for flexibility and
long term implementations are considered in this white paper.
Further details of the system can be found in the SKADS conference proceedings (Torchinsky 2009).
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9.3

BEST

BEST is a phased array development for focal lines installation on cylinder concentrators at the Northern
Cross in Medicina. By using phased feeds on an existing instrument it is practical to build substantial
collecting area relatively cheaply and quickly. This collector can be used for astronomical observations
and testing of multiple beamforming techniques and algorithms for RFI excision through nulling
techniques.
The development was in two phases:


BEST-1 is equipped with 4 receivers installed on the focal line of one single cylindrical
concentrator.



BEST-2 installed in the North/South arm of the Northern Cross, incorporating BEST-1, consists of
32 single conversion receivers, illustrated in Figure 60.

Figure 60: Eight cylindrical concentrators of BEST-2; new receivers installed in the focal lines.
9.3.1

BEST system design

BEST is a complete astronomical instrument and needs to be designed for reliable operation and ease of
maintenance. Alternative designs were considered:


RF transported with an analogue optical link directly from the front end to a protected room as
shown in Figure 61;



RF transported with cable to the A/D in the cabins and then transported with digital optical link to
the processing room in Figure 62.

It is important in order to place each block of the chain in the most appropriate physical environment e.g.
temperature controlled or not controlled etc. to maximise the system reliability measured using Mean
Time Between Failures, MTBF.
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Figure 61: RF transported with an analogue optical link from the front end directly to a protected
room.

Figure 62: RF transported by cable to A/D in cabin, then via digital optical link to processing.
The configurations were assessed using a reliability investigation before manufacturing.
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This analysis has been made using the data-base MIL-HDBK-217-FN2 (Mode I case 3). As a hypothesis
it was assumed: series functional configuration for the whole system; operating temperature of 30° C and
a 100% Duty Cycle (24/24 hours); independent faults and constant failure rate. Then, different operating
environments were considered: GM (Ground Mobile) for the antenna; GF (Ground Fixed Uncontrolled) for
the cabin and GB (Ground Benign Controlled) for the processing room. From the reliability analysis, the
digital link option had a failure rate of λ=94,126 FITs (Failure in Time: failures per billion hours) which
corresponds to a MTBF of about 10,624 hours (about 1.2 years without any maintenance). In the same
conditions, the analogue link option exhibits a failure rate of λ=26,891 FIT or MTBF=37,187 hours, that
corresponds to about 4.2 years. The analogue link solution increases the reliability of the system because
the major part of the processing hardware is indoors (in a temperature and humidity controlled room).
This provides complete protection from atmospheric parameters such as temperature variations, electrical
discharge, etc. In addition, it offers direct accessibility to the equipment which simplifies maintenance
operations, giving logistical and economic advantages. Moreover, it would enable a simplified control,
synchronism and LO signal distribution. Figure 63 shows the system MTBF trend for the two solutions vs.
temperature.
The architecture in Figure 61 with analogue fibre links was therefore chosen.

Figure 63: Analogue and digital optical link system MTBF vs. Temperature.
9.3.2

BEST receiver design

The BEST pathfinder uses a standard single conversion receiver and the block diagram is shown in
Figure 64. The front-ends are installed on the focal lines and the optical analogue links directly transport
the RF signals to the receiver room. After down conversion to 30MHz, the signals are digitised and then
processed. The IF boards also provide an RF level output at 408MHz which makes quick testing possible
on the RF part of the receiver chain e.g. signal level, RFI monitoring, FE or optical TX fault. An RF output
also gives the opportunity of implementing some tests on direct RF sampling.

Doc.nr.:

Project supported by the
European Commission
Contract no. 011938

DS8_T1:

Aperture Arrays for
the SKA

Date:

1.00
26 April 2010

Class.:

Public

Rev.:

110 of 149

Figure 64: Block diagram of the receiver chain
9.3.2.1

Front-end

After the evaluation phase of different LNA architectures, a balanced configuration was chosen. The main
characteristics of this configuration are the good impedance matching, high dynamic range, reasonably
low noise and cost, the implementation is shown in Figure 65.

Figure 65: Layout of the balanced front-end
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Figure 66: Main characteristics of the FrontEnd.
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Figure 67: Good matching of S21 for several
front ends.
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9.3.2.2

Optical link

The optical links used to transport the RF from the front-ends to the receiving room have been produced
in collaboration between INAF and the ANDREW Wireless Systems locally. The characteristics of the
ANDREW custom optical link are shown in Table 26 the cost is ~€1000. Some examples the link are
shown in Figure 68.
Table 26: ANDREW custom optical link features.

Figure 68: ANDREW custom optical link.
9.3.2.3

IF stage

The IF stages connected to the front-end via an analogue optical link are installed inside a temperature
controlled room. All of the IF stages are installed in 19” rack cabinets along with the Sync and LO
distributors, clock generator, H-Maser locked synthesizer, fast data acquisition and post processing block.
The system consists of individual rack mounted modules for easy replacement, illustrated in Figure 69,
Figure 70and Figure 71.
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Figure 69: Different views of the IF board and 8 boards already assembled in a 19” rack.

Figure 70: Details on the digital control.

Figure 71: View of an assembled IF block.
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9.3.2.4

LO distribution

A Christmas tree configuration, Figure 72, has been chosen in order to provide the precise phase of the
LO to each mixer.

Figure 72: Schematic block diagram of the LO distributor.
9.3.2.5

Data Acquisition

For the best flexibility, a modular programmable data processing system, developed by the CASPER
group of the University of Berkeley, has been adopted, Figure 73. This system implements a 1 GS/s A/D
converter for each receiver connected to a serialiser board, iBOB, that can host up to 4 A/D inputs. These
boards are connected to the FPGA cluster BEE-2 board via high speed InfiniBand CX4 links, Figure 74.
The A/Ds, iBOBs and BEE-2 system is shown in Figure 75.
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Figure 73: Schematic block diagram of the Berkeley-CASPER BEE-2 FPGAs cluster.

Figure 74: ADCs+iBOB (left) and BEE-2 board (right).

Figure 75: Overall view of the Medicina FX correlator based on the BEE-2 FPGA cluster.
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Each digital sample is 8-bits which has sufficient dynamic range for the RFI environment. An FX
correlator is implemented since it is approximately 4 orders of magnitude fewer operations compared to
an XF correlator. Further, it enables mitigation of narrowband RFI signals by switching off appropriate
frequency channels.
For the BEST-2 demonstrator, the main features of the FX correlator are:
Bandwidth
Number of receivers
Number of Polyphase channels

16 MHz
32
512-1024

At present, the configuration of the BEE-2 FPGA cluster, offers ~500 Gop/sec. This provides enough
computation power to implement a full 32 station correlator for the BEST-2 demonstrator. An FX
correlator whose preliminary architecture is shown in Figure 76 is being set up.

Figure 76: Preliminary block diagram of the FX correlator to be implemented on the BEE-2 cluster.

9.3.3

BEST results

The “first light” of BEST-2 has been obtained, Cas A, shown in Figure 77 a and b.
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Figure 77: BEST-2 first light (2007) and first radio map, Cas A (2008)
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10 Design trade-offs
10.1 Beamforming processing
Beamforming is the process that takes the many signals from each of the receiving elements and forms
them into beams which are each largely equivalent to the single beam produced by single pixel feed on a
dish. Since an SKA scale aperture array consists of 50,000 – 100,000 dual polarisation receivers the
structure of the overall beamforming is very important, it almost inevitably consists of a hierarchical
structure in order to mitigate the processing requirements, analogue or digital.
SKADS has assigned considerable resource to this task and investigated RF (analogue), digital
processing and photonic techniques. Demonstrators have been built using both RF and digital
approaches and the results will be analysed.
The requirements of the SKA are very exacting and while the SKADS demonstrators will not achieve the
required performance, the development route and system structure to deliver it can be laid out.
It is generally accepted that the higher levels beamforming, the station processors will need to be digital
for the flexibility requirements, however, for the high volume first stage of beamforming there are two
principal alternative techniques to consider: RF analogue beamforming or digital beamforming, these are
considered below:
10.1.1 RF beamforming
As has been discussed, beamforming is a hierarchical process and different techniques and technologies
can be used at different levels. The high volume of beamforming work is performed at the first stage
immediately after the elements. It is generally accepted that station level beamforming after the tiles will
need to be in the digital domain for the required flexibility and precision.
RF beamforming takes the analogue signals after amplification by a low noise amplifier, and implements
appropriate delays through true time delay or phase shifting and then sums the results to make a beam.
Each polarisation of each beam needs hardware dedicated to the task, although multiple channels will be
implemented in each chip. As can be seen this is a relatively simple process, but does require careful
design of the analogue electronics to ensure stability. The issues are that it is a phase shifter beamformer
operating with a single frequency channel, which limits available bandwidth and the resolution of the
phase shifter and gain control is limited.
The block diagram of an EMBRACE beamformer chip is shown in Figure 78. As can be seen it produces
two beams from four elements. Each element for each beam is controlled for phase and amplitude with a
3-bit control word.
The benefit of RF beamforming currently is that it is relatively cheap and low power compared to the
digitization and processing required for digital beamforming.
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Figure 78: EMBRACE beamformer chip architecture
There is ongoing research to reduce the power requirements of the analogue chips, which seems feasible
within a factor of a few. Of considerable interest, there is also work on making a chip provide a quasi-true
time delay, which would widen the bandwidth available using RF beamforming.
10.1.2 Digital beamforming
With digital beamforming the incoming signal is digitized, whether from a single element or the product of
an initial RF beamformer. The signals from each channel are passed to a processing device for signal
processing.
This architecture is capable of very high performance in terms of bandwidth, precision, number of beams,
and usage of the output data rate. Once the incoming signals are digitized then all the performance is at
the cost of additional processing, memory and communications capacity. These parameters are following
a growth law, either Moore‟s law or similar. It is likely therefore, that digital beamforming will include more
of the system over time – eventually being cheaper in terms of power and cost than RF beamforming.
Figure 79 shows an outline digital processor for the first stage of processing. As noted, the first
requirement is to digitize all the incoming channels. This system is using frequency domain beamforming
which confers the maximum flexibility, so the signals are put through a spectral filter, either polyphase
filter or FFT, beamforming is then a matter of multiplying each spectral sample with a coefficient to
provide phase rotation and amplitude adjustment, finally the sample is summed with samples from other
elements to make a beam. This process is repeated to form as many beams as is required. Corrections
can also be made for polarisation errors at this stage of processing, or at the tile level.
With digital beamforming at the element level the question is if the digitization plus processing costs and
power can meet SKA budget requirements.
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Figure 79: Outline digital beamformer
10.1.3 Beamforming technology comparison
The bulk of the beamforming is in the first stages, tile processors, it is generally accepted that station
level processing will be in a processor based solution due to the complexities. The question mostly
revolves around how the initial stages of beamforming may be implemented. Here the consideration is
essentially between RF beamforming and digital beamforming. Photonic beamforming is not at a mature
enough state to consider for the SKA at this time.
Further, it is clear that a digital processing solution is preferable for flexibility and performance reasons,
so the detailed question is really how much RF beamforming may be used in a solution at a particular
time.
Table 27 discusses the trade-offs between RF and digital beamforming. It is clear that for significant
arrays built in the short term that RF beamforming is an essential component, however, there are
drawbacks in the capability and scaleability of the system. Digital beamforming through the whole array
will confer substantial benefits and can provide the performance required by the SKA but requires some
reasonable and predictable semiconductor advances and significant development costs to implement.
Table 27: RF and digital beamforming comparison
Characteristic

RF Beamforming

Digital Beamforming

Remarks/Timeline

Implementation

Integrated into analogue chips
with control interface. The inputs
are multiple low level analogue
signals, the devices may be
mounted near to the LNAs. Each
chip produces multiple beams
from each block of input
channels.

Each analogue signal needs to
be
amplified
to
levels
acceptable to an ADC; these
are digitized and passed to a
processing
device(s).
The
signals are split into multiple
channels and beamformed in
narrow channels.

The analogue system is
relatively straightforward to
implement
in
current
technology.
Digital
is
relatively
complex, but is mostly on
chips.
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Characteristic

RF Beamforming

Digital Beamforming

Remarks/Timeline

Beam
generation

Each beam is formed by phase
shifting each input to provide the
required delay and then summed
for each chip. The amplitude may
be adjusted for each input
element independently. It is
probably not practical to correct
polarisation at the element level.
True time delay technology
integrated onto chips is not
currently proven, external delays
become too large for practical
implementation on a dense high
frequency array.
RF beamforming chips may be
cascaded for larger systems.
Each beam operates as a single
frequency channel. This will
restrict the number of tile beams
that
may
be
produced
independently.

With the anticipated frequency
domain beam forming, the
beams are produced by phase
shifting a narrow frequency
band. Each channel may be
calibrated for amplitude, or used
for RFI excision. Polarisation
may be corrected as a function
of frequency. Each channel may
be considered to be a sub-beam
which can be used to construct
beams
with
the
required
bandwidths.
Further
beams
may
be
produced by repeating the
beamforming functions after
spectral separation.
The output data rate determines
the overall performance of the
beamformer, assuming that
there is sufficient processing
available to produce the beams.

The analogue system is
relatively simple and cheap
to implement for restricted
numbers of beams. The
digital solution is more
complex to implement the
basic system, but is very
flexible for providing more
beams
of
arbitrary
bandwidth.

Multiple beams

Each Tile beam needs to be
produced via specific hardware
within the beamformer chip. The
configuration is fixed by the
architectural design.

As discussed above the beams
are made up of multiple subbeams from specific frequency
dependant coefficients. These
can make up beams in any
format required within the
constraints of output data rates
and processing.

The digital beamformer is
very flexible for output data
requirements.
The analogue beamformer
has its macro parameters
determined at build time.

Bandwidth

Assuming that the beamformer is
using phase shifting for time
delays, or a frequency dependent
time delay, then the bandwidth
will be restricted to some fraction
of the operating frequency for
each beam. Wider bandwidths
can be constructed using multiple
beams.
If true time delay can be
produced then wider bandwidths
up to the operational range of the
elements and analogue system
can be produced.

The digital system can operate
over the full bandwidth available
from the elements and analogue
conditioning. This is because
each of the sub-beams can be
treated as a narrow independent
beam.

There
are
significant
constraints
on
the
analogue system.
The digital system is able
to
operate
over
the
bandwidth available from
the front end system.

Bandpass
corrections

The bandpass corrections for
each element need to be made in
an overall fashion. It is unlikely
that they can be adjusted for
changing
conditions.
The
corrections made will be identical
for each beam.

The analogue system up to the
ADC has to be flat enough for
effective digitization to take
place. Additional flexibility can
be achieved through further
digitisation resolution although
this has cost and power
implications.
The bandpass can be corrected
as a function of frequency and if
necessary by beam; each subband can be independently
changed.

The analogue chain is
likely to be subject to
variation
due
to
temperature and ageing
effects; using relatively low
cost components is liable
to result in ripples in the
bandpass. These can only
be taken out in a gross
sense
with
RF
beamforming, but can be
corrected in detail by the
digital system.
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Characteristic

RF Beamforming

Digital Beamforming

Remarks/Timeline

Calibration

The analogue beamformer can
provide element level amplitude
and approximate time delay
calibration; neither of these are
as a function of frequency. It is
unlikely to be able to provide
element
level
polarisation
calibration since this is highly
frequency
and
direction
dependant.

The digital system can provide
frequency
and
direction
dependant calibration per beam.
The calibration can be high
resolution amplitude, phase and
polarisation corrections for each
sub-beam.
Since many beams can be
formed it is viable to dedicate a
number of sub-beams to
observe
calibrated
sources
during observations to refine the
calibration.

The calibration of the AAs
is critical to providing high
dynamic range beams, of
know characteristics.
If the ability to calibrate at
the element level is
required then a digital
system
is
probably
essential, however, if the
AA can be calibrated at the
Tile
level,
then
an
analogue beamformer can
be used.

Flexibility

The characteristics of the RF
beamformer are determined at
build time for number of beams
and bandwidth. The frequency
band can be moved and the
available
beams
can
be
independently steered.

The digital beamformer is
essentially flexible in all aspects
up to the output data rate. So,
numbers and bandwidth of
beams, resolution, pointing etc
are all flexible.

While flexibility is not a
specific
science
requirement,
it
is
undoubted that additional
flexibility will increase the
throughput and scientific
capability of the AA.

RFI excision

There is no immediate excision.
The analogue system needs to
handle large element level spikes
without distortion or the block of
data may need to be ignored.
This will lose the entire piece of
bandwidth, but is unlikely to be a
substantial issue on the SKA site.

The digital beamformer can
excise
individual
channels,
which will be <1MHz. This may
preserve some blocks of data
which have very narrow band
interference.

RFI is a complex issue.
One part is to excise noise
spikes early in the signal
chain to limit digitisation
resolution
requirements.
With the digital system
spikes can be eliminated at
the element level. With an
analogue first beamformer
it is only necessary to have
sufficient headroom on the
gain elements and then the
RFI can be excised in the
subsequent
digital
processing.
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Characteristic

RF Beamforming

Digital Beamforming

Remarks/Timeline

Power
requirements

This is a relatively simple system
which should minimize the power
requirements. Increasing the
number of beams will increase
power; hence the bandwidthbeam count product strongly
affects the power needed.
In the near term the power
required for an implementable
system will be minimized by
using an amount of RF
beamforming. It is to be
determined what level of RF
beamforming could be accepted
and still meet SKA performance
specification.
The trend in power required will
reduce over time, with greater
integration and particularly with a
site with low RFI,

The power for a digital system
depends
initially
on
the
analogue systems which will
reduce over time and with
integration, as with the RF
beamforming.
The
digital
system is strongly subject to
improvements with:

This is a critical parameter
for AAs and indeed the
SKA.
There
is
considerable
electronics
involved in the AAs and
this
makes
power
consumption
quite
substantial per square
metre. There is the benefit
that power is projected to
reduce over time for both
analogue
and
digital
electronics, which makes
the long timescale of the
SKA beneficial for an AA
implementation.
The interesting question
for the processing side is
the relative changes in
power reduction between
the various systems. It is
anticipated that the digital
systems will reduce power
requirements faster than
analogue, so there will be
a transition point.

The basic cost of a simple
analogue system is relatively low
and
currently
substantially
cheaper than a digital system.
However, increasing performance
has a high incremental cost
associated with it, even assuming
that it is practical to implement.
The costs will reduce with further
advances in technology and with
increasing integration, but only to
a limit.

The current cost of a digital
beamformer is relatively high,
although
for
station
beamforming it is affordable
since so many elements are
being processed.
The cost of a digital system will
reduce dramatically over time
for the reasons discussed under
the power discussion.
A digital beamformer has a
relatively high basic cost since
all the digitisers and spectral
separation processing has to be
implemented in order to make
just one beam, however, the
increment
to
add
further
performance is relatively low –
there is only the need for
relatively small amounts of
additional processing and the
associated communications.

Cost

 Silicon technology
 Increased integration
 Better processing
architectures
Much of the above depends on
the level of NRE spent, which
must not be invested too early
due to the continuing advances
in technology.
There will be a time that they
digital beamformer will be
equivalent or lower power than
an analogue beamformer; part
of the ongoing work is to identify
that transition time.

The cost equation will
change radically over time
with
processing
developments, NRE and
architectural
implementations.
The relative cost of
analogue
and
digital
beamformers will equalize
and ultimately swing to a
digital implementation.

10.1.4 Digital processing devices
For the critical tile processing in the digital domain, which represents the bulk of the aperture array
processing requirement, there is the question on the nature of the devices to use.
While it is possible that FPGAs will be appropriate, they are very expensive and power hungry when
compared to the ASIC solutions. They are very good prototyping implementations and as such should be
a technology which will have an important place in the development. FPGAs do have the important
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characteristic of being programmable and as such would relate to the same discussion as the multi-core
processor solution.
Table 28 discusses the tradeoffs between a dedicated, albeit configurable, ASIC solution and
programmable solutions; here focused on multi-core processors.
Table 28: Outline tradeoffs between dedicated ASIC developments and programmable devices
Parameter

ASIC

Multi-Core Processor

Remarks

1.

Performance

In principle this is the most
efficient processing approach. It
should provide the lowest
power and smallest silicon area
for a defined processing task.
Multiple algorithms will take
more space and it may well be
tricky to re-use sub-systems.

A software driven system will
move data around on-chip to
put in general registers etc.
There is an overhead of comms
around the multiple cores.
Further algorithms take no
more space, assuming they are
realizable.

The issue will be the
trade-off of flexibility
and
maximum
performance.

2.

Power
requirements

An ASIC for a single application
should be the lowest power
implementation for processing.
There is a constant amount of
incoming
comms
for
an
individual Tile, so if there are
more chips then there will more
inter-chip
comms
and
overheads – raising complexity
and power requirements.

A processor is by default more
complex than a dedicated chip;
hence for a given processing
operation it will draw additional
power. This is on-chip power. In
a regular chip there can be a lot
of effort put into the design of
the sub-systems to minimize
power consumption.

There is a trade-off for
power in the chip size,
amount
of
development time that
can be applied to subsystems.

3.

Chip
development

Dedicated devices from highly
developed
and
refined
simulations
and
test
environments.

May be based on generic
technology. Some functions
may be tailored to the specific
requirements of the general
algorithms e.g. optimization of
FFTs

4.

Development
time

Includes time to:

Ideally base the device on an
existing development used for a
different
high
performance
application e.g. GPU, general
purpose SIMD etc.

 Develop algorithms
great confidence

with

 Test
extensively
on
hardware
emulators
–
FPGAs (despite being lower
performance)
 Optimise the layout on chip
for a potentially irregular
logic design
 Simulate extensively in all
modes, which includes all
the alternative algorithms
 Fabricate the device
 Test the prototype devices
in all modes
It is unlikely that there will be an
equivalent device to build upon
although
there
will
be
substantial macro libraries.

 Explore
the
use
of
algorithms on an existing
architecture
 Use a simple code based
simulator
 Ensure that the basis of the
algorithm
will
execute
efficiently
on
the
architecture.
 If necessary optimize the
details of the instruction
set/comms to implement the
algorithms.

The main difference
between
a
fully
customized ASIC and
a processing based
implementation is that
it is not necessary to
have the algorithms
fully tested in great
detail prior to chip
implementation.
Indeed
revised
algorithms,
not
conceived of at design
time,
can
be
implemented
even
after the system is
deployed in the field.

 If necessary, design and
simulate
an
optimized
device
 Fabricate
device.

the

optimised
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Parameter

ASIC

Multi-Core Processor

Remarks

4.

Multiple
algorithms

Needs to be pre-designed and
implemented for an overall
algorithm
approach.
Can
readily
be
used
in
a
parameterized structure.

Inherently available – it is
software.
There
will
be
limitations on the algorithms
which may be implemented due
to the underlying architecture of
the chip makes them too
slow/power hungry to use.

As
with
the
development, there is
great
flexibility
available
in
a
processor
based
implementation.

5.

Ability to
calibrate the
array

These are another suite of
algorithms
that
must
be
developed and tested as part of
the system design prior to
detailed chip development.

The ability to completely
change the algorithms on the
processor
is
a
major
advantage.
Detailed
preobservation
calibration
schemes are likely to have
relaxed
time
constraints,
making the implementation of
algorithms which are suboptimal for the architecture
entirely practical.

Calibration
approaches represent
an
alternative
or
concurrent algorithm
running on the device.
Calibration algorithms
are likely to be more
complex,
open
to
ongoing development
as more is learnt in
actual use of a large
system.

6.

Algorithm
development

The
algorithms
can
be
designed and simulated in
convenient environments e.g.
Matlab.
Subsequently
the
designs are in a hardware
definition language such as
VHDL and must be tested on
prototyping (relatively slow)
hardware.

The underlying algorithms may
be developed and simulated in
convenient high-level tools
such
as
Matlab.
The
subsequent implementation will
use
some
software
approaches. This is likely to be
complicated due to be being
„close‟ to the hardware. Testing
can be on software simulators
and ideally on pre-existing
devices. For non-time critical
algorithms it is possible to have
a
high
level
code
implementation e.g. a variant of
C.

7.

Algorithm
flexibility

Can only be changed within
pre-determined constraints.

No inherent limitation, can be
arbitrarily complex, other than
execution time

Processors
are
inherently flexible.

8.

Different
processor
stages

It may be possible pre-design
the multiple stages onto one
chip design, however, this
extends the design and testing
cycles. There will then be
excess silicon per stage, which
can be effectively powered
down to minimize power
consumption.

Dependent upon the design of
the processing algorithms it
may be possible to run all the
AA
algorithms
on
one
processor architecture.
This may also be possible with
entirely
disassociated
processing systems on the SKA
e.g. dish local processing and
even the correlator.

There will be multiple
stages of processing,
these run different
algorithms. Will need
multiple
different
processing devices?

9.

Cost

The development cost is likely
to be high for the detailed chip
design and testing. There will
be specific mask charges, since
this will be a custom chip. If an
ASIC is required then there is
likely to be two sets of chips

The development cost will
depend on luck to some extent,
in that basing the processor on
a pre-developed design is
essential, since it is unlikely
that a full processor design is
within the skills, time and cost

This is an interesting
trade-off which we are
not yet in a position to
determine accurately.
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Parameter

ASIC

Multi-Core Processor
st

10.

Risk

Remarks

needed – 1 for Phase 1 and
then a re-spin, with minimal redesign for Phase 2 to save
power and device cost (which is
likely to have a fast payback on
the capital cost).
Running costs for power and
support should be minimized,
since a well designed ASIC
should be the minimum power
implementation.

for the SKA during the
development stages. Ideally,
tuning a pre-existing design will
shorten the design cycle. There
is a possibility of using a suboptimal chip, which does not
require any modification. This
would minimize development
for Phase 1 and fully check the
system
before
performing
further development. Phase 2
will need to be an optimised
chip for minimum power and
cost.
Running
costs
may
be
increased
due
to
power
requirements and support.

Developing a device(s) from
scratch is relatively risky. It will
probably work per the design,
but there may be a design
oversight, which could cause a
re-spin.

This is less risky if the
processor is fast enough to
perform the functions required.

The difference is in the
risks of a fully custom
design
versus
something
that
is
reprogrammable.

10.1.5 Beamforming Conclusions
The basic conclusion is that beamforming for AAs is quite difficult to implement at low initial cost and in
the short term, however, the application of significant development funds and the evolution semiconductor
technology makes the system not only feasible but economic.
The discussion on the use of analogue beamforming for the initial stages of the system compared to a
complete system based on digital beamforming is going through a transition period. In the next ten years
or so, for the frequencies in question here, a fully digital system will not only be much higher performance
but also lower cost and power. This will only improve as longer term developments take place. The
management of this period and the demonstration of performance using analogue techniques will be the
challenge until SKA phase 2.

10.2 Self generated RFI
SKA will use many electronic systems spread over a large area (SKA core of a few km, SKA stations). In
each system varying currents are the sources of generated waves.
10.2.1 Main sources of self generated RFI in SKA


Massive use of (very) high speed digital electronics in the signal processing section of the
system, at the station level and at the core level



High number of synchronous clocks delivered within a large system (sampling clocks, reference
clocks, system clocks)



High efficiency DC-DC converters for power supplies



Use of high speed (10 Gb/s or 40 Gb/s) LAN switches for data transport

Assuming strong RF shielding of all station digital systems could be achieved (e.g. with an underground
closed conductive bunker), we can still identify major issues


Very sensitive low noise wideband RF front ends can pick up low level RFI
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Distributed digital system (many stations) increases the number of RFI generators



A very large number of I/O signals is required for core and stations (2 RF polarizations from
antennas, monitoring and control to / from RF sections, output data transport, DC and AC power
line.)



The need of an efficient cooling system with some high air flows (intake and exhaust) may reduce
RF shielding efficiency

To overcome these issues SKA design should be led from end to end with carefully evaluating self
generated RFI at each system level. Reducing level of self generated RFI is easier (and les expensive) at
design phase than afterwards during SKA operating period.
10.2.2 Some key points in system design related to self generated RFI
In AA systems these key points may differ from those found in dish systems, there are many more signal
links in AA systems from a very high number of front-ends than in dish systems, increasing the risk of
spreading self generated RFI.
10.2.2.1 Signal transport from antennas to signal processing
Considering the alternative methods of transporting signals from the antennas to the signal processing:
Digital signal transport (twisted copper pairs or optical fibres) :


Need ADCs located very close to the antennas, hence, must be well shielded



Sampling clocks to be distributed elsewhere in the antennas layout: high risk of RFI generation



Can use affordable optical fibres without generation of RFI but with some additional issues:



o

Need to distribute DC power for electrical to optical conversion

o

Need to distribute DC power for digital serializer / deserializer system

o

No DC multiplex with data if fibre: need to distribute DC power to front-ends

Need monitoring and control link maybe multiplexed on the same media if practicable

Analogue signal transport (copper coaxial, copper twisted pairs or optical fibers) :


All ADCs are inside station processing bunker‟s RF shielding



No external sampling clocks



DC power and monitoring and control « easily » multiplexed with RF path on the same copper
media



If copper media, the use of highly shielded cables is required and associated RF connectors and
cabling method have a great impact on RF shielding

At first glance, from a self-generated RFI point of view, digital signal transport seems to be the more
effective for dish based systems where the front-end number is “low” and where a strong shielding of
electronics can be done locally inside the dish support frame.
Within AA stations and the AA core there are a very large number of distributed front-ends over a large
area (maybe more than 100,000 for one station) incorporating highly distributed electronic systems.
Digital signal transport at this level implies digital electronics spread over this large area, with a high risk
of self-generated RFI. Analogue signal transport seems more appropriate within AA systems but requires
a careful selection of shielded cables and RF connectors if signal transport media is copper.
10.2.2.2 Digital data links (station outputs)


High speed serial links with emerging high speed LAN protocols
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Transport media: optical fibres



Switches with many electrical/optical and optical/electrical converters, with electrical switching
array and ultra high speed / high bandwidth backplane

For station output digital data links, the main risk of generating RFI lies at the switching equipment level
which should be specifically shielded, transport media being fibre.
10.2.3 RF shielding:
For electronic systems, RF shielding usually starts with a closed metal enclosure. For I/Os many
apertures are needed through the enclosure.
In such a box, an aperture (even a very thin slit) behaves like a radiating antenna. For a high shielding
efficiency, two levels of enclosure may be required.
All techniques improving shielding efficiency should be used for the station processing container which is
the highest RFI generator in the system.
10.2.3.1 Risks:
RF shielding efficiency measurements usually start with empty enclosure, without apertures nor I/Os and
prove to be disappointing with full system equipment.
Aging and corrosion reduce RF shielding efficiency, regular checks of shielding efficiency is required.

10.3 Lightning protection
Lightning comes from clouds (cumulonimbus) which behave as giant electrostatic machines. The lower
part of the cloud (up to an altitude of about 5 km) is electrically charged with heavy negative particles and
the upper part is electrically charged with lighter positive particles. Total dissociated charge could be
more than one hundred Coulombs.
Lightning is triggered when opposite charges inside the cloud start to recombine and propagates towards
the ground. At a few tens of meters above ground, the local electric field increases and an electric arc
starts ascending, with electric charges being shorted to ground.
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Cloud

Precursor arc

Ascending arc
when E~500 kV/m

Ground
Figure 80: Illustration of lightning discharge.
10.3.1 Lightning characteristics
In Western Europe, common discharges are negative cloud / ground currents, heights being about 4 km
A plot of typical lightning current value versus time is shown in Figure 81, showing a burst of arcs
following the precursor arc.
Current (A)
3000
0

Cloud / ground negative current
typical values

100
50 µs

30 ms

Time (s)
(s)

Figure 81: Typical lightning discharge current vs time
Table 29 shows the probability levels of currents in Western Europe.
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Table 29: Lightning current probability (for Europe)
Probability of a stronger event
Peak current (kA)
Current slope (kA/µs)
Total charge (C) for negative shock
Total charge (C) for positive shock
5
Negative integrated i²t (10 A²s)
5
Positive integrated i²t (10 A²s)

50%
25
40
7.5
80
0.6
6

10%
80
120
28
250
4
80

3%
140
200
55
450
9
300

1%
200
300
80
650
16
700

Integrated i²t is a value allowing to compute heating of conductive lines (adiabatic heating).
10.3.2 Lightning effects
Two mains effects are known: conductive effect and magnetic field effect.
10.3.2.1 Conductive effects
The main effect is overvoltage on conductive lines due to local increase of ground potential (common
mode for conductive lines) at impact point.
Value of overvoltage at impact point: U=RI
R local ground resistance (a few Ω)
I discharge current (A)
To protect lines with a risk lower than 3% (peak current 140 kA from Table 29), with a ground resistance
of 2Ω, the protection devices on each conductive line have to handle voltages as high as U=2 x 140,000=
280 kV
Potential difference (voltage) between two ground points in the nearby of a lightning shock, due to
ground resistivity:
Value:

U = 0.2 x ρ x I x (1/r1 – 1/r2)
ρ ground resistivity (highly dependent on local soil components, ( Ω x m)
I discharge current (A)
r1 distance between point 1 and impact point (m)
r2 distance between point 2 and impact point

Two ground points, one 100 m from impact and the other 125 m from impact, with a ground resistivity of
1000 Ω and a discharge current of 25 kA, have a potential difference of:
U = 0.2 x 1000 x 25000 x (1/100 – 1/120) = 10,000 V or 10 kV
Conductive lines between these two points 25m away from each other will suffer 10kV overvoltage
(common mode) and must be protected.
Overvoltage in ground lines due to line inductance:
All cables have inductance around 1 µH/m
A ground line will suffer U = L Δi / Δt overvoltage
For a 10m ground cable with 40 kA/µs current slope, overvoltage will be:
-6

-6

10 x 10 x (40000/10 ) = 400 KV
10.3.2.2 Associated magnetic field effects
A point away from impact point of R meters will suffer a magnetic field H=I / 2πR
I is the discharge current at impact point.
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Due to high Δi/Δt, a ground loop (cables) will have induced voltage U = 200 x S x Δi/(R x Δt)
S loop area (m²)
R distance between the loop and the impact point (m)
Δi/Δt current slope in kA/µs
A 10m² loop 100 m away from impact, with 40 kA/µs current slope will generate 800 V
For a radio telescope, all these effects are overvoltage at power distribution level, electronic systems
level, and signal transport level.
10.3.3 Lightning protection in Aperture arrays:
For tens of years radio telescopes using dish reflector and single pixel feeds proved to be safe under
lightning condition, this is due to their close meshed structure at ground potential, with low impedance to
ground.
Aperture Arrays systems architecture is not so easy to protect against lightning risks because of the:


Large area of many small antennas (200m² stations using around 20,000 antenna elements)



Large number of signal transport links to the station processing building (from a few hundred to
tens of thousands)



Distributed power network for antennas (or DC power multiplexed with RF and controls on signal
transport media)



Use of low to very low voltage electronics in the station processing system, with a high number of
interconnects.

10.3.3.1 Station processing building:
The station processing building should use the rules found in processing centres or digital telephone
exchange stations:


Ground equipotential using close meshed structure, horizontal and vertical (small ground loops)



Conduct discharge currents to ground using more than one cable: divide the discharge currents



Buried conductive belt around the building linked to ground equipotential meshed structure



Add an associated ground cable to each I/O cable entering the building



Add protection device to each conductive line to drain currents to ground when overvoltage
condition arises.

10.3.3.2 Antenna array:
It could be more difficult to protect the antenna array of an aperture array than the processing system.
Antenna element shape could increase the local electrostatic field at the top of antennas: Vivaldi
elements or BECA elements may have sharp tips, focusing electrostatic fields. We must take this
parameter into account at antenna element design phase, less tips give better behaviour under lightning.
Antennas using a feeding system may be grounded, this helps behaviour under lightning condition, unlike
truly differential antennas which cannot be grounded and are at floating potential. Differential antennas
should have no tips to be safe and behaviour to lightning condition must be studied.
Conductive lines (RF links) from antennas to signal transport system should be distributed inside
grounded cable gutters, with the smallest ground loops.
A lightning conductor above or nearer the antenna array is of no use, there is no evidence that lightning
will impact this point.
Some ways to protect the antenna array are:
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An equipotential ground network using close mesh structure



Distributed lightning conductive lines around the array with low impedance to ground



Avoid large ground loops

10.3.3.3 Site characteristics
To be able to quantify the risk, a table of probability levels of currents should be set (statistics of events)
for SKA sites and ground resistivity should be known for these sites.

10.4 Reliability and availability
The reliability of any system is dependent upon the number and reliability of the components and
subsystems that make up the system. There are many papers analyzing the formal reliability of systems
which can be referred to for information. In the case of an aperture array station which has a very large
number of components consideration must be paid to making the array a useful and available system.
Due to the scale and early nature of the SKADS demonstrators it would be misleading to draw too many
conclusions from the actual reliability of these systems: these are prototypes; use currently available
components; located in the wrong environmental conditions and are not the final architecture.
There is significant knowledge to be gained by monitoring the reliability of other major, modern systems
such as LOFAR, installed supercomputers and data centres.
All the SKA AA stations consist of a large number of components and subsystems. It would be
unreasonable and lead to a very low MTBF (mean time between failure) if each array required every
element plus associated receiver chain to be fully operational for the station to operate to specification.
For an AA it will not always be practical to have redundant systems in the conventional technical sense
where a standby system can provide replacement operation. However, AAs have a large amount of
inherent redundancy by having a lot of elements and adjusting the processing appropriately. The failure of
individual elements causes very little sensitivity reduction, but the beamforming would need to be
modified slightly to maintain precision, especially if groups of elements are lost e.g. from a tile. The AA is
capable of high availability by detecting and compensating for element loss. The development work for
this needs to be understood and the trade-offs presented. The SKA scale station designs considered in
the Design and Costing documents take into account the requirements for “availability” and
maintainability.
Reliability, however, is a major factor in the availability of the systems for use in observing, clearly, the
more reliable components are the less likely it is that there will be a failure that stops the array operating.
The systematic reliability considerations made include:
10.4.1.1 Stable operating temperature
The reliability of components, particularly connectors, increases dramatically with a stable operating
temperature. This is due to thermal movement allowing contamination and corrosion to take place on
mating surfaces. It is also the case that thermally stressing electronic components will reduce their
reliability.
The construction of the AA-hi, which has by far the greatest number of components, is to have an array
of elements supported above the processing bunkers. The elements will be thermally insulated and
covered by a heat reflecting membrane. The sides of the array will be provided with insulating walls thus
creating a fully enclosed thermally insulated area. This area will be temperature stabilised by air
conditioning, for the following reasons:
1. To keep the front-ends and LNA‟s at a constant temperature and hence the array will have
predictable sensitivity;
2. Most of the connectors are likely to be within this volume and hence will be protected from
temperature cycling, increasing their reliability;
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3. The physical length of the cables will be part of the phased array time delays and hence thermal
change will require continual recalibration. By providing temperature stability, this will reduce this
aspect of calibration.
The thermal load on this area will be kept to a reasonably low level. It is from the heat leakage through
the insulation from the surrounding area and the dissipation of the element front-ends, LNA and gain
block. Thermal insulation is very cheap in the form of polystyrene or similar material and is likely to be
part of the construction of the elements; hence we can provide substantial thermal insulation. The
dissipation of the front ends is estimated to be of order 100mW per receiver chain, in an array of 150,000
2
elements this amounts to approximately 15kW spread over an area of 2,500 m , which is reasonable to
remove by air conditioning.
The processing bunkers are separate enclosures, already cooled separately. These are considered
below.
10.4.1.2 Low semiconductor junction temperature
The reliability of semiconductors increases dramatically with reducing junction temperatures as well as
stable temperature. The processing bunkers, which house by far the bulk of the semiconductors, are
planned to be water cooled. The principal dissipation will come from the ADCs and processing devices,
the expectation is to use cooling plates thermally connected to the devices, other peripheral components
will be cooled by circulating air past water cooled absorbers. This means that the junction temperature of
the main devices can be kept below 60C which increases their reliability and as a further benefit
minimises the junction leakage currents, which is a substantial for advanced small feature width
components – thus reducing overall power dissipation.
The processing bunker for an AA station is anticipated to dissipate 80-100kW; it is not practical in desert
conditions to consider using air cooling in such a small space. Hence, water cooling is essential.
10.4.1.3 Minimising component count
Reducing the total number of components and interconnects will improve reliability since there is less to
fail. Much of the development work on the AA stations will be into integrating systems into as few chips
and sub-systems as possible. For SKA phase 2 it will be well worth the NRE (see section....) required due
to the volume and the cost and power benefits. There will be a further reliability benefit.
It is anticipated to mount components on relatively large (~500mm x 3-500mm) sized circuit boards. This
reduces the board interconnect requirements and circuit boards are inherently reliable after a period of
operation to burn them in.
10.4.1.4 Physical stability
One of the great benefits of an AA is that there are inherently no moving parts apart from cooling fans.
This means that failures due to vibration and repeated movement should be very low and will largely be
associated with maintenance and upgrade activities. As discussed above the cooling for the bulk of
components will be via water flow. This will need to be highly specified; however this is an understood
issue and can be made very reliable.
10.4.2 Redundancy
As raised above, the true measure of useful performance is the availability of the system. This requires
redundancy such that most individual failures do not result in system failure. Only when sufficient subsystems have failed will it be necessary to shut down the array and repair the failures. There will only be
some explicitly redundant systems, since these are expensive and can be very difficult to implement on a
major system. Conveniently, AAs are inherently redundant if designed correctly and can be made to
“degrade gracefully”.
There will be some parts of the system which will need true redundancy such as power supplies which
are central and would bring the array down with a single failure. These will be replicated appropriately.
The explicitly redundant sub-systems include:
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Power supplies per rack



Clock generator and distribution tree



Monitoring and control processors



Cooling pumps

There are some parts that will probably form a single point of failure for example incoming power
supplies. These will be identified in the AAVP and high reliability techniques employed for maximum
security.
The factors which will be actively considered for the design of the SKA array to give good redundancy of
systems:


Individual elements plus receiver chains will be monitored for operation. If one or more fails then
the system will ignore it and adjust the calibration appropriately. This will operate for a significant
percentage of elements provided that they are evenly spread across the array;



Losing whole Tiles is more difficult to overcome; this could be caused by a processing board
failure due to power or local communications. It may be difficult to maintain the beam quality with
recalibration; this will be studied within the AAVP. There will be science experiments which are
not so critical and the array operation can be maintained for these until the systems are
exchanged;



Station processing is clearly central to the array; however, it will be spread across multiple
parallel systems. This structure will also provide redundancy of communication links between Tile
processors and station processors. Of course the performance will be affected, but will be a
reduction in the data rate available to from the station to the correlator, reducing the FoV,
bandwidth or resolution.



The communication links to the correlator will be driven by a number of station processors. There
are many fibres from each array to the correlator due to the data rate requirements. Failure of
individual links will only reduce the total data rate available as considered above.

If the complete station fails, while serious and will need immediate attention, should not prevent the
ongoing operation of the SKA. Since the SKA is an interferometer it will have up to 250 AA stations
operational. Loss of an array should be overcome with some loss of sensitivity and fidelity by calibrating
the overall SKA appropriately.
Part of the final design and proving of the SKA implementation will be to put sub-systems through
accelerated life testing as a formal program to determine the likely failure modes and to design them out
wherever possible with a reasonable budget. It is unlikely that every sub-system would undergo burn in
due to the cost and loss of operational life that will entail.

10.5 Risk management and mitigation
The discipline of Risk Management on the SMF project is applied through a systematic process whose
elements are:


Identification of the sources of risk and risk details.



Assignment of a risk owner to each risk.



Assessment & Analysis, both qualitative and quantitative, of the effects of the risk for pre and post
mitigation circumstances.



Identification of detailed Impact information including Impact Dates



Formulation of strategies, supporting actions, actionists and action plan dates to mitigate each
risk.



The assignment of a strategy owner to each risk strategy.



The formulation of a rigorous monitoring and management plan.
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Identification of trigger dates for the implementation of contingency action in order to avoid
jeopardising the risk impact date.



Production of a consolidated Risk Register providing SKA visibility which can be hosted on a
Shared Data Environment.

Given the scope of the program, no SKADS Risk Management was applied. The approach taken was, at
SKADS closure, the System Team made an inventory of the key outstanding risks for the application of
Aperture Arrays (and specifically, dense Aperture Arrays) for the SKA as input to next SKA phases.
The SPDO has produced a Risk Management Plan which serves as reference to this Inventory.
10.5.1 Probability / Impact Assessment
To assess the potential risks, they are categorised and assessed for impact severity on the programme
as shown below.
The nature of the risk is divided into type as shown in Table 30:
Table 30: List of Risk Categories
Risk Categories:
Programmatic
Interfaces and Requirements
Work and Cost estimates
Technology and Availability

Category
P
I&R
W&C
T&A

The potential for the risk to actually occur is estimated as shown in Table 31:
Table 31: List of Probabilities
Likelihood
Minimum
Low
Medium
High
Maximum

Probabilities:
<20% chance of occurrence
20% - 40% chance of occurrence
40% - 60% chance of occurrence
60% - 80% chance of occurrence
>80% chance of occurrence

Probability
A
B
C
D
E

An estimate of the impact on the programme is made for each risk type according to Table 32.
Table 32: List of Impact on Program
Severity
Negligible
Significant
Major
Critical
Catastrophic

Impact on Program:
Minimal or no impact
Critical cost and performance assessment
Architectural & Performance Consequences
Potentially impacts applicability
Leads to termination of applicability

Impact
1
2
3
4
5

By considering the impact and probability of any risk, then the overall magnitude of the risk can be
assessed as shown in Table 33. This can vary from very low to seriously high.
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Table 33: Risk Index

The consequent actions required and shown in Table 34, which can then be decided on the risk
magnitude, identified in Table 34.
Table 34: Required actions

10.5.2 Risk Register Inventory, RRI
The outstanding risks as identified at the end of SKADS are used as input to Risk management for the
SKA; this Inventory was produced by the SKADS System Team. It is a high level inventory to be used for
the next step, the “Aperture Array Verification Program” and to be the managed risks within the wider
context of the SKA.
SKADS aim was to show the technical and cost viability of high frequency aperture arrays, this was
achieved. The outstanding risks to be taken up by the AAVP are therefore associated with the detailed
development and performance of aperture arrays. These risks fall into two principal categories: technical
performance and cost plus manufacturability. These are covered within the work packages of the AAVP.
It should be noted that there are no risks categorised as „high‟ or „very high‟, there are a number of
medium level risks which will require close ongoing attention and assessment.
This ensures that mitigation and contingency actions can be put in place effectively to minimise the
overall risk on the project.
As a research program SKADS did not appoint anyone into the Quality Assurance, Programme
Assurance or Reliability, Availability, Maintainability and Safety (RAMS) Management role, but are using
this RRI as a more useful tool. As a result, reference is should also made to more detailed work in other
SKADS deliverables.
The conclusions are presented in Figure 82.
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Figure 82: Risk Register Inventory
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11 From SKADS to SKA
SKADS performed a great deal of research into the technology and potential performance of dense
aperture arrays. This has been successful and the programme needs to move into a development phase
the initial part is the Aperture Array Verification Program, AAVP, to prove the systems ready for SKA
Phase 1.
The AAVP demonstrator will show the performance, power and cost of AAs and produce a design for the
SKA Phase 1. AAs have the benefit of being based on new technology which is evolving external to the
SKA, but will confer major performance and cost improvements for AAs. So, while there will be
progressive improvements from AAVP to Phase 1 and Phase 1 to Phase 2, it is important to have a
planned evolution which keeps the principal specifications stable e.g. frequency range, front-end design,
cross over frequencies. By making the upgrades in processing and communications compatible and
predicted there will be a smooth, relatively risk free path to SKA Phase 2.

11.1 PrepSKA: AAVP
AAVP is a three year programmatic collaboration of institutes in 9 European countries, Australia and
South Africa. It will advance AAs to the level that a costed engineering and fully verified proven design
can be developed as input to the production engineering for SKA Phase 1. The program is structured
such that activities are well coordinated with PrepSKA and the SKA Program Development Office, SPDO,
ensuring an optimal contribution to the SKA timescale and specification goals.
To implement the AAVP, the European SKA Consortium, ESKAC, has established an AAVP group which
will coordinate the AA technical developments and testing. ESKAC represents the role and extensive
interests, visions and ambitions of the European astronomical science and engineering community in the
SKA, acting as the umbrella organization for AAVP.
The AAVP work will be carried out in agreement and collaboration with the SPDO. The AAVP will in many
respects continue the role of SKADS, while not being an EC funded European project with the
consequent formal financial reporting structure; the AAVP will align and report on the development work
for the aperture arrays in a structured fashion and provide a forum for European technical exchange.
As with the Dish Verification Program, DVP, AAVP is part of the EC-FP7 PrepSKA global effort in defining
and organizing the SKA.
Activities in SKADS have identified the key outstanding issues to be addressed through the AAVP. These
are:


Maturing preferred technologies and making selections,



Making architectural and design choices for Phase 1 and Phase 2 SKA, and



Demonstrating the performance of AA‟s for SKA radio astronomy in terms of performance, power,
cost and timeline.

Therefore, the AAVP will provide the following:


Coordination of the European technical work, primarily for aperture arrays;



Ensure that the verification programme for aperture arrays endeavours to meet the requirements
of the SKA Project and ongoing assessments of concept affordability/feasibility along the lines
mentioned above;



A focus and information exchange for European SKA development work e.g. by organizing
European technical meetings and conferences.



Deliverables on a timescale commensurate with PrepSKA/SKA

Participation is from 15 institutes over 9 European Countries plus Australia and South Africa as an
associated country. The program overall when fully funded from national resources is expected to be
valued at the level of about 18M€ and will last till the end of 2012. The funded contribution is expected to
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cover the required manpower of approximately 35-40 FTE per year over the 3 years and the associated
materials, travelling etc.
The AAVP is working on the design for an AA system covering all of the SKA frequencies up to ~1.4GHz.
As has been noted, this will be as two or more separate arrays tailored to match the technical
requirements against the sky noise. The Aeff requirements against Tsky is illustrated in Figure 15. The
expectation is that AA-lo will be a sparse array to gain Aeff with increasing λ to combat sky noise, which
may be at the expense of beam precision. At higher frequencies sky noise drops and the demands of the
science experiments merits a close packed array, AA-hi, Nyquist sampling the incoming wavefront.
The AAVP main deliverables for the aperture arrays at the end of the PrepSKA period will be:


An approved, verified and costed design for Phase-1 AA integrated into the SKA Phase-1
system;



Clear development path to SKA Phase-2 AA system.



A design provided with initial „Request for Quotation‟ documents with substantial technical detail
for industrial competitive selection and delivery of pre-production parts. These parts are expected
to be integrated within 2 years after funding availability (assumed coincident with PrepSKA end);



Design performance verification in the form of independently refereed documentation.

11.2 SKA Phase 1
The SKA Phase 1 will be developed as a result of the work in AAVP. For this development there will be
substantial production engineering tooling and industrial involvement. This is scheduled for the whole of
the SKA work over a two year timescale. SKA Phase 1 will be of significantly greater scale than the
demonstrator in AAVP, so merits the investment to improve the capability and power requirements. This
will follow the same frequency ranges as developed in the AAVP.

11.3 SKA Phase 2
Phase 2 will draw on the knowledge and experience from SKA Phase 1. Since Phase 2 is such a large
system this is the stage to make use of the processing and communication device developments from
industry. It is also the time to make substantial development expenditure in highly integrated devices and
systems. The financial payback will be in the cost of manufacture of Phase 2 and also the savings in
power and maintenance. These developments can also be integrated with other parts of the SKA.
As discussed above, these improvements will be relatively transparent to the user, other than providing
some capability improvements; the principal performance specifications will remain constant.
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13 Appendices
13.1 Costing tool description
The costing tool is described in some detail in SKADS memo T23: “The SKA Costing and Design Tool”
(Ford 2009).

Doc.nr.:

Project supported by the
European Commission
Contract no. 011938

DS8_T1:

Aperture Arrays for
the SKA

Date:

1.00
26 April 2010

Class.:

Public

Rev.:

141 of 149

13.2 Detail of Technology Readiness levels
Table 35: Technology readiness levels from SKADS
Technology

Owner

TRL
09/08

TRL
06/09

Rosh
McCool

7

7

Rosh
McCool
Federico
Perini

4

4

6

6

COTS Data links

Peter Maat

7

7

Component based
data links
a. DFB laser based
link subsystems
b. Components for
DFB laser based
link subsystems
c. 10 Gbps 1550 nm
SMF based link
subsystems
d. Components for
10 Gbps 1550 nm
SMF based link
DS3-T2
Backend processing

Rosh
McCool

6

6

Rosh
McCool

7

7

•

Using industry standard components, proved in telecoms systems worldwide such as; EDFAs, DFBs, DWDM &
CWDM Mux/Demux pairs ……

Rosh
McCool

2

2

•
•

10 Gbps, 1550 nm SMF VCSELs unavailable to buy and test.
technology option costed in spreadsheet cost model

Rosh
McCool

6

6

•
•

Selected research houses delivering results in conference papers.
Technology offers potential cost savings and is therefore worth maintaining a watching brief on the technology, despite
current unavailability of components

Andre Gunst

3

3

The basic principles of backend processing are proved by the functionality currently delivered by LOFAR. LOFAR is one
of the pathfinders wherein the phased array concept is used and hence some specific backend technologies involved are

DS3-T1
Phase Transfer:
a. optical
transmission
system
b. terminal
equipment
Analogue fibre data
links

Justification
•

System prototype demonstration taken place – using a photonic LO to lock a MERLIN antenna and measure
astronomical phase.
• Uses COTs Photonic Systems Inc components that are stand alone.
• Further work will look at calibration requirements for the SKA, longer links, multiple hops and integration into AA.
• Existing MERLIN L-Band Link equipment used in system experiments.
• Development of terminal equipment will take place under UK PrepSKA
32 optical analog links (Tx →DFB) are installed on the BEST-2 prototype. The receiver to receiver phase stability seems
to be good. Some minor oscillations in presence of temperature drift are still to be investigated though the performance
seems to be not influenced. The low cost VCSEL technology is not still considered due to problems related with the
availability of the devices in the market. For the end of SKADS (June 09) a more complex integrated prototype should be
ready within a collaboration with the Italian side of the Andrew Industries (TEKMAR).
For SKA short and long haul 40Gb/s and 100Gb/s Ethernet will be most attractive. The optical technologies needed for
these Ethernet transmission technologies is widely demonstrated both in lab tests and field trials. The Ethernet standards
for the mentioned bandwidths are currently being developed and products are being designed and qualified.
Current bottleneck is not technical but commercial: COTS communication equipment will become available as soon as
40GbE and 100GbE are economically viable. It is estimated that this situation appears within 2 -3 years.
• Digital systems developed in the lab and installed on pathfinder telescopes, EVLA, e-MERLIN and ALMA.
• Analogue units tested and operational at ATA and will be used on MeerKAT
• Sub system development required for integration into SKA AA and dishes
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Correlator

Stelio
Montebugnoli

5

6

Software
architecture

Paul
Alexander

1

2

DS3-T3
Conceptual design of
SKA

Paul
Alexander

6

7

Cost tool and
simulation

Rosie Bolton

4

6

Station level
beamforming

Nima Razavi

5

6

Mo Missous

3

4

DS4-T1
LNA - InP

Justification
demonstrated in this project.
One of the critical functions of the backend processing is filter bank processing and correlation process. Although for SKA
a significant amount of processing is required, the principles have been proven with LOFAR technology. However, the
technology used for LOFAR is not likely to be used for SKA.
Alternative technologies are discussed in a document which is currently written. Furthermore a document about the
lessons learnt from LOFAR will be written.
A system prototype has already been tested on the transit of Cass A for the BEST-2 array. A 32 receiver FX
interferometer (2048 channels in the F part), based on the Ibobs data acquisition and Bee2 engine, is on the way to give
out a first dirty and not calibrated radio map of Cass A. Calibration algorithms are ready but not implemented yet on the
DDS of the FX correlator. For the end of SKADS (June 09) a final prototype of a FX correlator for BEST-3 is planned to
be ready due to the modularity of the already tested correlator
There has been little work undertaken on the SKA software architecture either for the monitor/control software or the
post-correlator processing. Many challenges have been identified, however the architecture of the software, and
hardware configuration are a PrepSKA task. Some work on good design practice is available from DS3-T6. By the end
of SKADS some input from LOFAR will be incorporated.
The two Design and Costing documents produced by SKADS have defined in some detail one realization of the SKA
design. The second of these documents brings that design into line with the current international definition of the SKA.
At the end of SKADS, incorporation of the final elements of SKADS work into the conceptual design will be complete and
the conceptual design to be produced by the SKADS team will be in an advanced state,
Currently the tool has been tested locally, with example telescope designs: TRL 4. By Jan 2009 the costing tool will have
been given to members of SKADS and the telescope designs will have been verified: TRL 5. By the end of SKADS
design block leaders will have input custom SKADS-focused design blocks and components and the functionality of the
tool will be almost fully developed to enable Cost / Performance trade-offs: TRL 6.
To reach TRL 7 we require the inclusion of design blocks representing non-SKADS subsystems to that the whole SKA
can be costed: this will happen in collaboration with the SPDO during the remainder of SKADS and on into PrepSKA.
Accurate high resolution (3000 x 3000 pixel) simulations of the station beam have been done for several realistic SKA
aperture array designs in the high band and low band (regular and irregular grids.) The beams have been convolved with
the real measured sky, primarily the frequency shifted Haslam 408 MHz survey in order to analyse sensitivity. The
simulated beams use a direct transform (non-FFT) backend where some complexity has been built in regarding element
performance (LNA, mutual coupling.) Simulations of the “embedded” element have also been included in this work.
The next stage is to use more specific hardware to perform a large number of station simulations and use a wide-field
imaging algorithm to do limited time observations. Simulations are computationally expensive but this will be improved.
The proof of principle has already been proven by producing low noise transistors (< 0.2dB) in a 50 ohms environment
and measured in the frequency band of interest (0.3 to 1GHz), not extrapolated!
Component integration has followed in the form of both MMIC and MIC developments. Measurements are on going. A
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4

5

4

5

5

5

3

4

Justification
design yielding a 0.35 dB noise across the [0.3 to 2GHz] band has been conceived and fabrication and testing to
practically demonstrate it will occupy the remaining of SKADS.
A 0.35dB noise in a 50Ohms system will of course yield ~0.2dB in a 100 or 150 Ohms input impedance.
The Simulations are excellent, about 40 K at 1 GHz, with SiGeC technology LNA fully integrated; but the results of
measurements are not good, about 70 K at 1 GHz. More accurate measurements will be realized hoping good results.
Component and/or breadboard validation in laboratory environment. CMOS LNAs have been tested in a laboratory with
noise figure measurement apparatus but have not been integrated (or connected to) an antenna for testing.
TRL at the end of SKADS, June 2009 will be 4--5. At that point we will be making serious attempts at integrating the LNA
chip with a Vivaldi element, although that work will have a low probability of being complete by that date. By that time we
will be more confident of our TRL-4 results and will have results for 65-nm LNAs.
Need to distinguish two types of LNAs: single input-output LNAs and differential LNAs:
Single GaAs LNAs are proven technology for smaller bandwidths. For SKA (0.3-1.0GHz) bandwidth has to be improved
and noise temperature reduced (~10K improvement needed)
Differential LNAs have beam demonstrated in narrow band or in high Tsys systems. Recent work from ASTRON, FG-IGN
and CSIRO showed that also for the lower frequencies, differential LNAs can be an option. Note that the ATA already
uses diff LNAs for 1-10GHz front-ends.

ADC - InP

Mo Missous

3

4

Proof of principle already established with high speed transistors. Extensive prototyping of various sub
component of ADC have been designed and masks commissioned. Large Industrial input in design
methodologies acquired. Design methodologies developed are “material independent” and can thus be
applied to other material systems (SiGe or SiGe BiCMOS)

DS4-T2
Digitisation
requirements

Stelio
Montebugnoli

7

7

Starting from a theoretical model, validated by a bench test, the correct number of bits was defined taking into account
the RFIs environment of Medicina station (6 bit total 3 for the sky noise + 3 for the interferences). This task is already
finished. No projection for this item for the end of SKADS.

DS4-T3
RFI mitigation
algorithms :

Pierre
Colom

a. Excision

Pierre
Colom

6

6

b. Detection

Pierre
Colom

6

6

TRL levels are based on present day instruments. In the following, testing in the field (at telescopes) with real hardware is
considered to be TRL7, and when telescopes exist with operational RFI mitigation systems, TRL9. However, the (large)
scale at which those systems should be tested in order to qualify for high TRLs is not taken into account.
In the SKA perspective (large scale instrument, one to two order of magnitude in sensitivity to be gained), all the TRLs 7
to 9 below should be downscaled to 6.
a.
Post correlation narrow-band flagging – TRL9
b.
Pre correlation narrow-band excision – TRL8
c.
Pre correlation broadband excision – TRL8
a.
Power detection – TRL9
b.
Detection based on an analysis of the pdf – TRL7
b1.
Higher order statistics detection, e.g. kurtosis – TRL9
c.
Cyclostationary detection – TRL7
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c. Spectral filtering

Pierre
Colom

3

5

d. Spatial filtering

Pierre
Colom

3

5

e. Single channel
filtering
f. Miscellaneous
techniques

Pierre
Colom
Pierre
Colom

3

5

1

3

DS4-T4
Antenna element Vivaldi

Jan Geralt
bij de Vaate

6

7

Antenna element non-Vivaldi

Tony Brown

3

4

Antenna array
configuration
Antenna - LNA
matching
Differential LNA

Tony Brown

2
5
3

3
5
4

Dan Kettle

Justification
d.
a.
b.
c.
d.
a.
b.
c.
d.
e.
a.
b.
a.
b.
c.
d.
e.

Multiple antenna detection, subspace techniques – TRL7
Band selection – TRL-9
Notch filtering, out of band – TRL9
Notch filtering, in-band – TRL1
Cyclostationary spectral filtering – TRL3-7
Spatial filtering at (phased array) station level – TRL7
Pre-correlation spatial filtering – TRL7
Post correlation filtering using closure phases (is a spatial filtering technique) – TRL3-8
Spatial filtering using reference antennas – TRL7
Spatial filtering using cyclostationarity – TRL3
Subtraction of estimated RFI waveform – TRL7
Parametric RFI estimation and subtraction (using a priori knowledge of transmitted signals) – TRL3-7
Polarisation-based RFI mitigation – TRL1
Fringe rotation techniques – TRL3
RFI suppression by delay smearing – TRL3
Imaging and post-correlation RFI removal using clean and beamforming techniques – TRL3
Estimating RFI correlation matrix using cyclostationarity techniques – TRL3

Vivaldi antennas have been realized for various systems including radio astronomy demonstrators, for Aperture Arrays as
well as for Focal Plane Arrays. Frequency band is sufficient, embedded antenna patterns are wide. But also some
parameters have to be verified, e.g. polarization properties
The non-Vivaldi element programme has been narrowed to two alternatives - ORA ad BECA. Both are in a similar
technology state with the BECA marginally more mature at this time. Small scale bench hardware has been made and
tested to give confidence in the design prediction. This was successful. As expected larger tile is now needed to access
mutual coupling effects. These are under construction and will be tested prior to the end of SKADS.
Sparse array geometries; advanced concept studies which have applicability to low/mid frequency sparse arrays
Non-sparse fully filled arrays are now well established for SKA use.
It is estimated that there will be at least two differential LNA designs both fully characterized as stand alone circuits and
also integrated with the antenna. It is not the intention to produce an LNA that will meet the ultimate SKA specification but
to enable the 2-PAD concept to be validated. Post June 2009 work will include optimizing the designs in order to achieve
the overall noise temperature budget.
The differential LNA work package maintains it's high level of research and development; it is at the proof-of-concept
stage and therefore under criteria TRL 3. Laboratory tests are ongoing and further experiments are planned between
collaborators in Manchester and ASTRON.
Criteria set out in TRL 4 should be met upon completion of SKADS in June 2009. Differential LNAs meeting the
specification will be integrated with antenna structures in order to validate the front-end 2PAD concept.

DS4-T5
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Analogue
beamforming
Photonic
beamforming

Stephane
Bosse
Peter Maat

Digital beamforming
algorithms

3

4

All components that are needed for the construction of a properly functioning broadband photonic beamformer system
can be / are fabricated in university labs. The properties of these components and their functioning are well understood.
Currently several lab-based demonstrators are being developed according to specifications that are close to the ones of
the eventual systems. In the coming year companies will become available for supplying COTS photonic beamformer
IC‟s. The biggest bottleneck in the development of photonic beamformer systems is their cost level: to bring this level into
an acceptable range, technology developments are needed that are focused on component fabrication technology
improvement and microwave-photonic integration technology development. The biggest cost reductions will take place at
the moment the market for photonic technologies becomes a mass-market. For some photonic components this already
took place (e.g. optical analog links for the automotive market), for most components in the photonic beamformer system
the mass market will appear in the coming years.

Kris Zarb
Adami

3

4

Throughout 2007, extensive research has been done on digital beamforming algorithms (both in the timeand frequency domain) in order to study which approach fits the required specifications as described in SKA
Memo 100. The flexibility of the algorithmic approach means that a basic TRL of 3 can be maintained until
absolutely necessary. In this way, further progress and improvement can be expected right up until
implementation time. We expect to reach a TRL level of 4 by the end of SKADS as we will have finished the
development of a software station beamforming simulator, capable of accurate simulation of beamforming
algorithms on large numbers of antennae. With the completion of 2-PAD anticipated in early 2009, a
hardware platform will also become available for deployment of the beamforming algorithms on a limited
number of antennae.

Digital Processing
hardware

Mike Jones/
Kris Zarb
Adami

3

4

ADC-Si

Mike Jones/
Kris Zarb
Adami

3

4

The digital processing hardware forms a major deliverable of 2-PAD and whilst throughout SKADS significant research
has gone into different processor technologies, it is widely acknowledged that Moore's law will continue to dominate
processor performance evolution, and hence the actual implementation of the hardware should be left as late as possible.
However, with the delivery of 2-PAD in early 2009, two of the processing paradigms (multi-core processors and
FPGAs/ASIC) will be considered in detail and the merits of each architecture compared so that performance measures in
terms of power consumption, flexibility, bandwidth and scalability can be suitably assessed. Though some research will
continue throughout PrepSKA, it is envisaged that a TRL of 6 will be achieved by the end of it.
Throughout SKADS, it is fair to say that the ADC risk has been significant mitigated as CMOS prototypes have already
been reported and deliver the required performance for the Aperture Arrays. In this respect, although a high TRL may be
awarded; there are significant benefits in researching the possibility of ADC-integration with the digital signal processing
hardware as well as the bit-count vs. power-performance of these ADCs. Due to the reports produced by SKADSinduced research we expect that the feasibility of such integration and performance will have been completed.

Georgina
Harris

3

4

DS4-T6
Mechanical
Construction:

Justification
The analogue Beamformer Chip has been tested on Embrace tile

Mechanical Supporting Structure
During SKADS, the configuration and form of the antennas and their distribution was being developed. Therefore,
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a. Array construction

4

5

b. Cooling

Georgina
Harris

2

3

c. Electronics
construction

Georgina
Harris

3

4

d. Material choice

Georgina
Harris

3

3

Analogue signal
conditioning

Tim Ikin

3

5

RFI Shielding

Tim Ikin

3

6

Justification
discrete sections of supporting structure have been designed to support the various prototypes produced during SKADS.
A holistic approach will be needed in order to implement a universally applicable structure for the aperture array
mechanical infrastructure to incorporate other essential functions such as cooling, RFI shielding and electrical power
distribution.
Mechanical Construction of the Antennae
The mechanical constructions of the antenna tiles has had a great deal of work during SKADS. This has been as a result
of the need for antenna prototyping work to produce and experimentally validate the antennae performances.
The basic technologies needed for cooling the concentrated electronics (such as the computing and the data acquisition
equipment within the shielded bunker) are already highly developed. A test setup is to be installed on the 2-PAD system.
However, the distributed cooling system needed to control the environment of the front-end electronics has not yet
received sufficient attention. This work will be tackled in PrepSKA. The component- level elements of the system are
known and available but careful consideration needs to be paid in order to minimise power requirements for this system.
Humidity considerations need to be assessed for the equipment that is cooled by forced air cooling.
The construction of the electronics needed for the aperture array has had a great deal of effort within SKADS. However,
the development work is still ongoing, both at the individual chip and circuit design level. By developing low power, high
performance electronics we will reduce the total energy bill to run the aperture array, we should be able to reduce the
cost of the electronics components and boards themselves with more compact designs and we will reduce the RFI
generated by the electronics on our “quiet site” thus reducing the possibility of self-poisoning.
The materials that are used in the 2-PAD demonstrator have been chosen with a great deal of care. Materials have been
used to give the best performance possible for the purpose. In the case of the materials used for the antenna front-end,
this work has also included the use of materials which are perhaps less optimum in their performance but have a
significant impact in the total cost of the antennas. This compromise will be essential in order to maximise the aperture
array collecting area that can be produced for the allotted SKA budget. Many of these materials have been rigorously
tested for environmentally accelerated deterioration. However, only on-site material testing will give a complete
assessment of the performance that can be expected at each site. Environmental testing, such as rodent or pest
resistance cannot be evaluated any other way. On site testing would allow us to identify the environmental pressures on
the materials that would otherwise go unconsidered.
The signal conditioning module in the 2-PAD bunker has completed. The finished prototype will be delivered in one to two
weeks. SKADS Oxford will commence validation of the design on delivery. We anticipate very few problems with this
carefully designed module, but any bugs will be quickly eradicated.
The "signal combiner module" being developed by SKADS Oxford is not working at present, and will likely face a redesign
in short order. This design is non-trivial due to high gains present and use of multiple channels. However, given
competent engineering effort at SKADS Oxford the present issues should be resolved in one to two weeks.
The shielding effectiveness of the 2-PAD bunker concept has been demonstrated with limited success at premises of
EEP, Saffron Waldron. The weakness in the design is the copper cables which penetrate the otherwise high performance
shielding barrier. Recommendations of expert engineers in ZA contracted to Meerkat should be implemented to good
effect. The success or otherwise of the shielding design will only be known when the electronic systems producing RFI
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Justification
are fully functional in the bunker itself. However, the due care taken in the design gives us confidence that the shielding
effectiveness of the 2-PAD bunker will be "adequate" if not "excellent" by end SKADS. This will be evaluated by EEP on
delivery of the bunker to JBO in a few weeks time. For the SKA this is not anticipated to be a limitation.
The nature of the problem has been reported but no meaningful work has commenced on producing a solution. The
SKADS development will use standard commercial of the shelf solutions.
The development of clock trees with very large numbers of precise, highly coherent, widely distributed end points has not
yet been addressed. Although the SKA wide implementation of phase transfer has been successfully reported on above,
the techniques used are too expensive for implementation widely within a station.
It is a straightforward matter to design such clock systems for on board systems, suitable chips already exist, but these
do not scale readily to fit the needs of aperture arrays in SKA. Needs to be addressed fully in PrepSKA.

Clock distribution :
a. Station level: interboard distribution
in a bunker

Chris
Shenton

2

2

b. Board level
distribution
DS5-T1
Array performance

Chris
Shenton

6

6

Dion Kant

3

4

The basic concept is based on a regular phased array approach, which is a well understood technology. At the end of
SKADS we are in the position of a tested proto-type in a relevant environment.

Nico
Ebbendorf
Erik van der
Wal

4

5

4

5

Digital processing

Philippe
Picard

4

6

Array material choice
DS6

Marco Drost

3

3

Standard production technologies have been used together with local industry. A decreasing cost trend has been
demonstrated and it is expected that a cost level below 1000 EURO/m^2 is obtainable.
Primary signal functionality is well understood and demonstrated in a relative big phased array. We think a system noise
temperature below 100K will be demonstrated. It turns out that the general purpose peripheral electronics should be the
next subject for optimization reaching more efficiency, reliability and cost effectiveness.
We are currently testing the digital processing elements on a testbench platform in a laboratory environment, with RF
input signals delivered by laboratory equipment, not yet antennas.
Processing platform is very close to the final system (RSP2 processing boards instead of final RSP3).
All processing firmware can be seen at TRL 4 today:
Subband filtering process,
Beamforming process
1 second averaged power statistics (subbands, beamlets, crosslets),
Data output on Gb Ethernet,
External Correlator Interface synthetizing filter.
Monitoring and Control software is also at TRL 4 today.
Station digital processing tests with prototype antenna(s) and RF stages are to be done in the next two months, with final
hardware platform, but still in a laboratory environment.
We expect TRL 5 at the end of November for these tests using the final version of all elements.
Tests on site deployed systems should start in December, going to TRL 6-7 at the end of SKADS: system prototype
demonstration in a real environment, but with only one specific method (phase shifting) used to implement digital
beamforming process.
We expect that for higher volume more functionality can be obtained from material deployment.

DS5-T2
Low cost
manufacturability
Tile electronics
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Stelio
Montebugnoli

TRL
09/08
6

TRL
06/09
6

Justification
A complete clock distribution for the ADC samplers/sync was designed and installed on the Best-2 data acquisition
system prototype. The goodness of the distributed clock was verified during the data acquisition system /correlation test
as well. Since the Xtree distribution architecture is physiologically ”modular” , no problems should be arise for the end of
SKADS (June 09). This is an illustration of small clock distribution system.
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